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1 Introduction
In this contribution, we discuss some remaining issues related to design of cross-slot scheduling for power saving. In particular, we focus on remaining details of application cross-slot scheduling restriction for cross-BWP scheduling. 
2 Minimum scheduling offset restriction for cross-BWP scheduling
The following conclusion was agreed in RAN1 100 that if a DCI includes a field for minimum scheduling offset indication and also triggers cross-BWP scheduling, the indicated minimum value will be applicable in the target BWP.
	Conclusion:
· If a DCI format 1_1 (or 0_1) indicates a target DL (or UL) BWP different from the active DL (or UL) BWP, the minimum applicable scheduling offset indicator field (if present in the DCI format) indicates the minimum scheduling offset restriction to be applied in the target BWP. 

· Note: No specification change needed




It is still open how and when indicated scheduling restriction applies to new/target BWP.  In our view and also based on the following agreement, 
	Agreements (RAN1 #97):
When UE is indicated of the minimum applicable value of K0 (K2) for an active DL (UL) BWP, the application method to the selection of a DL (UL) TDRA entry is to be decided from:
● An entry in the active DL (UL) TDRA table with K0 (K2) value smaller than the indicated minimum is not expected by or not valid for the UE for the TDRA indication(s)


RAN1 has only agreed that indicated scheduling restriction applies to active DL BWP only. If an active DL BWP is provided with higher layer configuration [minimumSchedulingOffset], UE applies minimum scheduling
offset restriction indicated by the ['Minimum applicable scheduling offset indicator'] field in DCI format 0_1 or 1_1, as also captured in TS 38.214 Section 5.1.2.1 below.

	TS 38.214 Section 5.1.2.1

**** omitted text ****

When the UE configured with [minimumSchedulingOffset] in an active DL BWP it applies a minimum scheduling
offset restriction indicated by the ['Minimum applicable scheduling offset indicator'] field in DCI format 0_1 or 1_1.
When the UE configured with [minimumSchedulingOffset] in active DL BWP and it has not received ['Minimum
applicable scheduling offset indicator'] field in DCI format 0_1 or 1_1, UE shall apply a minimum scheduling offset
restriction indicated based on ['Minimum applicable scheduling offset indicator'] value '0'. When the minimum
scheduling offset restriction is applied the UE is not expected to be scheduled with a DCI in slot n to receive a PDSCH
scheduled with C-RNTI, CS-RNTI or MCS-C-RNTI with K0 smaller than the applicable minimum scheduling offset
restriction K0min.

****omitted text ****


There was proposal made regarding whether source BWP scheduling restriction can also apply to target BWP before indicated minimum scheduling offset in the DCI takes effect and whether above agreements could apply to cross-BWP as well. Below are the options that were considered regarding the  minimum scheduling offset restriction to assume after UE swtiches to target BWP. 

· Alt 1: Scaled K0min/K2min from source BWP: 

· Alt 2: The indicated K0min/K2min in target BWP: This implies BWP switching delay is the ‘effective’ application delay.
· Alt 3: The lowest-indexed RRC configuration of target BWP.

· Alt 4: UE implementation (some companies think it is corner case that network can avoid): A conclusion can be decided independent from issue #1 and no TP needed.

Note that thanks to BWP switching, minimum time gap between PDCCH and PDSCH is at least one slot and can be more depending on type 1 or type 2 BWP switch delay is used. 

For the following reasons, we do not think Alt 1 is reasonable.
· This approach is based on the assumption that TDRA table configuration is correlated across all BWPs, which is against the spirit of BWP specific flexible and independent resource allocation framework that was conceived in Rel15. This approach would essentially mean when scheduling is made after switching to target BWP, TDRA table row selection options in target BWP are limited by the scaled K0min/K2min value from source BWP. While by configuration it can be argued that this may not impose significant restriction and flexibility loss, it does not seem to be necessary given there are options that allow for TDRA with respect to target BWP configuration.
·  Some arguments were made in favour of Alt 1 is that it allows for a fixed/certain time gap between PDCCH and PDSCH/PUSCH reception even if cross-BWP scheduling is triggered. Power saving gain from cross-slot scheduling may result from mainly two ways: 1) relaxed PDCCH processing, and 2) delay in data buffering for PDSCH. Now, if we look at cross-BWP scheduling case, UE has to process the PDCCH before BWP switching as it has to know which BWP to camp on. Hence, there is a limit on how much PDCCH processing time can be relaxed if UE is configured for cross-BWP scheduling. Now, regarding maintaining the gap between PDCCH and PDSCH reception, it is also not clear how this can be achieved with Alt 1 effectively. Note that Rel16 power saving targeted eMBB UEs which may have up to 16 HARQ processes that can be in operation simulateneously. Even if gap between a PDCCH and corresponding PDSCH is few slots, it is not clear how this is benefiting PDSCH hardware relaxation specially when UE could have PDSCHs in every or every other slot due to different parallel HARQ processes running considering regular traffic flow. To this end, it is not clear how Alt 1 provides significant benefit in terms of PDCCH processing and PDSCH preparation relaxation. Nonetheless, if it is necessary to establish a large gap between PDCCH and PDSCH, that can always be achievable by using type-2 BWP switching.
We also think Alt 4 does not work because UE and network have to be aligned in terms of scheduling expectations after BWP switching. Of course, network may avoid problematic configurations in scheduling, but that does not prevent UE from buffering data from the beginning of the slot to be on the safe side.
Since UE has to decode the DCI by BWP switch delay anyways, UE can apply scheduling restriction based on target BWP configuration after BWP switching. This also preserves BWP specific TDRA configuration where TDRA constraints is dependent on BWP specific minimum scheduling offset configuration. Note that lowest indexed RRC configuration of target BWP may potentially have a larger value than what can be achieved by Alt 1. Note that assuming lowest indexed RRC configuration of target BWP for scheduling restriction to be valid after BWP switching before 1 bit indication takes effect is also inline with the spirit of the following agreement which specifies the restriction to assume when 1-bit indication is not available.

	Agreements (RAN1 #98b):
For an activated BWP without the 1-bit indication received in DCI for adapting the minimum applicable value of K0 (K2) for the BWP when there are one or two RRC configured values for the BWP, e.g., due to BWP switching triggered by BWP timer expiration, etc., the value applied for the BWP before the 1-bit indication is received within the BWP is determined by

● Option 2: The configured value if one value is RRC configured; The lowest-indexed RRC configured value if two values are RRC configured


 It has been argued that scheduling restriction longer than BWP switch delay can potentially result in increased power saving gain. But in our view, study is lacking to justify such claims. It was captured in TR 38.840 that when minimum K0>1, the power saving gain decreases and UPT degrades as the K0 increases. Hence, in our view, Alt 2 maybe sufficient both in terms of power saving gain and allowing necessary PDCCH/PDSCH relaxation and consequently, indicated value can be applied after BWP switching. In other words, gap guarantee between PDCCH and PDSCH can still be possible if it matches BWP switch delay which is at the very minimum 1 slot.
Observation 1: PDCCH processing relaxation timeline is limited by BWP switching delay if UE supports cross-BWP scheduling. 
Observation 2: Alt 1 poses artificial restriction on TDRA table configuration across all BWPs, forcing gNB to have correlated TDRA design for the BWPs.

Observation 3: Alt 4 causes uncertainty in scheduling after BWP switching forcing the UE to not operate in cross-slot scheduling mode.
Proposal 1: Select between Alt 2 or Alt 3 for application of minimum scheduling offset restriction in target BWP.
To this end, we think spec TS 38.214 Section 5.3.1 can be updated to reflect RAN1 97 agreement. Note that last sentence also captures that UE behavior for active BWP only.
	TS 38.214 Section 5.3.1
When the UE is scheduled with DCI format 0_1 or 1_1 with a ['Minimum applicable scheduling offset indicator'] field,
it shall determine the K0min and K2min values to be applied, while the previously applied K0min and K2min values are
applied until the new values take effect after application delay. Change of applied minimum scheduling offset
restriction indication carried by DCI in slot n, shall be applied in slot n+X of the scheduling cell. The UE does not
expect to be scheduled with DCI format 0_1 or 1_1 with ['Minimum applicable scheduling offset indicator'] field
indicating another change to the applied K0min or K2min for the same active BWP before slot n+X of the scheduling
cell.
**** omitted text ****


We have the following text proposal:

Proposal 2: Capture the following TP in TS 38.214 Section 5.3.1 to reflect RAN1 97 agreement.
	TS 38.214 Section 5.3.1
When the UE is scheduled with DCI format 0_1 or 1_1 with a ['Minimum applicable scheduling offset indicator'] field,
it shall determine the K0min and K2min values to be applied in the active DL and UL BWP, respectively, while the previously applied K0min and K2min values are applied until the new values take effect after application delay. Change of applied minimum scheduling offset restriction indication carried by DCI in slot n, shall be applied in slot n+X of the scheduling cell. The UE does not expect to be scheduled with DCI format 0_1 or 1_1 with ['Minimum applicable scheduling offset indicator'] field indicating another change to the applied K0min or K2min for the same active BWP before slot n+X of the scheduling cell.
**** omitted text ******** omitted text ****


Next, we discuss the application delay for adaptation to the indicated minimum applicable K0 value(s) for the indicated BWP where trigger for the 1-bit indication and BWP indication received in the same DCI format 1-1 in a serving cell. For Alt 3, once the UE identifies DCI is triggering BWP switching, UE could readjust application delay based on the lowest-indexed RRC configuration of target BWP. In this case, for PDCCH monitoring case 1-1, the application delay denoted by X slot(s) for the target BWP, is determined by
· X = max(Y, ceiling(Z*2^(scheduled/2^(scheduling)) in the numerology of the target BWP

· Z is determined by the SCS of the active DL BWP or the scheduling BWP in the serving cell and takes value of 1/1/2/2 slot(s) for DL SCS of 15/30/60/120 KHz, respectively

· (scheudling and (scheudled are the SCS indices for the scheduling and the scheduled BWP, respectively.  

· Y is the configured value if one value is RRC configured for the minimum applicable value of K0 in the scheduled BWP; The lowest-indexed RRC configured value if two values are RRC configured for the minimum applicable value of K0 in the scheduled BWP

Scaling Z*2^(scheduled/2^(scheduling is necessary to bring Z into the numerology of the target/scheduled BWP since X is expressed in the numerology of target BWP. Here, configured value is assumed to be the existing value of minK0 in the target BWP.
Proposal 3: For adaptation to the indicated minimum applicable K0 value(s) in the switched BWP triggered by the 1-bit indication of a DCI format 1-1 in a serving cell, application delay X in slot(s) for Alt 3 in the numerology of the target BWP is given by

· X = max(Y, ceiling(Z*2^(scheduled/2^(scheduling)) in the numerology of the target BWP

· Z is determined by the SCS of the active DL BWP or the scheduling BWP in the serving cell and takes value of 1/1/2/2 slot(s) for DL SCS of 15/30/60/120 KHz, respectively

· (scheudling and (scheudled are the SCS indices for the scheduling and the scheduled BWP, respectively.  

· Y is the configured value if one value is RRC configured for the minimum applicable value of K0 in the scheduled BWP; The lowest-indexed RRC configured value if two values are RRC configured for the minimum applicable value of K0 in the scheduled BWP
3 Support of cross-slot scheduling for DCI format 0_2/1_2
The motivation for introducing DCI format 0_2/1_2 was to support the use case when a given UE may receive URLLC like transmission requiring highly reliable transmission such as compact DCI transmission. To this end, DCI format 0_2/1_2 targets about 10-16bits payload reduction compared to formats 0_0/0_1. It is not necessary to have all non-fallback DCI formats to have all the functionality configurable. Certainly URLLC like transmissions would not benefit from cross-slot scheduling restrictions due to increased latency.
Proposal 4:  DCI format 0_2/1_2 does not include ['Minimum applicable scheduling offset indicator'] field. 
4 Conclusion 
In this contribution, we presented our views on the remaining issues regarding cross-slot scheduling for power saving and we have the following proposals and observation.
Observation 1: PDCCH processing relaxation timeline is limited by BWP switching delay if UE supports cross-BWP scheduling. 

Observation 2: Alt 1 poses artificial restriction on TDRA table configuration across all BWPs, forcing gNB to have correlated TDRA design for the BWPs.

Observation 3: Alt 4 causes uncertainty in scheduling after BWP switching forcing the UE to not operate in cross-slot scheduling mode.
Proposal 1: Select between Alt 2 or Alt 3 for application of minimum scheduling offset restriction in target BWP after BWP switching.
Proposal 2: Capture the following TP in TS 38.214 Section 5.3.1 to reflect RAN1 97 agreement.
	TS 38.214 Section 5.3.1
When the UE is scheduled with DCI format 0_1 or 1_1 with a ['Minimum applicable scheduling offset indicator'] field,
it shall determine the K0min and K2min values to be applied in the active DL and UL BWP, respectively, while the previously applied K0min and K2min values are applied until the new values take effect after application delay. Change of applied minimum scheduling offset restriction indication carried by DCI in slot n, shall be applied in slot n+X of the scheduling cell. The UE does not expect to be scheduled with DCI format 0_1 or 1_1 with ['Minimum applicable scheduling offset indicator'] field indicating another change to the applied K0min or K2min for the same active BWP before slot n+X of the scheduling cell.
**** omitted text ****


Proposal 3: For adaptation to the indicated minimum applicable K0 value(s) in the target BWP triggered by the 1-bit indication of a DCI format 1-1 in a serving cell, application delay X in slot(s) for Alt 3 in the numerology of the target BWP is given by

· X = max(Y, ceiling(Z*2^(scheduled/2^(scheduling)) in the numerology of the target BWP

· Z is determined by the SCS of the active DL BWP or the scheduling BWP in the serving cell and takes value of 1/1/2/2 slot(s) for DL SCS of 15/30/60/120 KHz, respectively

· (scheudling and (scheudled are the SCS indices for the scheduling and the scheduled BWP, respectively.  

· Y is the configured value if one value is RRC configured for the minimum applicable value of K0 in the scheduled BWP; The lowest-indexed RRC configured value if two values are RRC configured for the minimum applicable value of K0 in the scheduled BWP
Proposal 4:  DCI format 0_2/1_2 does not include ['Minimum applicable scheduling offset indicator'] field. 
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