TSG-RAN Working Group 3 meeting #21

TSGR3#21(01) 1471

Pusan, South Korea, 21st - 25th May 2001

Agenda Item:
12.1.1

Source: 
IC4IC Inc.


Title: 
IPv6 Hardware Implementation Problems

Document for:
Decision

1 Introduction

IPv6, in many ways was designed to fasten the forwarding: it has fixed length headers (although with a variable number of headers) and it doesn't have a CRC (which nowadays is VERY easy to do in hardware). However, in every other aspect, it makes the forwarding much more expensive. This analysis is based on the December 2000 PhD thesis by Pankaj Gupta, Stanford University (attached), on "Algorithms for Routing Lookups and Packet Classification".

2 Description


On chapter 2 ("An algorithm for performing routing lookup in hardware"), he exposes all the previous work on route lookup algorithms. The algorithms presented can be resumed in the following table:

	Algorithm
	Lookup complexity
	Storage complexity
	Update-time complexity

	Binary trie
	W
	NW
	W

	Patricia
	W2
	N
	W

	Path-compressed trie
	W
	N
	W

	Multi-ary trie
	W/k
	2kNW/k
	-

	LC-trie
	W/k
	2kNW/k
	-

	Lulea scheme
	-
	-
	-

	Binary search on lengths
	Log W
	NlogW
	-

	Binary search on intervals
	Log (2N)
	N
	-

	Theoretical lower bound

	Log (W)
	N
	-

	CAM
	1
	N
	-


This is a complexity comparison of the different lookup algorithms. A ‘-‘ in the update column denotes that incremental updates are not supported. A ‘-‘ in the row corresponding to the Lulea scheme denotes that it is not possible to analyse the complexity of this algorithm because it is dependant on the structure of the forwarding table. N is the number of prefixes in the data structure while W is the number of bits of every prefix.


Except for the CAM method, all of the algorithms are software based. This means that, in the best scenario, in order to look for IPv6 addresses you would need about four times the amount of memory that you need for IPv4, considering that the table sizes are equal. And here I am not speaking about the algorithm efficiency, which can be further degraded. Of coarse one can argue that the tables' sizes won't be the same, but this is mostly true on changing, public networks, not on Telephony Operators' nets.


The "older" hardware solution is the usage of CAMs. Content Addressable Memories are expensive, power draining, and will have to be four times bigger.


Gupta's new method, based on the fact that IPv4 has only 24 "real" bits, cannot be extended to IPv6 in any way. It is a brute force algorithm, based on statistics. An algorithm like this for IPv6 may be available whenever there ARE statistics, which is not going to be in the near time… With 128 bits on the IP header, no extension of this method seems to be feasible.
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Proposed DIR-24-8-BASIC architecture.

The next-hop result comes from either TBL24 or TBLlong.

If longest prefix with this 24-bit prefix is < 25 bits long:

	0
	Next-hop

	1 bit
	15 bits


If longest prefix with 24-bit prefix is > 24 bits long:

	0
	Next-hop

	1 bit
	15 bits


Anyway, a solution for implementing IPv6 in hardware "Gupta's way" would be using only the IPv4-compatibility IPv6 modes, in which only 32 bits are used as the address. But then we didn't solve the small address space problem, did we?


To summarize: unless someone can prove me that the IPv6 tables will be at least 4 times smaller than IPv4 ones, no IPv6 solution is going to be cheaper than the IPv4 counterpart. More than that, the cheapest and most efficient IPv4 algorithm (Gupta's), cannot be applied to IPv6.

3 Proposal


Being IPv6 forwarding so much harder (expensive) than IPv4 to implement, the dual-stack option should be reconsidered (option number 5).

� R.E.Tarjan. “Data structures and network algorithms, ”Society for Industrial and Applied Mathematics, Pennsylvania, November 1983.





