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1.
Introduction
At the WG2 meeting #23 in Helsinki, a general framework for the HARQ protocol for HSDPA was agreed to (see [1]). This framework envisioned the existence of two independent protocols sitting on top of one another. The lower protocol is the Hybrid ARQ proper and will allow the combining of symbols transmitted over multiple occasions in order to correctly decode a given data block. Whereas the upper protocol will allow the re-ordering of these correctly decoded data blocks so as to provide in-sequence delivery to the higher layers. 

The re-ordering protocol will be based, for each priority level, around some form of receive buffer and a sequence number with which each data block will be tagged in order to allow reliable reordering. The current working assumption (see [1]) is that the priority level and sequence number (TSN) will be transmitted in-band, together with the data. This implies that as long as a data block cannot be decoded, the receiver cannot determine which data blocks are pending. 

Since the number of re-transmissions is limited, it is possible that the transmission of a given data-block may be abandoned at the HARQ level. This may result in gaps in the TSNs of the data blocks stored in the re-ordering buffer. These gaps are not significant if the receiver has some way of knowing that the data was lost. However, if it does not then it has to assume that the block is still in the middle of transmission and will not deliver the rest of the data-blocks to the higher layers.

The HARQ protocol is synchronous, and with the use of the New Data Indicator (see [1]) it is possible to tell when a given transmission has been interrupted. However, because there multiple priority levels and assumed, and the indication of this level is only present in-band, it is not possible to tell which queue the abandoned transmission was intended for. When multiple transmissions from multiple priority levels are pending, it is practically impossible to know which ones were abandoned and which ones are still pending.

Some methods need to be defined in order to handle these scenarios without indefinitely delaying the submission of the other blocks to the higher layers. Some such mechanisms are described in [2] and [3]. We will outline these mechanisms and propose additional ones.

2.
Protocol stalling circumstances

2.1.
Reasons for gaps

There are two possible reasons why data blocks are irremediably missing. The first is a NACK->ACK error in the reverse link acknowledgment channel. This will result in the transmitter thinking that the data-block was correctly received and will stop transmitting it. The second is that despite the fact that the maximum number of re-transmissions was performed, the data-block was still not decoded correctly at the receiver.

2.2.
Subsequent data transmission

The protocol behavior depends significantly on whether there is more equal priority and other data to be sent after the gap has been identified. Some mechanisms indeed make use of data in order to flush the protocol. Note that there is always some data transmitted after the transmission that caused the gap, otherwise the gap itself would not be there. 

We will distinguish two cases. In case (a), some data blocks are sent and after multiple transmissions the transmission of one of them is abandoned. No more data is available for transmission and the data that were sent after the transmission that was lost are waiting in the re-ordering buffer. In case (b), data blocks are sent continuously and the transmission of one of them is abandoned for one of the two reasons mentioned above. Note that for the case of highly bursty data as is expected to be transmitted on the HSDPA channel, both scenarios (a) and (b) seem to be equally likely.

3.
Stall avoidance mechanisms

3.1.
Timer based mechanism

A timer-based mechanism was proposed in [2]. 

Such a mechanism can help resolve scenarios corresponding to case (a) described above. However, it would not provide good performance in scenarios belonging to case (b). Indeed, its performance would depend on how accurately the time for aborting a transmission. If the timer is shorter than the actual time then valid retransmissions would be interrupted, if the timer is longer then out of order delivery may occur. Given that the cost of the second alternative is higher than the first, such timers would probably be shorter rather than longer. But given that transmissions may also be interrupted due to NACK->ACK errors, such a timer would have to be awfully short (amount of time it would take to make the number of transmissions in the TSN space).

The conclusion is that this mechanism is really only applicable for resolving case (a). Therefore, we will assume that another mechanism will be introduced to handle case (b). Taken as such, the trade-off in setting the value of this timer is between potentially interrupting re-transmissions or having excessive delay in delivering non-sequential data blocks to the higher layers. Since the HARQ protocol is based on an asynchronous downlink scheme, re-transmissions can be scheduled independently of the initial transmission, and therefore it is hard to put a bound on the amount of time it may take for all the re-transmissions to be completed. Furthermore, the current working assumption is that lower priority transmissions may be pre-empted by higher priority ones. These interrupted transmission would then be reinitiated, thus resulting in an unpredictable total number of retransmissions needed to complete a transmission.

Therefore, this timer may end up being fairly long, resulting in potentially long delays when it is relied upon. It is therefore suggested to limit the maximum number of retransmissions that can be supported and to disallow the pre-emption by higher priority data or to find alternative mechanisms for handling scenarios belonging to case (a).

Finally, it is currently assumed that user data will be split up into multiple priority levels, resulting in potentially different spreads in the distribution of the amount of time needed to complete a transmission. Therefore, it is desirable to define different timer values for different priority levels.

3.2.
Window based mechanism

A window-based mechanism was also proposed in [2]. 

In this proposal, half the sequence number space makes up the receiver window and each TSN value is mapped directly to a specific buffer location. When a data block with TSN value outside the receiving window is decoded, it is assumed to be more recent than the rest of the blocks. The receiver window is shifted so that the new data block constitutes its top edge. The received data blocks that found themselves outside the window are passed to the higher layers.

This mechanism allows the handling of scenarios belonging to case (b). However, it relies on the arrival of new data to shift the receiver window and thus to eliminate the gaps in the TSN space. Therefore it cannot be used in order to resolve scenarios belonging to case (a).

3.3.
Implicit determination of aborted transmission

In [3], a method was proposed for deducing, based on the data received on the same or lower priority level that the transmission of a missing data block had been aborted. This mechanism does not require the use of additional signaling and instead relies on the order with which data blocks are transmitted (highest priority level and earliest arrival first). However, it appears that a fair number of data blocks need to be received before it can be conclusively established that the transmission of a given missing block had been aborted. Therefore, its use only really applies to scenarios belonging to case (b). Furthermore, it does not improve the worse case waiting time but rather provides improvement in some specific circumstances.

It would be possible to boost the performance of such a mechanism by modifying the HARQ signaling. For example, if the priority level were known independently of the decoding of the data, which can be achieved by moving the priority level indicator from in-band to the shared control channel, then the knowledge of whether a block was still in re-transmission for a given priority level would be much more reliable. Similarly, as proposed in [5], it is possible use a two-bit IR version field to maintain a reliable counter for the transmission number. If pre-empting were not allowed, this would be a very reliable means for determining whether a given missing data-block is still in transmission.

3.4.
Explicit indication of transmission window lower edge 

None of the above methods other than the use of a timer is able to resolve scenarios belonging to case (a). And as was debated, this mechanism should not be relied upon exclusively unless some of the current flexibility is eliminated. An alternative is to allow the MAC-hs in the UTRAN to send STATUS information indicating the TSN of the bottom edge of the transmission window. 

The advantage of such a mechanism is that it can address both scenarios belonging to case (a) and case (b) and thus significantly reduce the average delay.

Two methods for sending this information are included below.

Addition of an MRW bit

An MRWbit could be sent in-band in addition to the TSN and priority identity, indicating whether the TSN included in the current transmission corresponds to the bottom of the transmission window. 

With this method the signaling is straightforward, however it does not allow flushing the entire reordering buffer, unless an additional empty transmission is performed when all the transmissions have been aborted. Note however that even if this additional transmission is not performed, this method still allows reducing from 32 to 6 the number of blocks whose absence could result in deadlock or additional delay if a timer is used. 

Introduction of a status PDU

If it is deemed that neither the performance hit nor the extra transmission are acceptable, it is also possible to introduce some sort of MAC STATUS PDU to transmit this information. Such a method would allow transmitting the information together for the reordering buffers multiple priority levels.

This information could be added to padding PDUs, which will undoubtedly need to be supported. For example, in the format suggested in [4], it is possible to add the MRW information in the first padding PDU together with the indication of the number of padding PDUs. This would allow sending this status information without requiring a separate transmission for a given priority level., however it would represent additional complexity burden on the receiving and transmitting entities.

4.
Conclusion/Proposal

Several methods were proposed for avoiding error conditions and unnecessary delays in data delivery in the re-ordering protocol. Some of these methods may need to be applied together in order to provide good performance. 

The stalling scenarios have been split into two cases, (a) and (b). We only identified two mechanisms to handle scenarios belonging to case (a). The first is the timer-based mechanism. Its implementation is straightforward but its performance is limited and would degrade with increasing values of the maximum number of re-transmissions allowed. The second is an explicit indication of the transmission window lower edge. This method requires additional in-band signaling but performs best both in scenarios belonging to cases (a) and (b). 

It is suggested that the group should decide how likely scenarios belonging to case (a) are and whether it is worth adding complexity in order to address it. If it is decided that some alternative needs to be included, we would suggest adding an MRWbit. This is a fairly straightforward method that would significantly reduce the likelihood of needing to rely on the timer to flush the reordering buffer.
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