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1.
Introduction
At the WG2 meeting #23 in Helsinki, it was agreed that a separate re-ordering entity would provide in-order delivery to the higher layers. Several contributions were then presented at the WG2 meeting #24 in New York, aiming at refining this framework. In particular, [1] outlined several difficult scenarios and provided two mechanisms meant to enhance the robustness of the re-sequencing protocol in those cases. Both in that document and in [2], it is assumed that the TSN space is directly linked to the size of the “hard” re-sequencing buffer and therefore to the stalling probability of downlink transmission. In this document we claim that the size of the sequence number space need not be linked to the size of the buffer and rather should be derived from the probability of missing the channel allocation indication. 

This implication means that the TSN space can be kept relatively small, depending on the level of reliability that is desired, but also that the signaling itself does not need to constrain the performance of high capability UEs.

2.
General Assumptions

The main assumption that will be made in what follows is that, for any given priority level, the packets will be submitted to HARQ processes for transmission in the order in which they were received from the higher layers. Re-transmissions can only be transmitted out of order if the HARQ process on which the re-transmission is performed is not yet allowed to transmit. Since the association of data block to HARQ process is not strict on the first transmission, those will always be made in order. This is basically a strict implementation of giving priority to the earliest arriving data block.

Furthermore, if a packet needs to be pre-empted to allow for the transmission of a higher priority packet, the last submitted packet of the lowest priority will be selected. This is also rather intuitive.

Finally, in order to simplify the analysis it will be assumed that the CRC added to the control channel is very strong and that therefore the likelihood of not detecting an error in decoding the information is very low. The implications are that the false alarm probability, i.e. the likelihood of considering that information meant for someone else is for you, and the probability of undetected HARQ protocol information error are very low. This is probably a fair assumption given that this probability needs to be very low for any HARQ protocol to work reliably.

3.
Reliable HSDPA shared control channel

3.1.
Assumptions and claims

In this section, it will be assumed that the HSDPA shared control channel is perfectly reliable. I.e. the UE is always able to decode the channel and therefore knows when data is meant for it. This implies that the mobile will always know the time of the first attempted transmission. Note that a perfectly reliable control channel does not mean that the data channel itself is perfectly reliable.

Based on these assumptions it is claimed that the re-sequencing can be performed without adding a TSN field to each data block. The re-sequencing can instead be performed based on the time of reception of the first transmission of this data block. An example is provided below to illustrate this principle.

3.2.
Example

The example below is going to illustrate how this re-sequencing would work. For the purpose of this example we are considering a HARQ entity with four processes and we will assume that there is only one priority level. The conclusions extend easily for more complicated systems. In the table below, each one of the two-line delimited blocks represents a transmission. The top left represents the time of the transmission (known to both the transmitter and the receiver), the top right is the content of the data-block (letters in alphabetical order) and the bottom contains a check mark indicating whether the data-block was decoded after this transmission (( means successful, X means unsuccessful and X means that the transmitter gave up on the transmission). 

	ARQID 1
	ARQID 2
	ARQID 3
	ARQID 4

	0
	A
	1
	B
	2
	C
	3
	D

	(
	X
	(
	(

	4
	E
	5
	B
	6
	F
	7
	G

	(
	X
	(
	X

	8
	H
	9
	B
	10
	I
	11
	G

	X
	X
	(
	X

	12
	H
	13
	B
	14
	J
	15
	G

	(
	(
	(
	X

	16
	K
	17
	L
	18
	M
	19
	G

	(
	X
	(
	X

	20
	N
	21
	L
	22
	O
	23
	P

	X
	(
	X
	(


After a packet has been decoded, the ARQ process can provide the block to the reordering entity together with the time the first transmission occurred. Note that the ARQ process always knows this time based on the assumption that the control information is always received. Hence, in this example, the HARQ entity (including all the processes) would forward the following set of time/data pairs to the reordering entity:

(0, A), (2, C), (3, D), (4, E), (6, F), (10, I), (8, H), (1, B), (14, J), (16, K), (18, M), (17, L), (23, P).

The reordering entity can then re-order them based on the time of the first transmission:

(0, A), (1, B), (2, C), (3, D), (4, E), (6, F), (8, H), (10, I), (14, J), (16, K), (17, L), (18, M), (23, P).

As more data blocks are decoded, more of these pairs are received and they can be ordered using the same method.

4.
Noisy HSDPA shared control channel

4.1.
Example

Of course, in the real world there is no such thing as a perfectly reliable channel. There will be circumstances in which the UE will detect that an error occurred on the shared control channel decoding. It will therefore not know whether the data was meant for it or not. This will have the implication that the UE may not know when the first transmission occurred. It should be noted however that the shared control channel is expected to be reliable enough to be detected with a probability of 1e-2. Therefore, the likelihood that the shared control channel is missed on several consecutive transmissions is very low. 

In the example that follows we will make the assumption that the shared control channel can only be missed once. The conclusions can be extended to the case where more transmissions may be missed. Since it is possible the shared control channel may be missed, it is necessary to have some means for telling which data block came first. If the shared control can only be missed once, it means that in the worse case we would need to discriminate among four data blocks (number of ARQ processes). Indeed, the worse case corresponds to the case where four transmissions occur in a row. If it takes longer than the round-trip-time for transmissions to the same UE to occur, the data-blocks can continue being transmitted in order. In order to be able to order four blocks it is necessary to have an eight-value sequence number (TSN of three bits) associated with each transmission in order to be able to re-order them.

For the purpose of this example we will consider a HARQ entity with four processes and a single priority level. The conclusions extend easily to more complicated systems. In the table below, each one of the two-line delimited blocks represents a transmission. The top left represents the time of the transmission (known to both the transmitter and the receiver), the top middle is the content of the data-block (letters in alphabetical order) and the top right contains the value of the TSN. The bottom left and right contain check marks indicating respectively whether the control information and data-block were decoded during this transmission (( means successful, X means unsuccessful and X means that the transmitter gave up on the transmission). Note that if the control channel transmission fails it is not possible for the data transmission to succeed.
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After a packet has been decoded, the ARQ process can provide the block and the corresponding TSN value to the reordering entity together with the time of the first transmission for which the control channel was received. Hence, in this example, the HARQ entity (including all the processes) would forward the following set of time/data/TSN triplets to the reordering entity:

(0, A, 0), (3, D, 3), (2, C, 2), (7, F, 5), (4, E, 4), (12, I, 0), (5, B, 1), (15, H, 7), (17, K, 2), (14, G, 6), (20, J, 1), (22, N, 5)

The reordering entity can then re-order them based on the time of the first transmission:

(0, A, 0), (2, C, 2), (3, D, 3), (4, E, 4), (5, B, 1),  (7, F, 5), (12, I, 0), (14, G, 6), (15, H, 7), (17, K, 2), (20, J, 1), (22, N, 5)

At this point there are still blocks that are out of sequence. Lets assume that TSNx is the TSN of the data block at position x in this sequence. The following algorithm should be applied:

1. Start from the first data block in the sequence;

2. Find the first data block such that 
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:

· permute the data blocks in positions x and x-1 in the buffer;

· if x is not the last data block then go back to bullet 1;

· done.

After running this algorithm, the sequence of blocks becomes:

(0, A, 0), (5, B, 1), (2, C, 2), (3, D, 3), (4, E, 4), (7, F, 5), (14, G, 6), (15, H, 7), (12, I, 0), (20, J, 1), (17, K, 2), (22, N, 5)

4.2.
Generalization of this result

This example demonstrates that a TSN field of three bits is sufficient in order to be able to re-order data blocks after one missed transmission when there are four HARQ processes. Similarly, a general formulation for the size of the required TSN field as a function of the number of HARQ processes (N_HARQ) and the number of consecutive missed shared control channel occasions (N_MISS) is: 2 * N_MISS * N_HARQ. Note that N_HARQ indicates the true number of HARQ processes for a UE rather than the RTT and that the number of re-transmissions has no bearing on the performance of the re-ordering algorithm. The table below provides the maximum number of consecutive missed control channel transmissions that can be tolerated as a function of the TSN space and the number of HARQ processes.

	N_MISS
	Number of HARQ entities

	TSNmax
	6
	8
	10

	16 (4bit)
	1
	1
	0

	32 (5bit)
	2
	2
	1

	64 (6bit)
	5
	4
	3

	128 (7bit)
	10
	8
	6


Assuming that the probability of missing the shared control channel is 1e-2 and that all the events are independent, the probability of a re-ordering error as a function of N_MISS is provided below. Note that the numbers provided assume that the same priority stream on the same UE is served continuously. The probability of a re-ordering error if this is not the case is much lower.

	N_MISS
	1
	2
	3
	4
	5
	6
	7

	Probability of re-ordering error
	1e-4
	1e-6
	1e-8
	1e-10
	1e-12
	1e-13
	1e-14


The current consensus is to use a maximum number of HARQ processes of 6. If we consider that the maximum number of misses that can occur in a row is 2 (to be on the safe side), then the TSN space needs to be of size larger than: 2 * 2 * 6 = 24. This would require the use of a 5bit TSN field.

The reason why it may be necessary to be conservative in selecting N_MISS is that if more misses did occur, there would possibly be a delivery of packets out-of-sequence to the higher layers, potentially causing ciphering to go out of sync in the case of UM. If however the IR version indication is used to unambiguously indicate the number of the transmission (see [3]), then it is possible to detect when the re-ordering algorithm may fail. If during the first transmission received for a given packet the IR version indicates that the transmission number is larger than N_MISS then the data-block can be discarded rather than be delivered to the higher layers. Given how unlikely such an event is, this would be an acceptable loss. In those circumstances, a value N_MISS=1 could be used.

5.
Identifying that no data blocks are missing

The examples that we went over above demonstrate how the time of the first transmission can be used to re-order reliably the decoded data blocks. The problem with these algorithms is that because they use a more limited sequence number space, it is not as is easy as for window based protocols (see [1]) to figure out whether a given data block is missing or not. This is because it is possible that none of the data blocks in a given TSN cycle are received. Therefore, the TSN is not a reliable indication, and neither is the time of arrival for that matter, of whether two blocks were transmitted one right after the other. This implies that receiving data blocks with TSNs in sequence does not necessarily mean that none of the intermediate blocks are missing, making it harder to know when to deliver data blocks to the higher layers.

Note however that failing to decode 32 – 6 = 24 consecutive data blocks for a particular priority level, which corresponds to the cycle for a five-bit TSN field, is very unlikely. Therefore, we will assume that it is possible to use the TSN to tell when data blocks were transmitted one after the other.

5.
Overall algorithm

In sections 3 and 4 a method was outlined for performing re-ordering of the received data blocks. This method applied independently of the number of re-transmissions performed and is therefore independent of the status of the receiving buffer. The size of the buffer is always finite however and this size needs to be taken into account in the overall protocol. Also, it is necessary to introduce some stall avoidance mechanisms. These mechanisms are described in more detail in [3]. They consist of a timer T1 which is set by the higher layers and an additional bit (MRWbit) associated with each data block that indicates whether this is the earliest data-block to be transmitted. Note that the use of the MRWbit is optional for the purpose of this algorithm.

Transmitter operation:

At the transmitter, it is necessary to maintain the following information:

· a timer T1 for each HARQ process.

· a reference to the earliest data block whose transmission is pending for each priority level.

The following operations need to be performed before a transmission:

1.
if this is a new transmission start timer T1.

2.
else if this is a retransmission and the timer T1 has expired then abort the transmission.

3.
if the MRWbit is used:  

· if this is the earliest data block then set the MRWbit to 1 

· else set it to 0.

4.
if the number of data blocks between this block and the earliest pending data block is equal to the size of the mobile buffer for this priority level, then either delay this transmission or abort the transmission of the earliest pending data block.

Receiver operation:

When a new data block (Time, X, TSN) is received from the HARQ entity:

1. 
add the triplet to the buffer, ordered based on Time;

2. 
starting with the first data block in the buffer, find the first data block such that 
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3. 
if such a data block is found then permute the data blocks in positions x and x-1 in the buffer and go back to 2;

4. 
if the MRW bit is used, and if it is set to 1 then pass to the higher layers all the data blocks that are ordered before the new data block in the buffer;

5.
 deliver to upper layers the set of blocks with consecutive TSNs, starting from the beginning of the buffer;

6.
if a TSN is missing and no timer is started then start timer T1 associated with the first missing TSN;

7.
if the buffer is full then deliver to higher layers the very first data block.

When the timer T1 expires, the receiver should perform the following operations:

1.
determine the set of data blocks with consecutive TSNs, assuming that that the data block associated with the timer was received;

2.
deliver these data blocks to the upper layers;

3.
if a TSN is missing start timer T1 associated with the first missing data block.

5.
Conclusion

In document [1], a re-ordering protocol was introduced. This protocol calls for using a mapping between TSNs and “hard“ re-ordering buffer locations. Because the TSN space is a modulo space it requires maintaining receiving and transmitting windows in order to eliminate the modulo ambiguity, therefore resulting in the reduction of the transmission window to half the sequence number space. This implies that the sequence number space is placing a constraint on the number of retransmissions that can be performed without running the risk of stalling the transmit window. 

In this document we present an alternative scheme which makes use of the synchronous nature of the HARQ protocol in order to reduce the modulo ambiguity. This results in a scheme for which the TSN space is only driven by the maximum number of consecutive missed shared control channel transmissions and is therefore independent of the number of retransmissions. It also requires one bit fewer of signalling.

The only disadvantage is that there is still a probability, albeit very small for delivering data blocks out of sequence if the number of successive missed shared control channel transmissions is larger than 2. This likelihood may be further reduced by either increasing the TSN space size or by using the IR version to indicate the (re)transmission number (see [4]). Note that if the latter is implemented then the TSN space could be reduced to 4 bits without taking a hit on the probability of delivering out-of-sequence packets but rather only by incurring a penalty in the probability of failed transmission at HARQ level (RLC retransmission can still take place).
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