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1
Introduction

During the online discussion in RAN2#95bis and the following email discussion as [95bis#14] on resource reservation problem [1], some issues related to the usage of resource reservation interval and resource reselection counter have been raised, which can be summarized as the following two aspects:

1) Resource reselection counter may never reach 0.

2) Upper layer traffic appearance may not match the resource reservation interval indicated by the modem. 

In section 2.1, we will provide some analysis on the usage of resource reservation interval in the autonomous resource selection and how the actual transmissions may deviate from the scheduled transmission with a few examples. In section 2.2, we give some background information about the introduction of the “10x counter” and how it helps UE to deliver V2V message within the latency budget. Finally, we propose our suggestions to the above two problems based on those analysis. 
2
Discussion

2.1 
resource reservation interval
We first discuss the resource reservation interval, which is the period of semi-persistent transmission for the mode 4 operation. According to the RAN1 agreement, a UE-selected integer between 1 and 10 multiples by 100ms is equal to “resource reservation interval”. Also, the UE includes the value in the SA to indicate the offset between the current transmission and the next scheduling transmission, in the multiple of 100ms. First, we need to explain that it is a common misunderstanding to assume that those indicated reservation intervals will be the exact traffic patterns of V2V applications of the UE. As discussed comprehensively in Ericsson’s paper [2], the real-world CAM message periodicity depends on many external factors, e.g. speed, and may not conform to ideal assumptions of periodicity. One of the observations from [2] is that “Experimental evaluation confirms that CAM message generation is a semi-periodic type of traffic which is characterized by occasional periodicity deviations between different events.
As a matter of fact, the modem cannot predict the traffic velocity itself and other events affecting the CAM message generation. Hence, it is not realistic to assume modem can predict the CAM message periodicity. 
Observation 1 Modem cannot always predict the periodicity of CAM transmissions by a vehicle.
We cannot take the simulation assumptions of periodicity in 3GPP TR 36.885 as the only traffic patterns provided by real-world V2X applications. One of the CAM message generation criteria is that message is created when vehicle moves every 4 meters. So, this interval will be depending on the speed of vehicle, which could be any value between 100ms and 1 second.
Observation 2: Modem cannot assume the traffic periodicity will be only [100ms, 200ms, … 1000ms].
Now, we can have a look to see how the current agreed resource reservation mechanism is flexible enough to support a non-typical periodicity. i.e., 150ms. Let’s assume there is no HARQ, so each MAC PDU will be only transmitted once according to the figure below,
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Figure 1. Resource booking and transmissions with packet inter-arrival=150ms

In Figure 1, the upper layer traffic is generated once every 150ms in (t=0, 150ms, 300ms, 450ms, etc.). Since there is no value i=1.5 supported currently in the booking process as specified in MAC specification [5] for V2X sidelink communication, the UE chooses to use value i=1 for the booking process. According to the current MAC specification, the resource reservation interval is calculated based on the value “1 (=100ms)”. So the corresponding sidelink grant is generated based on the resource reselection counter (or another counter whatsoever) value and the 100ms interval. As an example, the sidelink grant here may contain the sequence of transmission opportunities in the time series of [80, 180, 280, 380, 480, 580, …]. As a result of the above transmission process, some of the transmission opportunities configured in this grant (e.g., 280, 580) will definitely not be used and have to be skipped by the UE as shown in Figure 1.
Observation 3: Transmission opportunities configured in a sidelink grant may be skipped when supporting traffic which are not as periodical as exactly multiple of 100ms.
Another critical requirement of V2V SPS scheduling is to meet the usual latency requirement of 100ms. As a result, the UE may also need to skip the transmission opportunities reserved for a given interval. We use another example to explain this behaviour as shown in Figure 2. 

[image: image2] Figure 2. Resource booking and transmissions with packet inter-arrival=170ms

In this example, the traffic from the upper layer has a periodicity of 170ms. One of the feasible choices seems to let the UE book the resource with 200ms interval, as this is close to the 170ms periodicity. Then, for the extra traffic which the 200ms-interval booking process cannot accommodate, the UE could use one-shot scheduling (dynamical scheduling). However, this may not work as expected. For instance, the UE may book a sidelink grant with 200ms resource reservation interval with the transmission opportunities in this grant at time sequence [80, 280. 480, 680…]. If the traffic arrival sequence is [0, 170, 340, 510…], a lot of the transmission opportunities in the grant are not be able to be actually used. This is because the packet latency requirements cannot be met if those transmission opportunities are chosen. As a result, the UE ends up using a lot of one-shot transmission instead. As shown in the above example, for the first 4 packet arrival, only the 1st MAC PDU is transmitted with the sidelink grant and the following 3 MAC PDUs are transmitted by dynamical scheduling. So, the reserved transmission opportunities in t= 280, and t=480 are wasted and not used.
Observation 4: Transmission opportunities configured in a sidelink grant may be skipped due to unable to meet packet delivery budget.

It is also possible that the absence of packet transmission can happen due to several other unpredictable reasons, one of them is WAN transmission. For example, if a MAC PDU’s priority is lower than the simultaneous Uu transmission, then the MAC PDU is unable to appear in the sidelink as it is promised in the last SA. There are also other reasons can cause this “no-show” events, such as congestion control, sudden disruption in the application layer, and any other events as implied by [2]. Again, missing one scheduled packet transmission does not mean UE wants to terminate this traffic flow, or want to cancel the semi-persistent scheduling for the flow.
Observation 5: Unexpected events may also cause an absence of SA-indicated sidelink transmission.
Now, for the issue #2 discussed in [1], the concern regarding the “no-show” of the SA-indicated transmission is that when “no-show” occurs, the future resources currently reserved by a UE will no longer be recognized as reserved by other UEs and may be taken by another UE’s new SPS process. So, eventually, a resource conflict will occur if the UE continues to use the same resource after the “no-show” period. However, as the resource selection decision is based on energy sensing over the whole 1000ms window, missing 1 or 2 transmissions does not make the corresponding resource suddenly “null” energy so to be snatched by another UE. Thus, a UE could stick to its existing booking if traffic resumes shortly after the interruption. But if this UE is lack of traffic for a long period of time, then it will not return to use the same resource to cause conflict anyway, as the reserved resource will expire in time and resource reselection will be triggered.

In general, performing resource reselection for only occasional periodicity changes will lead to frequent resource reselections which hurts the performance according to RAN1 simulation results [3].

Observation 6: “no-show” of SA-indicated transmission will increase the chance of resource conflict but cancel the whole booking is an overkill and leads to performance issues.
As discussed above, due to various reasons, absence of MAC transmissions in reserved transmission opportunities could happen frequently and it does not mean the upper layer traffic pattern has changed. It is hard to use a fixed number of absence of transmissions in the configured sidelink grant to conclude that the current booking process is no longer suitable. In the example shown in Figure 2, a UE with traffic periodicity of 170ms may try to book with 100ms resource reservation interval so that it does not need to use dynamic scheduling to meet the latency requirement. If, for some reason, the application layer skip one packet, and then there will be at least 340ms “absence” window which will span across 3 consecutive transmission opportunities if the transmission opportunities is measured with 100ms interval. In this case, using 3 consecutive transmission opportunities absence to claim the periodic traffic is over is not good.

With the above analysis, we can conclude that abrupt and drastic measures (e.g., clear the reservation) just based on absence of a number of transmissions in the transmission opportunities in a configured sidelink grant is inappropriate. The start and end of a semi-persistent traffic pattern cannot be simply observed by checking if SA-indicated transmission is happening or not in the reserved time. Those observations are inaccurate and only provide a partial picture of what really happens to traffic flow generated by the upper layers.

It is UE implementation (and upper layers) which decided certain periodicity and SPS. Thus, we propose to leave this to upper layer and there is no need to optimize modem behaviour when irregular pattern is observed in MAC layer. We believe this can be left to UE implementation to decide because the SPS process is initiated by the upper layer anyway. It makes sense to let upper layer to explicitly terminate a process or initiate a new process with new request from upper layer, or implicitly let the current process time out when there is no more upper traffic. So, we propose:
Proposal 1: The UE does not need to terminate the current booking process in the absence of MAC PDU transmission(s).
2.2 
Resource reselection counter
In RAN1#85, a “resource reselection counter” is introduced [4] and the value is randomly set between 5 and 15. The working assumption is that the counter decrements after every TB transmission, this is the origin of SL_RESOURCE_RESELECTION_COUNTER as specified in [5]. The purpose of this counter is to allow the UEs to reshuffle the resource usage once a while. As said, SL_RESOURCE_RESELECTION_COUNTER only decrements with the actual MAC transmissions. Therefore, this create a discrepancy between the “nominal” resource reservation and the actual resource usage, where the nominal reservation covers the resources for a SL_RESOURCE_RESELECTION_COUNTER number of MAC PDU transmission spaced by the “nominal” resource reservation interval. This nominal resource interval is determined by multiplying a UE-selected value from [1, 2, 3… 10] with 100ms at the initial booking. 
As we have discussed in the examples of subsection 2.1, the real traffic periodicity may not be exactly be the multiples of 100ms. Therefore, the actual MAC transmissions will not match exactly as the nominal resource reservations. Then, there is a problem that the nominal resource allocations may not be sufficient to cover the actual transmission of a number of SL_RESOURCE_RESELECTION_COUNTER packets. When this happens, the counter does not reach zero while the resource has already run out. So, UE cannot further decrement the counter as it has no allocated resource to send new MAC PDU, resulting a “deadlock”
Observation 7: “Deadlock” issue is mainly due to the assumption that resource reselection counter only decrements after every actual MAC PDU transmissions.
If the counter is allowed to decrement in the absence of MAC PDU transmission, then there will be no deadlock problem. But there is a concern that this may lead UE to trigger reselection too soon without allowing UE to finish its desired number of transmissions persistently in a given resource. Too frequent resource reselections will hurt system-level performance, as RAN1 simulation results indicated [3]. Why does the UE not transmit exactly as the configure sidelink? This is again due to the case that the “nominal resource usage” may far deviated from actual transmission usage. Let us use as an example to further explain. If the UE has traffic periodicity of 250ms, which is in the middle of the nominal reservation interval 200 and 300ms. Suppose UE resource selection algorithm choose subframe c, then if UE choose to go with 200ms or 300ms interval for resource reservation, the sidelink grant will contain the following transmission time in sequence, respectively

· 200ms interval sequence C1: c, c+200, c+400, …, c+ 200*(n-1)

· 300ms interval sequence C2:: c, c+300, c+600, …. c+ 300*(n-1)

Let assume the packet arrival is in subframe a, then the packet arrival sequence will be in timing series A: [a, a+250, a+500, a+ 250*(n-1)]. It can be mathematically proven that, in regardless of the offset between a and c, neither C1 nor C2 can be used for the transmission of sequence A to ensure each packet in A is transmitted within the 100ms latency budget. The only feasible sequence to accommodate every transmission of A is within 100ms is to reduce the step of C to be 100ms, i.e. to have a reservation in timing sequence C3: c, c+100, c+200, …. c+ 100*(n-1).
Thus, if the UE want to have a sidelink grant to accommodate all transmissions within latency requirement every 250ms in a SPS process, the UE need choose sidelink grant of 100ms spacing with UE-selected resource reservation value i set to 1. This means UE “overbook” the resources in advance but skip a lot of reserved transmission opportunities, because only 40% of the resource reserved will be actually used.
Then, regarding what is the maximal allowed “overbooking”, consider that the maximal difference between the actual resource reservation interval and the nominal resource reservation interval could be 1000ms/100ms =10, a new counter [10* SL_RESOURCE_RESELECTION_COUNTER] is introduced in TS 36.213 [6]. Thus, in the extreme case, the internal booking may reserve 10 times transmission opportunities than what is actually to be used to achieve the number of transmissions represented by SL_RESOURCE_RESELECTION_COUNTER.
Observation 8: The [10* SL_RESOURCE_RESELECTION_COUNTER] enables UE to adjust its internal booking of the transmission resource in a sidelink grant so that the latency requirements can always be met in regardless of the actual packet arrival periodicity.
To solve the above-mentioned “dead-lock” problem, this new counter is also supposed to work like an expiry timer, so in regardless of whether the MAC PDU transmission occurs or not, the ending of all transmission opportunities calculated by this new counter shall trigger resource reselection. However, this point is not clearly specified so that some companies have confusion about the usage of the two counters.

Given the above background information about the SL_RESOURCE_RESELECTION_COUNTER we propose the following solution to solve the dead-lock issue: 
Proposal 2: To fix the deadlock issue, specify an additional resource selection trigger that resource reselection shall occur when there is no more resource in the configured sidelink grant and there is still new MAC PDU to be transmitted.

3
Conclusion 

In section 2 we made the following observations:

Observation 1 Modem cannot always predict the periodicity of CAM transmissions by a vehicle.

Observation 2: Modem cannot assume the traffic periodicity will be only [100ms, 200ms,…,1000ms].

Observation 3: Transmission opportunities configured in a sidelink grant may be skipped when supporting traffic which are not as periodical as exactly multiple of 100ms.

Observation 4: Transmission opportunities configured in a sidelink grant may be skipped due to unable to meet packet delivery budget.

Observation 5: Unexpected events may also cause an absence of SA-indicated sidelink transmission.
Observation 6: “no-show” of SA-indicated transmission will increase the chance of resource conflict but cancel the whole booking is an overkill and leads to performance issues.
Observation 7: “Deadlock” issue is mainly due to the assumption that resource reselection counter only decrements after every actual MAC PDU transmissions.

Observation 8: The [10* SL_RESOURCE_RESELECTION_COUNTER] enables UE to adjust its internal booking of the transmission resource in a sidelink grant so that the latency requirements can always be met in regardless of the actual packet arrival periodicity.
Based on the discussion in section 2 we propose the following:

Proposal 1: The UE does not need to terminate the current booking process in the absence of MAC PDU transmission(s).
Proposal 2: To fix the deadlock issue, specify an additional resource selection trigger that resource reselection shall occur when there is no more resource in the configured sidelink grant and there is still new MAC PDU to be transmitted.
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