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1 Introduction

This is a summary of the following email discussion:
· [95#26][LTE/NR]  Concatenation (Ericsson)


Identify the impacts of concatenation at RLC compared to concatenation at MAC. Impacts considered should at least look at real time processing impacts and overhead. Impacts should at least be analysed based on the baseline LTE MAC and RLC headers.


Intended outcome: Email discussion report to next meeting


Deadline: Thursday 22/09/2016

The goal of this email discussion is to identify the impacts if RAN2 would decide to remove concatenation from RLC and to perform it on MAC level instead.
2 Discussion
2.1 LTE UP design principles
In LTE, RLC performs concatenation of PDCP PDUs. When the transmitter knows the TB-size, MAC performs LCP to determine how much data each RLC-entity should transmit. Each RLC entity provides one RLC PDU containing one or more RLC SDUs. For each RLC SDU ending in the RLC PDU a corresponding L-field is added, which enables the receiver to extract the SDUs. 
If the last contained RLC SDU does not fit entirely into the RLC PDU, it is segmented, i.e., the remainder of the RLC SDU will be sent in the subsequent RLC PDU(s). Whether the first (last) byte of the RLC PDU corresponds to the first (last) byte of the RLC SDU is indicated by the “Framing Info” flags (2 bit). Other than that, segmentation does not any additional overhead. 

In order to re-establish the original order of the data and to detect losses, the RLC sequence number (SN) is added to the RLC PDU header. 
MAC multiplexes the RLC PDUs for different LCIDs and adds a corresponding sub-header with LCID and L-field.

A high level illustration of the TB structure below: 
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Reasons why the above structure was chosen for LTE is:
· Low overhead even with low physical layer data rates.
· Low overhead even for services generating low data rates (e.g. VoIP)
· Very low signalling overhead for ARQ. Sequence number space does not increase with the L1 data rates
· The header-information is not interlaced with the data and a receiver can find the header-information with few memory accesses (one per RLC-entity)
Possible limitations:

· Creating a PDU is an iterative process since the size of the control information (header) depends e.g. on the number of SDUs in that PDU. This iterative process takes time until the transmission of the MAC PDU may start.

· Since the beginning of the TB contains the (MAC- and first RLC-) header the transmitter cannot construct (and start sending to PHY) the TB prior to knowing the TB-size.
Companies are invited to contribute to the analysis of the LTE-approach:

	Company
	Impact

	LG
	Possible limitations:
1) RLC generates an RLC PDU only after MAC indicates resource size to RLC based on the outcome of LCP. Thus, the transmitter cannot construct a MAC PDU prior to LCP.
2) Length field is included twice, one in RLC and one in MAC, which increases header overhead.
3) SN field is included twice, one in PDCP and one in RLC, which increases header overhead.



	Qualcomm
	Agree in general with LG comments as well as the following additional limitations

1. Current RLC header cannot be pre-computed as mentioned by LG and is very dynamic due to the complexity to enable ARQ and also the concatenation function

2. MAC PDU format in LTE requires MAC subheaders to be created and therefore all MAC SDUs, i.e. including RLC computations, need to be processed and ready before the MAC concatenation and PHY encoding can start.

	Fujitsu
	Since two layer L-fields are needed, the header overhead is not efficient. And the data concatenation in both RLC layer and MAC layer is redundant. 

Concatenation in RLC limits the pre-construct of RLC PDU before the indication of resource size. 

	Ericsson
	In response to Fujitsu’s comment on L-fields. The purpose of the RLC L-fields is to indicate how long each RLC SDU (or segment) is, this is needed by the receiver to separate the RLC SDUs and forward to PDCP. The purpose of the MAC L-field is to indicate how long each RLC PDU is, this is needed by the receiver to divide up the data transmitted for each bearer and to know where each RLC header can be found. So these L-fields are not just duplicate information and they are indeed needed.

	MediaTek
	We agree with the limitations pointed out by LG. However, it is also worth noting that the overhead of including SN and LI fields twice is likely to be marginal for the eMBB usage scenario.

	Nokia
	RLC and MAC headers cannot be precomputed in the transmitter before the TB size is known, because:

· In the UE, only after LCP the RLC may calculate the header structure. MAC may even need to reconstruct the whole MAC header if Padding sub-headers are needed in the front of the PDU.

· Both RLC and MAC headers need to utilize extensions whether SDU will follow after another.

As a note to the picture, LTE-approach does not exploit Length field for the last SDU in a PDU (MAC or RLC) as depicted in the figure. This optimisation has unfortunately caused quite a few issues along the years…

	CATT
	We agree with the limitations described by the rapporteur and above companies. In addition, we note that the MAC and RLC headers related to the same logical channel, although finalized at the same time, are distributed in different locations in the MAC PDU (as is the case in the above example with LCID2), which is implementation unfriendly. Concatenating both headers would simplify the implementation. And a follow-up simplification would consist in merging both headers in a single header.

Another drawback of the legacy design is related to the complexity of RLC PDU segmentation in case of ARQ retransmission. It should be desirable to align as much as possible the procedures for new transmission and ARQ retransmission in view of simplifying the implementation.

	TCL
	Agree with above comments.

Especially on header overhead but regarding implementation it helps to distribute MAC/RLC processing between 2 entities. Regarding LCP some implementations may have chosen to do it in RLC actually.

	Huawei, HiSilicon
	RLC and MAC headers are generated in LTE, after UL grant is received, to maximize the payload and minimize the header overhead. This optimizes the spectral efficiency in a transmission.

A diverse set of use cases need to be supported in NR, some of which may value different performance metrics, such as latency or cost, more than throughput and spectral efficiency. Protocol architecture in NR should be more versatile to support wide range of needs.

	Intel
	We agree with LG on the 1st and 2nd limitation. The 3rd limitation pointed out by LG is a separate discussion related to retransmission, as discussed in section 3.3 of our contribution R2-165006 submitted to RAN2#95 meeting.

	Samsung 
	We partially agree with other companies. Our point is like this:
1. Duplicated functions in different two layers, i.e. concatenation in RLC and multiplexing in MAC.
2. Do not allow the pre-processing of RLC and MAC layer due to concatenation.

	ZTE
	We agree with the limitations above raised by companies. However, with these limitations, the LTE design also brings lots of benefit (e.g. ARQ in RLC for both PDU and PDU segment, clear split between UP protocols). So, in order to see an overall picture, we need to understand in which aspects the alternatives should be evaluated/compared and then some comparison should be made among all the candidate alternatives.

	ITRI
	Real time processing impacts:

· Agree with LG, QC, Fujitsu and Nokia that RLC PDUs cannot be pre-constructed and the corresponding MAC subheaders cannot be precomputed prior to LCP. 
Overhead:

· Agree with Ericsson that these L-fields are not just duplicate information and they are indeed needed.

	Panasonic
	We agree with the limitations mentioned by LG and in particular the observation made by Qualcomm, that encoding (channel coding) by PHY cannot be started before the complete TB has been generated.

	NTT DOCOMO
	We agree the rapporteur’s observations. 

We think that it will be good to consider how much the benefits and drawbacks will affect from performance and implementation complexity perspective. 

	
	


Summary:
Processing:
Some companies pointed out that since the beginning of the TB contains the (MAC- and first RLC-) header which depends on the TB-size and LCP, the transmitter cannot pre-construct (and start sending to PHY) the TB prior to knowing the TB-size.
L-fields and SNs:
Some companies think that there is duplicated functionality since “Length field is included twice” and “SN field is included twice”. Some other companies say that the L-fields in RLC and L-fields in MAC headers different purpose and hence are not duplicated functionality. And similarly PDCP SNs and RLC SNs also have different purposes and hence is also not duplicated functionality.
Misc:

Some company said out that with the LTE structure of RLC and MAC the payload is maximized and overhead minimized which improves spectral efficiency.

One company commented that different RLC headers (of different logical channels) are separated, and this may not be implementation friendly and it may be better to place all RLC headers in the same place.
2.2 "Removing concatenation from RLC"

There may be several interpretations of what it means to "remove concatenation from RLC". The goal here is to identify different possible structures and identify the impacts of these different alternatives.
The following possible alternatives are foreseen:
2.2.1 Alternative 1

In this alternative the RLC transmitter does not concatenate several RLC SDUs into one RLC PDU. Instead, MAC multiplexes RLC PDUs (which each contain one RLC SDU (or segment)). 

In this alternative we assume that the RLC transmitter side still adds an SN per RLC PDU. 

In order to concatenate (multiplex) several RLC PDUs into one MAC PDU, the MAC transmitter adds an LCID and L-field for each RLC PDU.
In this alternative, segmentation is performed in RLC, as in LTE today.

A high level illustration of the resulting structure is as follows:
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Companies are invited to contribute to the analysis of impacts (positive or negative) of this alternative:

	Company
	Impact

	Ericsson
	1) The RLC headers (SNs) are interlaced with the data. Hence the RLC receiver must parse the whole TB to extract the RLC SNs. This may require many sequential calls to the memory where the TB is stored upon reception.

2) The MAC headers (purple) in the beginning of the TB depend on the outcome of LCP/multiplexing and can't be created before the grant has been processed. Hence data cannot be fed to PHY before the headers are constructed.

3) Additional overhead due to additional MAC sub-headers (one per IP-packet compared to one per group of concatenated IP-packets).

4) ARQ is performed per IP-packet (rather than groups of IP-packets) which increases ARQ processing and header overhead.
In response to QC’s comment 2: The RLC SN and PDCP SNs are not 1 to 1 mapping. The RLC SN is necessary due to segmentation. It is not possible to reassemble the packet at the receiver unless RLC SNs are included (only the first segment would have the PDCP header and hence the PDCP SN, but any subsequent segment would not contain the PDCP header). Also, for a clean protocol design, we think PDCP shall act based on the PDCP header and RLC act based on the RLC header, to have one layer “peek” in to the header of another layer is something which should be avoided in general.



	Qualcomm
	1. RLC header may be precomputed in most cases.

2. RLC SN and PDCP SN are 1 to 1 mapping and therefore is more wasteful compare to allowing to use PDCP SN in both PDCP and RLC.

3. MAC subheaders must be created and therefore all MAC SDUs, i.e. including RLC computations, should be processed and ready before the MAC concatenation and PHY encoding can start.

In response to Ericsson’s latest comments, including the PDCP SN and framing information in every segment will be sufficient for RLC to reassemble the packet at the receiver and we do not see a need for a separate RLC SN. As far as clean protocol design is concerned, we believe a SN across layers is more efficient in terms of overhead and don’t see a need for a new SN in RLC based on current requirements. We see a new “universal SN” that is applicable to all protocols for ARQ, reassembly, reordering in the U-plane for maximum efficiency 

For unsegmented packets:
· LTE way

· Before RLC: PDCP SN + PDCP payload

· After RLC: RLC SN + PDCP SN + PDCP payload

· New proposal
· Before RLC: universal SN + PDCP payload

· After RLC: universal SN + PDCP payload

For segmented packets:

· LTE way

· Before RLC: PDCP SN + PDCP payload

· After RLC: RLC SN + RLC L + PDCP SN + PDCP payload 

· Resegmentation: RLC SN + RLC offset + PDCP SN + PDCP payload

· New proposal
· Before segmentation: universal SN + PDCP payload

· After segmentation: universal SN + offset + PDCP payload

· Resegmentation: universal SN + new offset + PDCP payload

Assuming no concatenation in RLC, in the unsegmented packet case, the new proposal has smaller overhead and in segmented packet case LTE may have smaller overhead after optimization. We think there will be more complete packets than segmented packets since concatenation is removed, therefore new proposal is more optimized.

	Fujitsu
	If the concatenation is removed, the RLC header, which is increased from one header per group of concatenated IP-packets to one header per IP-packet, shall be reduced as much as possible. In this alternative, L-field is excluded from RLC header, with only MAC L-filed, which is helpful to reduce the RLC header overhead. Whether SN-filed is included in RLC header is FFS.
Since multiple RLC PDUs from one logical channel may be included in one MAC PDU, the LCID field is same for multiple MAC SDUs. So the LCID can be shared by several L-filed for those MAC SDUs for the same logical channel to reduce the MAC sub-header overhead. 
The high level illustration of one possible optimization structure for Alternative 1 is as follows:
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By removing concatenation, RLC can pre-construct PDUs before MAC indicating the allowed size, for small size RLC SDU. If the RLC SDU is larger than the allowed size of MAC, segmentation is needed. In this case, the reduced RLC processing delay may not be achieved. So, the impact to segmentation shall also be considered.

	LG
	RLC SN is redundant because each PDCP PDU has a PDCP SN which is directly mapped to a RLC SN. 

As MAC subheaders are collected in the beginning of the MAC PDU, MAC can forward the MAC PDU to PHY only after entire MAC PDU is constructed. 

	MediaTek
	This alternative moves the functions of segmentation and concatenation to the MAC layer (from the RLC layer). These tasks still need to be performed in real time since the MAC PDU is constructed based on the UL grant. So we do not think that this alternative affords any fundamental benefit over LTE. Other disadvantage of this proposal, as pointed out by Ericsson, is the need to have a MAC sub-header and ARQ processing, per IP packet.

	Nokia
	Both RLC and MAC headers can be precomputed – only the last MAC SDU (of the whole PDU or per LC) if segmented would require re-encoding of the segmentation field in RLC header and Length field in MAC header.

Out-of-order delivery of PDCP PDUs from RLC to PDCP can easily be supported, since each RLC PDU can be directly submitted to PDCP unless a segmentation flag is indicated. At the same time, RLC processing can be simplified.

In a flavour of this alternative only one MAC LCID is needed per Logical Channel and a Length field per each RLC PDU – this would follow LTE RLC concatenation principle. In this case the overhead implication is smaller (as explained by Fujitsu).

Considering the overhead implications, the concern only applies to low data rates. With low data rates it can be assumed that not many PDCP SDUs would be carried over a MAC PDU (could even one PDCP PDU segment only), in which case the overhead would be comparable to that of LTE. With high data rates, implementation/processing efficiency shall not be compromised with small overhead optimization.

ARQ running per packet requires bigger SN space.

	CATT
	Assuming PDCP SN is present in the PDCP PDU, RLC SN is redundant hence not needed.

Similar to LTE, the concatenation of MAC subheaders in front of the MAC PDU prevents from starting sending it to PHY before the last SDU is constructed and pushed.

MAC and RLC headers related to the same SDU, although finalized at the same time, are distributed in different locations in the MAC PDU, which is implementation unfriendly.

Additional overhead due to one MAC subheader per PDCP PDU.

	TCL
	Agree with MediaTek. Also the RLC SN is redundant here.

A lot of overhead. In addition regarding implementation this would be more complicated to pass the RLC PDU list between MAC/RLC in both uplink and downlink

	Huawei, HiSilicon
	As the composite MAC headers are at the front of MAC PDU, and they can’t be generated before UL grant is received, no MAC SDU can be sent to PHY before concatenation is done. Hence, a full MAC PDU, including the full MAC headers, and the concatenation still need to be performed in real time. The only saving in real-time processing may be from the generation of RLC header. This is at the expense of separate MAC subheader, RLC header, ARQ processing for each PDCP packet, and more processing of RLC PDUs at receiver side. As more than one RLC SN would be needed for a transmission, RLC SN size needs to be increased.

Hence, we don’t see this option is better than what is in LTE.

	Interdigital
	This alternative allows precomputation of RLC headers and generation of MAC SDUs prior to reception of the grant, except in the case where segmentation is required.  Such case may be rare for small payloads typical of the URLLC use case, for which such precomputation has most benefits. Precomputation of MAC headers is possible only with additional overhead, since the LCIDs to be transmitted are not known until LCP starts.

A larger overall header overhead, compared to LTE, results from having SN attached to each IP packet rather groups of IP packets.  The additional overhead would not be as apparent for URLLC use cases, where payload size is expected to be small.

A larger SN space results, but this would minimally impact the header size and should not affect complexity of the receiver processing.

We therefore think the advantages of this alternative compared to LTE are limited to transmissions with small packet sizes (such as the URLLC use case) in reducing the UP latency following reception of a grant.

	Intel
	1) RLC header can be pre-computed except for potentially the last RLC header corresponding to segmentation.
2) MAC sub-headers can be pre-computed except for potentially the last MAC sub-header corresponding to segmentation.
3) As for RLC header parsing (Ericsson comment 1), whether there is impact depends on implementation. If UE parses the transport block on the fly, there might be no impact.
4) Regarding additional overhead for MAC sub-headers (Ericsson comment 3), there is potential increase due to the signalling of LCID. Note that there is tradeoff with the increased overhead of LCID and the less overhead of RLC LI field.
5) As to the additional overhead for RLC Status feedback (Ericsson comment 4), this might be reduced by optimization of the feedback design.

	Samsung
	1. Most RLC PDUs, MAC sub-headers, and MAC SDUs except the last ones subject to segmentation can be pre-processed. 
2. The header overhead seems not critical considering the ratio of the whole header part to the whole data part.
3. Both RLC SN and PDCP SN may be somehow required to support various scenarios, e.g. dual or multi-connectivity. 

	ZTE
	Since all the MAC subheaders are added at the beginning of the MAC PDU based on the output of LCP, the pre-computing of MAC header is not possible and MAC PDU cannot be delivered to PHY until the whole MAC PDU is generated.

Compared to legacy header structure, more MAC subheaders will be required (i.e. one MAC subheader per PDCP PDU) and redundant LCH ID is introduced.

Each PDCP PDU will be encapsulated into one RLC PDU, which will increase the RLC header consumption (i.e. One RLC header per PDCP PDU).

Since the concatenation is made in MAC, it is not clear how to prioritize the retransmission PDU (i.e. How can MAC decide which packet should be prioritized in the concatenation).

Per PDCP PDU ARQ may require higher requirement on the processing capability and bigger RLC SN space. 

Compared to LTE design, with all the limitations above, no significant advantages can be observed.

	ITRI
	Real time processing impacts:

1) If RLC PDUs are pre-constructed and the corresponding MAC subheaders are precomputed prior to LCP, when segmentation is needed, the pre-constructed RLC PDU which is required to be segmented shall be reconstructed by adding segmentation information in RLC header and the corresponding MAC subheader shall be recomputed.

2) Besides, since RLC PDUs are pre-constructed with sequential RLC SNs but the number of RLC PDUs increases by 1 after segmentation, the value of RLC SN of some pre-constructed RLC PDUs shall increase by 1, or some additional information (e.g., segment offset used in LTE for RLC re-segmentation) shall be added in the RLC header for the segmented RLC PDU to allow the receiver to reassemble the segmented packets in the correct order.
Overhead:

1) Agree with Ericsson, Fujitsu and MTK that the overhead of MAC subheader (and RLC header) increases from one header per group of concatenated IP-packets to one header per IP-packet.

2) Agree with Ericsson, MTK and Nokia that ARQ running per packet requires bigger SN space.
3) One possible solution to reduce the overhead mentioned above is to perform non-real-time segmentation/concatenation at higher L2 sublayer to generate fixed sized PDUs for some logical channels, wherein the value of PDU size can be preconfigured by upper layer (e.g., RRC) per LC. We understand each segmentation operation requires an additional L-field to indicate the length of the additional segment. However, when transmitter performs non-real-time segmentation/concatenation to generate fixed sized PDUs, we think such additional L-field can be saved if receiver is aware of the preconfigured fixed size.



	Panasonic
	Even though RLC header can be pre-computed (except for the last RLC PDU), the benefit of this proposal would be very limited in our view since MAC subheaders must be generated (and therefore all MAC SDUs should be processed) before the MAC concatenation and PHY encoding can start.

	NTT DOCOMO
	We agree with MediaTek and Huawei that this option will not be a solution since this option just re-groups the functions in RLC and MAC today. We don’t see sufficient justification compare to LTE today. 

	
	


Comparison to LTE:

Processing:

Companies think that RLC and MAC headers can be pre-computed in most cases. But the benefit if this seems limited since the MAC headers (purple) in the beginning of the TB depend on the outcome of LCP/multiplexing and can't be created before the grant has been processed. Hence data cannot be fed to PHY before the headers are constructed.
Further, since the RLC headers (SNs) are interlaced with the data the RLC receiver must parse the whole TB to extract the RLC SNs. This may require many sequential calls to the memory where the TB is stored upon reception. One company thinks this depends on implementation though.

SNs:
With this approach the RLC SN space is increased since there will be a need for one RLC SN per IP packet or segment of an IP packet. Some are concerned that this increases ARQ complexity and hence increases processing since ARQ would need to maintain a larger SN space.
Some companies think there could be a one-to-one-mapping between RLC SNs and PDCP SN such that RLC operates based on PDCP SNs and then RLC would not need its own SNs. But it was pointed out that in some scenarios (e.g. dual or multi-connectivity) both RLC SNs requires SNs for the sake of ARQ since by only applying the PDCP SNs the receiver would not be able to know whether an SN is lost or simply is on its way via the other leg.
Overhead: 

With this approach there will be additional overhead which may be of concern in some cases since there will be one MAC subheader per PDCP PDU, but it may be possible to avoid this overhead by optimizations for the MAC header.

Misc:

One company indicated that out-of-order delivery of PDCP PDUs can easily be supported with this approach.

2.2.2 Alternative 2

In this alternative the RLC PDU header contains not only the RLC SN but also an L-field per SDU. The MAC transmitter indicates in the MAC header the LCID and the length-field for the set of PDUs of each RLC-entity.
In this alternative, segmentation is performed in RLC, as in LTE today.

A high level illustration of the resulting structure is as follows:
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Companies are invited to contribute to the analysis of impacts (positive or negative) of this alternative:

	Company
	Impact

	Ericsson
	1) RLC SNs and L-fields are both interlaced with the data which forces the receiver to parse the whole TB to extract the SNs and L-fields. This increases decoding delay e.g. due to many sequential calls to the memory.
2) Additional overhead due to additional SN-fields in RLC (one per IP packet instead of one per group of concatenated IP-packets)

3) The MAC headers (purple) in the beginning of the TB depend on the outcome of LCP/multiplexing and can't be created before the grant has been processed. Hence data cannot be fed to PHY before the headers are constructed.

4) ARQ is performed per IP-packet (rather than groups of IP-packets) which increases ARQ processing and header overhead.
As for Alt1: In response to QC’s comment 2: The RLC SN and PDCP SNs are not 1 to 1 mapping. The RLC SN is necessary due to segmentation. It is not possible to reassemble the packet at the receiver unless RLC SNs are included (only the first segment would have the PDCP header and hence the PDCP SN, but any subsequent segment would not contain the PDCP header). Also, for a clean protocol design, we think PDCP shall act based on the PDCP header and RLC act based on the RLC header, to have one layer “peek” in to the header of another layer is something which should be avoided in general.



	Qualcomm
	1. With L RLC header becomes dynamic compared to the last alternative and therefore makes precomputation more difficult.

2. RLC SN and PDCP SN are 1 to 1 mapping and therefore is more wasteful compare to allowing to use PDCP SN in both PDCP and RLC.

3. MAC subheaders must be created and therefore all MAC SDUs, i.e. including RLC computations, should be processed and ready before the MAC concatenation and PHY encoding can start.

Please see alternative 1 for our response to Ericsson’s further comments.

	Fujitsu
	In this alternative, at the receiver, the packet delivered from MAC layer may contain several RLC PDUs. RLC has to parse the whole packet to extract the SNs, before performing RLC reordering function. This may increase the RLC processing delay.

Since two layer L-fields are needed, i.e. the total data length from one logical channel and the length of each RLC PDU, the header overhead of L-field is not efficient compared to alternative 1 and 3.


	LG
	RLC SN+L field should be fixed size.
RLC SN is redundant because each PDCP PDU has a PDCP SN which is directly mapped to a RLC SN.
As MAC subheaders are collected in the beginning of the MAC PDU, MAC can forward the MAC PDU to PHY only after entire MAC PDU is constructed.

	MediaTek
	As with the previous alternative, this alternative moves the functions of segmentation and concatenation to the MAC layer (from the RLC layer). These tasks still need to be performed in real time since the MAC PDU is constructed based on the UL grant. So we do not think that this alternative affords any fundamental benefit over LTE. There is some benefit (over alternative 1) in reducing the number of MAC sub-headers.

	Nokia
	MAC headers cannot be precomputed as well as Rx RLC needs to process a data block coming from MAC to extract the RLC PDUs inside. This is caused by the length fields inside RLC headers which is not preferable and has similar disadvantages with LTE structure. More viable alternative of this option is the one Fujitsu presented in Alternative 1.

ARQ running per packet requires bigger SN space.

Considering the overhead implications, the concern only applies to low data rates. With low data rates it can be assumed that not many PDCP SDUs would be carried over a MAC PDU (could even one PDCP PDU segment only), in which case the overhead would be comparable to that of LTE. With high data rates, implementation/processing efficiency shall not be compromised with small overhead optimization.

Out-of-order delivery of PDCP PDUs from RLC to PDCP can easily be supported, since each RLC PDU can be directly submitted to PDCP processing unless a segmentation flag is indicated. At the same time, RLC processing can be simplified.

	CATT
	Assuming PDCP SN is present in the PDCP PDU, RLC SN is redundant hence not needed.

Similar to LTE, the concatenation of MAC subheaders in front of the MAC PDU prevents from starting sending it to PHY before the last SDU is constructed and pushed.

MAC and RLC headers related to the same SDU, although finalized at the same time, are distributed in different locations in the MAC PDU, which is implementation unfriendly.

Additional overhead due to one MAC subheader per PDCP PDU.

The MAC L-field and the RLC L-field of the last PDU of a logical channel are redundant information.

	TCL
	Agree with MediaTek that this alternative is a bit better than previous Alternative 1.

	Huawei, HiSilicon
	Compared to Alt. 1, this option saves some MAC subheader.

As the composite MAC headers are at the front of MAC PDU, and they can’t be generated before UL grant is received, no MAC SDU can be sent to PHY before concatenation is done. Hence, a full MAC PDU, including the full MAC headers, and the concatenation still need to be performed in real time. The only saving in real-time processing may be from the generation of RLC header. This is at the expense of separate MAC subheader, RLC header, ARQ processing for each PDCP packet, and more processing of RLC PDUs at receiver side. As more than one RLC SN would be needed for a transmission, RLC SN size needs to be increased.

Hence, we don’t see this option is better than what is in LTE.

	Interdigital
	The same comments as alternative 1 apply, and in addition, precomputation of the MAC header is not possible due to both LCID and length fields being unknown until completion of the MAC PDU.  

Compared to alternative 1, we don’t see any significant advantage of this alternative.

	Intel
	When compared with Alternative 1 and 3, it might be difficult to pre-compute MAC header in Alternative 2.

	Samsung
	1. Most RLC PDUs except the last one subject to segmentation can be pre-processed but MAC sub-headers interlaced with multiple RLC PDUs prevent pre-processing.  
2. The header overhead seems not critical considering the ratio of the whole header part to the whole data part but can be smaller than Alternative 1.
3. Both RLC SN and PDCP SN may be somehow required to support various scenarios, e.g. dual or multi-connectivity. 

	ZTE
	Similar comments as for alternative 1.

Compared to alternative 1, the consumption of MAC subheader can be reduced.

Compared to LTE design, no significant advantages can be observed.

	ITRI
	Real time processing impacts:

1) If RLC PDUs are pre-constructed prior to LCP, when segmentation is needed, the pre-constructed RLC PDU which is required to be segmented shall be reconstructed by adding segmentation information in RLC header and changing the value of L-field. 

2) Similar to our comment 2) of real time processing impacts for Alternative #1, the value of RLC SN of some pre-constructed RLC PDUs shall be changed, or some additional information (e.g., segment offset used in LTE for RLC re-segmentation) shall be added.

3) MAC subheaders cannot be precomputed prior to LCP.

Overhead:

1) The overhead of RLC header increases from one header per group of concatenated IP-packets to one header per IP-packet.

2) ARQ running per packet requires bigger SN space.
3) Similar to our comment 3) of overhead for Alternative #1, the overhead mentioned above can be reduced by non-real-time segmentation/concatenation. 


	Panasonic
	We agree with the comments made by Qualcomm. Since PHY processing cannot be started before complete TB has been generated, we don’t see big difference between this alternative and the previous one from processing efficiency point of view.

	NTT DOCOMO
	This option can allow RLC to compute the contents of the RLC header while MAC is not still allow to compute the header before the UL grant reception. From overhead point of view, since 1 to 1 relation between RLC SDU and PDU, this option will increase overhead to accommodate more SN fields than LTE today. Also, we are wondering how this option works in case of segmentation since RLC may need to recalculate the RLC header based on the size indicated from MAC. 

	
	


Comparison to LTE:

Processing:
The saving in real-time processing may be from the generation of RLC header. This is at the expense of separate MAC subheader, RLC header, ARQ processing for each PDCP packet, and more processing of RLC PDUs at receiver side. And since the MAC headers (purple) in the beginning of the TB depend on the outcome of LCP/multiplexing and can't be created before the grant has been processed, data cannot be fed to PHY before the headers are constructed.
Further, since the RLC headers (SNs) are interlaced with the data. Hence the RLC receiver must parse the whole TB to extract the RLC SNs. This may require many sequential calls to the memory where the TB is stored upon reception. One company thinks this might depend on implementation.

SNs:

With this approach the RLC SN space is increased since there will be a need for one RLC SN per IP packet or segment of an IP packet. Some are concerned that this increases ARQ complexity and hence increases processing since ARQ would need to maintain a larger SN space.

Some companies think there could be a one-to-one-mapping between RLC SNs and PDCP SN such that RLC operates based on PDCP SNs and then RLC would not need its own SNs. But it was pointed out that in some scenarios (e.g. dual or multi-connectivity) both RLC SNs requires SNs for the sake of ARQ since by only applying the PDCP SNs the receiver would not be able to know whether an SN is lost or simply is on its way via the other leg.
L-fields:

Some companies think it is unnecessary to have L-fields on both RLC and MAC level.

Misc:

One company indicated that out-of-order delivery of PDCP PDUs can easily be supported with this approach.
With this approach there will be additional overhead which may be of concern in some cases since there will be one MAC subheader per PDCP PDU, but it may be possible to avoid this overhead by optimizations for the MAC Header.

2.2.3 Alternative 3

As in alternative 2, also in this alternative the RLC transmitter adds SN and L-field for each RLC SDU. To demultiplex MAC adds an LCID per MAC SDU.
A high level illustration of the resulting structure is found below.

In this alternative, segmentation is performed in RLC, as in LTE today.

In a flavour of this alternative the L-fields (and possibly also SNs) are included in the MAC sub-headers instead of in the RLC header.
[image: image5.png]LCID1 LCID2

\
\ f )
[ )
SDU PDCP PDCP PDCP PDCP PDCP
PDU 1 PDU 2 PDU 3 PDU 1 PDU 2
RLC

PDU RLC PDCP RLC PDCP RLC PDCP RLC PDCP RLC PDCP
SN+L | PDU1 SN+L PDU 2 SN+L  PDU3 SN+L PDU1 SN+L PDU 2
sDuU RLC PDCP RLC PDCP RLC PDCP RLC PDCP RLC PDCP
SN+L | PDU1 SN+L PDU 2 SN+L  PDU3 SN+L PDU1 SN +L PDU 2

MAC
PDU RLC PDCP RLC PDCP MAC RLC PDCP MAC RLC PDCP MAC RLC ' PDCP

1D SN+L PDU1 SN+L  PDU2 CID SN+L PDU3 1D 2 SN+L PDU1

1D 2 SN+L ' PDU2




Companies are invited to contribute to the analysis of impacts (positive or negative) of this alternative:

	Company
	Impact

	Ericsson
	1) If the Transport block provides enough room for an entire MAC SDU, the beginning of the TB does not depend on the outcome of LCP/multiplexing and hence the beginning of the TB can be sent to PHY directly when a grant is decoded which may speed up grant to transmission delay.

But when an RLC SDU is segmented the transmitter need to modify the header information (FI field) of the segmented RLC PDUs, the transmission of an RLC/MAC PDU segment to lower layers may start only after determining the Framing Info (FI, see 36.322).

Also, assuming that MAC CEs are still placed in the beginning of the MAC PDU, these need to be computed before starting the transmission of the MAC PDU towards L1.

2) RLC SNs and L-fields as well as MAC LCID fields are interlaced with the data forcing the receiver to parse the whole TB to extract these fields. This increases decoding delay e.g. due to many sequential calls to the memory.

3) ARQ is performed per IP-packet (rather than groups of IP-packets) which increases ARQ processing and header overhead
In response to QC’s comment 1: Agree, in this alternative the L-field could equally well be in MAC, it does not matter in terms of processing delay though if it is MAC or RLC which adds the L-field for the RLC PDUs.

As for Alt1: In response to QC’s comment 2: The RLC SN and PDCP SNs are not 1 to 1 mapping. The RLC SN is necessary due to segmentation. It is not possible to reassemble the packet at the receiver unless RLC SNs are included (only the first segment would have the PDCP header and hence the PDCP SN, but any subsequent segment would not contain the PDCP header). Also, for a clean protocol design, we think PDCP shall act based on the PDCP header and RLC act based on the RLC header, to have one layer “peek” in to the header of another layer is something which should be avoided in general.

In response to QC’s comment 3: Even with interleaving the MAC sub-headers, the transmitter may only start L1 processing when the entire MAC SDU including the MAC sub-header has been built (as QC indicates). If the header information was instead placed at the end of the PDU (see Alt 8 below) the UE may start sending data to L1 before computing any header fields. That approach would also avoid the receiver side issue of distributed headers mentioned above.


	Qualcomm
	1. We think the L field should be in the MAC instead of RLC.

2. RLC SN and PDCP SN are 1 to 1 mapping and therefore it is more wasteful compared to allowing to use PDCP SN in both PDCP and RLC.

3. Interleaving MAC header format is easier for parallelizing PHY encoding and MAC multiplexing, as it (a) reduces the time before the MAC can start forwarding packets to the PHY to when the first MAC SDU is ready; (b) it relaxes the hardware memory requirements during processing since the MAC does not need to form the entire PDU before forwarding to the PHY

Please see alternative 1 for our response to Ericsson’s further comment 2.

In response to Ericsson’s response to our comment 3, we do not think the subheaders must be built before starting to encode in PHY. The first few subheaders need to be available and we can multiplex first the packets with precomputed subheaders.

	Fujitsu
	LCID-field for each RLC PDU is not efficient, since LCID for multiple RLC PDUs from the same logical channel is the same.

In this alternative, If multiple MAC PDUs are transmitted in one TB, how can the receiver know the boundary of each MAC SDU without L-filed in MAC header?

If the L-filed is added in the MAC sub-header, alternative 3 is similar to alternative 1, except that one MAC PDU contains multiple MAC headers in alternative 3.

Besides, sending the beginning of the TB first may impact PHY specification and increase the PHY complexity, because PHY has to know whether the packet delivered from MAC layer is just the beginning or the whole MAC PDU.

	LG
	RLC SN+L field should be fixed size.
RLC SN is redundant because each PDCP PDU has a PDCP SN which is directly mapped to a RLC SN.
Adding MAC subheader for each MAC SDU can ease the MAC PDU construction, and allows PDU forwarding to PHY before constructing entire MAC PDU.

	MediaTek
	This alternative needs a MAC sub-header per IP packet, potentially increasing the number of PDUs to be processed per TB which seems undesirable.

As long as some segmentation needs to be performed, it is not clear that this alternative allows the MAC PDU to be assembled any faster than LTE.

	Nokia
	First of all, we think obviously a sensible option is the case with Length fields inside MAC headers. Thus, we would prefer this to be depicted either as an explicit alternative or by changing the above figure to correspond that alternative.

Length fields in MAC headers:
Both RLC and MAC headers can be precomputed – only the last MAC SDU (of the whole PDU or per LC) if segmented would require re-encoding of the segmentation field in RLC header and Length field in MAC header.

In the transmitter, the beginning of TB can be sent to the PHY processing before the MAC PDU has been fully even constructed which will speed up the processing in addition to gains that can be achieved with MAC concatenation. We consider the Tx side processing optimization more important to Rx which does not have strict real-time constraints in processing the received MAC PDU.

Out-of-order delivery of PDCP PDUs from RLC to PDCP can easily be supported, since each RLC PDU can be directly submitted to PDCP processing unless a segmentation flag is indicated. At the same time, RLC processing can be simplified.

Considering the overhead implications, the concern only applies to low data rates. With low data rates it can be assumed that not many PDCP SDUs would be carried over a MAC PDU (could even one PDCP PDU segment only), in which case the overhead would be comparable to that of LTE. With high data rates, implementation/processing efficiency shall not be compromised with small overhead optimization.

If RLC implements its own SN, the ARQ running per PDCP PDU requires bigger RLC SN space. If RLC exploits PDCP SN, the overhead could be less than with LTE.

In a flavour of this alternative only one MAC LCID is needed per LC and a Length field per each RLC PDU.

Length fields in RLC headers:

This option has clear disadvantages as RLC processing function needs to be called in the receiver to find the next MAC header start in the PDU – we do not consider this as a viable alternative compared to the case Length fields are placed in MAC headers.

	CATT
	Assuming PDCP SN is present in the PDCP PDU, RLC SN is redundant hence not needed.

MAC and RLC headers are concatenated and located in front of the related SDU payload which is both implementation friendly and allows starting sending the MAC PDU to PHY before the last SDU is constructed and pushed.

Additional overhead due to one MAC and RLC header per PDCP PDU.

MAC L-field and the RLC L-field are always redundant.

	TCL
	Again agree with MediaTek.

Alternative 2 is better than this one.

	Huawei, HiSilicon
	L field should be in MAC subheader.

Compared to Alt. 1, the MAC subheader is dispersed with each MAC SDU. This allows to start sending the beginning of MAC PDU to PHY, before concatenation is fully done. But the sending of MAC PDU to PHY can’t proceed much, until LCP is done, except for the first MAC SDU/RLC PDU/PDCP PDU of the logical channel of the highest priority.

The saving in real-time processing may come from the generation of RLC header and MAC subheaders. This is at the expense of separate MAC subheader, RLC header, ARQ processing for each PDCP packet, and more processing of MAC PDU at receiver side. As more than one RLC SN would be needed for a transmission, RLC SN size needs to be increased.

	Interdigital
	As commented by Nokia, we also think the length fields should be in the MAC header to preserve protocol layer independence.

Data can only be sent to the PHY layer for processing after LCP has started, since the LCID can only be determined at this time.  The latency savings is therefore limited to starting some of the PHY processing during the LCP, which may allow pipelining of PHY and MAC processing for a single MAC PDU.  At the receiver, we agree with Ericsson that there may be some additional latency and complexity in processing from having to individually parse the MAC SDUs.



	Intel
	Alternative 1 and 3 are similar except that in Alternative 3, MAC sub-header is adjacent to RLC header, while in Alternative 1, MAC sub-headers are at the beginning of MAC PDU. All our analysis for Alternative 1 is applicable for Alternative 3.

Alternative 3 is better than Alternative 1, since putting MAC sub-header adjacent to RLC header is beneficial from transmitter processing perspective.

We agree with Qualcomm and Nokia that it is better to put L field in the MAC layer instead of RLC layer, which allows the receiver to locate the position of next MAC sub-header without involving RLC layer operation.



	Samsung 
	1. Most RLC PDUs, MAC sub-headers, and MAC SDUs except the last ones subject to segmentation can be pre-processed. 
2. The header overhead seems not critical considering the ratio of the whole header part to the whole data part, almost similar as Alternative 1.
3. Both RLC SN and PDCP SN may be somehow required to support various scenarios, e.g. dual or multi-connectivity.
4. We also think the L field should be in the MAC instead of RLC as QC mentioned.
5. As QC mentioned, interleaving MAC header format may enable MAC to early send the initial part of MAC PDU to PHY for fast encoding but the processing gain seems not big. Since one MAC PDU can be processed only after the previous MAC PDU is processed at the receiver side, the processing procedure is not much different from LTE MAC in the software implementation. 


	ZTE
	Each PDCP PDU will be encapsulated into one RLC PDU, which will increase the RLC header consumption (i.e. One RLC header per PDCP PDU).

Since the concatenation is made in MAC, it is not clear how to prioritize the retransmission PDU (i.e. How can MAC decide which packet should be prioritized in the concatenation).
Per PDCP PDU ARQ may require higher requirement on the processing capability and bigger RLC SN space. 

Both the RLC header and MAC sub header (except for the header of the last RLC PDU for each logical channel within one MAC PDU) can be pre-computed, which is hardware friendly. And the MAC PDU can be delivered to PHY part by part before the whole MAC PDU is generated.

Compared to LTE design, both cons and pros can be observed.

	ITRI
	1) If non-real-time segmentation/concatenation is performed at higher L2 sublayer to generate fixed sized PDUs (as we mentioned for Alternative #1), it is possible to have no L-field within MAC subheader.

2) If it is one MAC subheader (and one RLC header) per IP-packet (i.e., non-real-time segmentation/concatenation is not performed at higher L2 sublayer), we agree with QC that the L-field should be in the MAC instead of RLC.


	Panasonic
	We see the benefit of this alternative that in the transmitter, the PHY can start processing (encoding) before the complete TB has been generated. It should be clear that LCP should have been processed before generation MAC SDUs/TB can be started with. We also agree that L field should be put rather in the MAC layer than in the RLC layer.

	NTT DOCOMO
	As for Alt2, this option also allow RLC to compute the LI field before UL grant reception and it should be clarified how this works in case of segmentation which may result in re-calculation of RLC header. Also, compared to LTE today this option significantly increases the L2 overhead due to additional LI field and LCID field. It may depend on the L1 rate how severe this drawback will be. If the L1 rate is very high, the drawback may not be severe. On the other hand, the L1 rate is similar to LTE today (e.g., NR deployed in the existing frequency band), the resource efficiency may be degraded.

	
	

	
	

	
	

	
	


Comparison to LTE:

Processing:
Interleaving MAC header format may simplify parallelizing PHY encoding and MAC multiplexing, as it (a) reduces the time before the MAC can start forwarding packets to the PHY to when the first MAC SDU is ready; (b) it relaxes the hardware memory requirements during processing since the MAC does not need to form the entire PDU before forwarding to the PHY. 
But the sending of MAC PDU to PHY can’t proceed much, until LCP is done, except for the first MAC SDU/RLC PDU/PDCP PDU of the logical channel of the highest priority. And if MAC CEs are placed in front it is unclear if there are any benefits since these depend on the actual transmission (BSR depend on amount of data left in the UE, PHR depends on the amount of granted resources).

Also this would increase processing and decoding delay in the receiver due to many memory calls since RLC SNs and L-fields as well as MAC LCID fields are interlaced with the data forcing the receiver to parse the whole TB to extract these fields.
It was also questioned whether this approach provides any benefit for scenarios where segmentation is required.
SN:

With this approach the RLC SN space is increased since there will be a need for one RLC SN per IP packet or segment of an IP packet. Some companies think that this increases ARQ complexity since ARQ would need to maintain a larger SN space which may increase ARQ processing requirements.

Some companies think there could be a one-to-one-mapping between RLC SNs and PDCP SN such that RLC operates based on PDCP SNs. RLC would then not need its own SNs. But it was pointed out that in some scenarios (e.g. dual or multi-connectivity) both RLC and PDCP SNs may be required since RLC needs to have SNs for the sake of ARQ and the receiver would not be able to know whether a packet is lost or simply sent on the other link.
Misc:
Several companies think it would be more suitable if the L-field is placed in the MAC header instead of the RLC-header.

One company wondered whether retransmission PDUs can be prioritized since concatenation is done in MAC.

One company indicated that out-of-order delivery of PDCP PDUs can easily be supported with this approach.

Some companies think there should be one MAC header per LCID instead of one MAC header per RLC PDU. The rapporteur assumes that then the beginning of the TB would depend on LCP and hence data cannot be fed to PHY prior to LCP completion.
Other alternatives?

If other alternatives are foreseen please add new sections for them.
2.2.4 Alternative 4
In this alternative the RLC transmitter does not concatenate several RLC SDUs into one RLC PDU. Instead, MAC multiplexes RLC PDUs (which each contain one RLC SDU (or segment)). 

In this alternative we assume that the PDCP transmitter adds a PDCP SN to PDCP PDU, but RLC transmitter does not add an SN to RLC PDU. 

In this alternative, the MAC transmitter may perform segmentation for the first and last MAC SDUs included in the MAC PDU, in which case the MAC transmitter adds Segmentation Info (SI) field for the MAC SDU segment. How and where to add the SI field is FFS.
In order to concatenate (multiplex) several RLC PDUs into one MAC PDU, the MAC transmitter adds an LCID and L-field for each RLC PDU.

A high level illustration of the resulting structure is as follows:
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Companies are invited to contribute to the analysis of impacts (positive or negative) of this alternative:

	Company
	Impact

	Ericsson
	1) If the Transport block provides enough room for an entire MAC SDU, the beginning of the TB does not depend on the outcome of LCP/multiplexing and hence the beginning of the TB can be sent to PHY directly when a grant is decoded which may speed up grant to transmission delay.

But when an RLC SDU is segmented the transmitter need to modify the header information (FI field) of the segmented RLC PDUs, the transmission of an RLC/MAC PDU segment to lower layers may start only after determining the Framing Info (FI, see 36.322).

Also, assuming MAC CEs are still placed in the beginning of the MAC PDU, these need to be computed before starting the transmission of the MAC PDU towards L1.
2) Segmentation seem to not work in this alternative as it is described now. There is a need to assign sequence numbers after segmentation to allow the transmitter to reassemble the packets in the correct order. But in this alternative there are no SNs assigned after segmentation. In this alternative there would only be an SN (the PDCP SN) in the first segment which means that all subsequent segments will not be distinguishable.

3) ARQ does not work since RLC (where ARQ is performed) does not have any sequence numbers. At a first glance one could consider that RLC “peeks” in to and uses the PDCP SNs, but this does not work for split bearers.
4) L-fields, MAC LCID fields are interlaced with the data forcing the receiver to parse the whole TB to extract these fields. This increases decoding delay e.g. due to many sequential calls to the memory.
In response to QC’s comment 2: As described above, RLC needs SNs to perform ARQ. If RLC “peeks” at the PDCP SNs (which we consider is layer violation since a layer should operate based on the headers of that layer) then it does not work for split bearers; the ARQ will not know whether a packet with a certain PDCP SN is actually lost over the air or whether this packet was sent via the other leg.

In response to QC’s comment 3: Correct, but we think the problem can be solved by placing the header-information in the end of the PDUs instead (like in Alt 8 below) and then the receiver does not need to parse the whole TB to extract the header-information.

	Qualcomm
	1. PDCP PDU size can be identified by MAC L. PDCP headers and most MAC subheaders will be pre-computable.

2. Eliminating the waste of redundant RLC SN assignments by to allowing to use PDCP SN for ARQ. Segmentation can be performed on PDCP payload in MAC. This implies PDCP header with the same SN will be attached to remaining segment corresponding to the same PDCP SDU.

3. Interleaving MAC header format is easier for parallelizing PHY encoding and MAC multiplexing, as it (a) reduces the time before the MAC can start forwarding packets to the PHY to when the first MAC SDU is ready; (b) it relaxes the hardware memory requirements during processing since the MAC does not need to form the entire PDU before forwarding to the PHY.

Please see alternative 3 for our response to Ericsson’s further comments.

	LG
	Redundant RLC SN is removed.

ARQ is performed based on PDCP SN in PDCP.

Adding MAC subheader for each MAC SDU can ease the MAC PDU construction, and allows PDU forwarding to PHY before constructing entire MAC PDU.

	MediaTek
	We are assuming that in this proposal, segmentation is performed in the MAC layer and each PDPC segment contains the PDCP SN as well as segmentation information. Like with the other alternatives, we are not convinced that there is any significant gain over LTE since the time available for segmentation in the MAC layer is still governed by the timing imposed by the uplink grant process.

	Nokia
	In a flavour of all alternatives 4-7 the RLC would be exploiting PDCP SN and would perform segmentation to constructed PDCP PDU (similarly to what is done in LTE for RLC re-segmentation) by populating the segmentation field on top of PDCP PDU header.

Both PDCP and MAC headers can be precomputed – only the last MAC SDU (of the whole PDU or per LC) if segmented would require re-encoding of the segmentation field in PDCP (or MAC) header and Length field in MAC header.

In the transmitter, the beginning of TB can be sent to the PHY processing before the MAC PDU has been fully even constructed which will speed up the processing in addition to gains that can be achieved with MAC concatenation. We consider the Tx side processing optimization more important to Rx which does not have strict real-time constraints in processing the received MAC PDU.

In a flavour of this alternative only one MAC LCID is needed per LC and a Length field per each PDCP PDU.

ARQ would exploit the PDCP SN space in which case overhead is less than with LTE.

	CATT
	Using a single SN (PDCP SN) reduces the overhead.

MAC headers are concatenated with the related SDU payload which allows starting sending the MAC PDU to PHY before the last SDU is constructed and pushed. [We agree with Nokia that Tx processing latency is more critical than Rx processing latency].
Additional overhead due to one MAC header per PDCP PDU.

In the description, it says: “the MAC transmitter may perform segmentation for the first and last MAC SDUs included in the MAC PDU”. Shouldn’t it rather be the first and last MAC SDU of a logical channel? Otherwise it is unclear how it can work.  

Is RLC needed at all in this design?

	TCL
	Agree with LG.

Among the flavours 4-7 intended to remove RLC SN redundancy, we prefer this Alternative 5 or Alternative 7 which avoid parsing the whole TB to extract the PDCP fields.

	Huawei, HiSilicon
	Segmentation doesn’t work.

ARQ would not be supported, at least not until PDCP layer.

Yet this alternative doesn’t have more benefit than alternative 3, in terms of saving real-time processing on the transmitter side.

	Interdigital
	Compared to alternatives 1-3, for alternatives 4-7 the gain obtained is small reduction in the header overhead as PDCP and RLC use a single sequence number.

If re-ordering continues to be performed by RLC as today, this will result in some cross-layer dependence where RLC requires interpreting a field provided by PDCP.  The advantages of performing re-ordering at PDCP instead are more applicable to the other email thread on that topic.

This alternative allows precomputation of PDCP headers and generation of MAC SDUs prior to reception of the grant.  If segmentation is in the RLC, precomputation is no longer possible.  If segmentation is in the MAC, some cross-layer interactions will be required.  

Advantages and disadvantages of having MAC header interleaved within the MAC PDU are similar to alternative 3.

	Intel
	We have a general comment on Alternative 4 to 7 regarding single SN (PDCP SN) vs dual SNs (both PDCP and RLC SN). As pointed out in our answer in section 2.1, we think this is related to retransmission, as discussed in section 3.3 of our contribution R2-165006 submitted to RAN2#95 meeting. There are many factors involved in the tradeoff (e.g. packet delay, PDCP SDU discard, LTE-NR interworking, SDU duplication), and it is better handled separately, instead of discussed together with concatenation issue in current email discussion.

Regarding Ericsson’s comment 2 on segmentation, we assume that segmentation information (e.g. segmentation offset, last segmentation flag) may help.

	Samsung
	1. Most MAC sub-headers, and MAC SDUs except the last ones subject to segmentation can be pre-processed. 
2. The header overhead seems not critical considering the ratio of the whole header part to the whole data part, smaller than Alternative 1.
3. MAC SN is additionally required to support MAC segmentation
4. As QC mentioned, interleaving MAC header format may enable MAC to early send the initial part of MAC PDU to PHY for fast encoding but the processing gain seems not big. Since one MAC PDU can be processed only after the previous MAC PDU is processed at the receiver side, the processing procedure is not much different from LTE MAC in the software implementation. 


	ZTE
	RLC header is saved. However, it is not clear how to process the ARQ in RLC, especially for the case of split bearer in dual connectivity including LTE/NR tight interworking (in which case the PDCP SN is not continuous in RLC).

Since the concatenation is made in MAC, it is not clear how to prioritize the retransmission PDU (i.e. How can MAC decide which packet should be prioritized in the concatenation).

Since the segmentation is made in MAC, it is not clear how to reassemble the MAC SDU on receiving side (e.g. whether a reordering queue is required in the MAC entity of receiving side).
Most MAC sub header can be pre-computed (except for the MAC sub header of the last RLC PDU for each logical channel within one MAC PDU), which is hardware friendly. And the MAC PDU can be delivered to PHY part by part before the whole MAC PDU is generated.

It is not clear whether this alternative can work in all scenarios. More detail is required before we consider it as one candidate alternative.

	ITRI
	Real time processing impacts:

1) RLC PDUs can be constructed and the corresponding MAC subheaders can be precomputed prior to LCP.
2) When segmentation is needed, the precomputed MAC subheader for the MAC SDU which is required to be segmented shall be recomputed.
3) How and where to add the segmentation information is FFS.
Overhead:

1) The overhead of MAC subheader increases from one header per group of concatenated IP-packets to one header per IP-packet.

2) ARQ running per packet requires bigger SN space.
3) Similar to our comment 3) of overhead for Alternative #1, the overhead mentioned above can be reduced by non-real-time segmentation/concatenation. 



	Panasonic
	We agree with Interdigital that alternatives 4-7 are basically providing the additional benefit of a reduced header overhead by using a common sequence number across all layers (PDCP SN is used here). 
The MAC header structure allows parallelizing of PHY encoding and MAC multiplexing/TB generation function.

	NTT DOCOMO
	We are not so sure the relationship between “concatenation” and “single/dual SN space”. It should be good to be clarified that how this option specific aspect will affect to the limitation which are discussed in the previous section. Also, this option will enforce RLC and PDCP to have tight dependency and will forbid the independent enhancement. 

	
	


Comparison to LTE:

Processing:
Interleaving MAC header format may simplify parallelizing PHY encoding and MAC multiplexing, as it (a) reduces the time before the MAC can start forwarding packets to the PHY to when the first MAC SDU is ready; (b) it relaxes the hardware memory requirements during processing since the MAC does not need to form the entire PDU before forwarding to the PHY. 
But the sending of MAC PDU to PHY can’t proceed much, until LCP is done, except for the first MAC SDU/RLC PDU/PDCP PDU of the logical channel of the highest priority. And if MAC CEs are placed in front it is unclear if there are any benefits since these depend on the actual transmission (BSR depend on amount of data left in the UE, PHR depends on the amount of granted resources).

Also this would increase processing and decoding delay in the receiver due to many memory calls since RLC SNs and L-fields as well as MAC LCID fields are interlaced with the data forcing the receiver to parse the whole TB to extract these fields.
It was also questioned whether this approach provides any benefit for scenarios where segmentation is required.

SNs:

While RLCs SNs are not present there are less bits signalled over the air, however some companies think segmentation does not work in this alternative as it is described. There is a need to assign sequence numbers after segmentation to allow the transmitter to reassemble the packets in the correct order. But in this alternative there are no SNs assigned after segmentation. In this alternative there would only be an SN (the PDCP SN) in the first segment which means that all subsequent segments will not be distinguishable.
Some company think that MAC can perform segmentation and assign SNs. The rapporteur understands that in that case there is no significant gain in terms of overhead (if indeed that was the motivation for this alternative).
Some companies suggested that ARQ should be performed based on PDCP SNs. But some said that ARQ does not work in this alternative (at least not below PDCP) especially considering Dual Connectivity/Multi Connectivity.

Misc:

One company wondered that, even though it says: “the MAC transmitter may perform segmentation for the first and last MAC SDUs included in the MAC PDU”, shouldn’t it rather be the first and last MAC SDU of a logical channel? Otherwise it is unclear how it can work.
Some companies think there should be one MAC header per LCID instead of one MAC header per RLC PDU. The rapporteur assumes that then the beginning of the TB would depend on LCP and hence data cannot be fed to PHY prior to LCP completion.

One company wondered whether retransmission PDUs can be prioritized since concatenation is done in MAC.

2.2.5 Alternative 5
In this alternative the RLC transmitter does not concatenate several RLC SDUs into one RLC PDU. Instead, MAC multiplexes RLC PDUs (which each contain one RLC SDU (or segment)). 

In this alternative we assume that the PDCP transmitter adds a PDCP SN to PDCP PDU, but RLC transmitter does not add an SN to RLC PDU. 

In this alternative, the MAC transmitter may perform segmentation for the first and last MAC SDUs included in the MAC PDU, in which case the MAC transmitter adds Segmentation Info (SI) field for the MAC SDU segment. How and where to add the SI field is FFS.
In order to concatenate (multiplex) several RLC PDUs into one MAC PDU, the MAC transmitter adds an LCID and L-field for each RLC PDU, and places all MAC subheaders in front of the MAC PDU.

A high level illustration of the resulting structure is as follows:
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Companies are invited to contribute to the analysis of impacts (positive or negative) of this alternative:

	Company
	Impact

	Ericsson
	1) Like in LTE: 

· Creating a PDU is an iterative process since the size of the control information (header) depends e.g. on the number of SDUs in that PDU. This iterative process takes time until the transmission of the MAC PDU may start.

· Since the beginning of the TB contains the MAC-header the transmitter cannot construct (and start sending to PHY) the TB prior to knowing the TB-size.

2) Segmentation seem to not work in this alternative as it is described now. There is a need to assign sequence numbers after segmentation to allow the transmitter to reassemble the packets in the correct order. But in this alternative there are no SNs assigned after segmentation. In this alternative there would only be an SN (the PDCP SN) in the first segment which means that all subsequent segments will not be distinguishable.

3) ARQ does not work since RLC (where ARQ is performed) does not have any sequence numbers. At a first glance one could consider that RLC “peeks” in to and uses the PDCP SNs, but this does not work for split bearers.



	Qualcomm
	Same comments as to alternative 4, except:

1. MAC subheaders must be created in advance and therefore all MAC SDUs, i.e. including PDCP computations, should be processed and ready before the MAC concatenation and PHY encoding can start.



	LG
	Redundant RLC SN is removed.

ARQ is performed based on PDCP SN in PDCP.

As MAC subheaders are collected in the beginning of the MAC PDU, MAC can forward the MAC PDU to PHY only after entire MAC PDU is constructed.

	MediaTek
	Please see our answer for Alternative #4

	Nokia
	In a flavour of all alternatives 4-7 the RLC would be exploiting PDCP SN and would perform segmentation to constructed PDCP PDU (similarly to what is done in LTE for RLC re-segmentation) by populating the segmentation field on top of PDCP PDU header.

Both PDCP and MAC headers can be precomputed – only the last MAC SDU (of the whole PDU or per LC) if segmented would require re-encoding of the segmentation field in PDCP (or MAC) header and Length field in MAC header.

In a flavour of this alternative only one MAC LCID is needed per LC and a Length field per each PDCP PDU – this would follow LTE RLC concatenation principle. In this case the overhead implication is not much.

ARQ would exploit the PDCP SN space in which case overhead is less than with LTE.

	CATT
	Using a single SN (PDCP SN) reduces the overhead.

Additional overhead due to one MAC header per PDCP PDU.

Similar to LTE, the concatenation of MAC subheaders in front of the MAC PDU prevents from starting sending it to PHY before the last SDU is constructed and pushed 

In the description, it says: “the MAC transmitter may perform segmentation for the first and last MAC SDUs included in the MAC PDU”. Shouldn’t it rather be the first and last MAC SDU of a logical channel? Otherwise it is unclear how it can work.  

Is RLC needed at all in this design?

	Huawei, HiSilicon
	Segmentation doesn’t work.

ARQ would not be supported, at least not until PDCP layer.

This alternative doesn’t have benefit in terms of saving real-time processing on the transmitter side.

It is inferior to the Alternative 4.

	Interdigital
	Same as our comments to alternative 4, except that the advantages/disadvantages of sending data to the PHY layer early are not present.



	Intel
	See comments in Alternative 4.

	Samsung 
	1. Most MAC sub-headers, and MAC SDUs except the last ones subject to segmentation can be pre-processed. 
2. The header overhead seems not critical considering the ratio of the whole header part to the whole data part, smaller than Alternative 1.
3. MAC SN is additionally required to support MAC segmentation


	ZTE
	Similar comments as for alternative 4
Different from alternative 4, since all the MAC subheaders are added at the beginning of the MAC PDU based on the output of LCP, the pre-computing of MAC header is not possible and MAC PDU cannot be delivered to PHY until the whole MAC PDU is generated.
It is not clear whether this alternative can work in all scenarios. More detail is required before we consider it as one candidate alternative.

	ITRI
	Please see our answer for Alternative #4

	Panasonic
	Difference to alternative 4 is that MAC PDU format (header structure) doesn’t allow to start encoding in PHY before complete TB is generated.

	NTT DOCOMO
	Same comment in Alt4.

	
	


Comparison to LTE:

Processing:

W.r.t. processing, companies think that the difference compared to alternative 4 is that MAC PDU format (header structure) doesn’t allow to start encoding in PHY before complete TB is generated.

SNs:

While RLCs SNs are not present there are less bits signalled over the air, however some companies think segmentation does not work in this alternative as it is described. There is a need to assign sequence numbers after segmentation to allow the transmitter to reassemble the packets in the correct order. But in this alternative there are no SNs assigned after segmentation. In this alternative there would only be an SN (the PDCP SN) in the first segment which means that all subsequent segments will not be distinguishable.

Some company think that MAC can perform segmentation and assign SNs. The rapporteur understands that in that case there is no significant gain in terms of overhead (if indeed that was the motivation for this alterantive).

Some companies suggested that ARQ should be performed base on PDCP SNs. But some said that ARQ does not work in this alternative (at least not below PDCP) especially considering Dual Connectivity/Multi Connectivity.

Misc:

One company wondered whether retransmission PDUs can be prioritized since concatenation is done in MAC.
Some companies think there should be one MAC header per LCID instead of one MAC header per RLC PDU.
One company wondered whether retransmission PDUs can be prioritized since concatenation is done in MAC.
2.2.6 Alternative 6
In this alternative the PDCP transmitter adds PDCP SN and L-field for each PDCP SDU. To demultiplex MAC adds an LCID per MAC SDU.

In this alternative, the MAC transmitter may perform segmentation for the first and last MAC SDUs included in the MAC PDU, in which case the MAC transmitter adds Segmentation Info (SI) field for the MAC SDU segment. How and where to add the SI field is FFS.
A high level illustration of the resulting structure is found below.
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Companies are invited to contribute to the analysis of impacts (positive or negative) of this alternative:

	Company
	Impact

	Ericsson
	1) If the Transport block provides enough room for an entire MAC SDU, the beginning of the TB does not depend on the outcome of LCP/multiplexing and hence the beginning of the TB can be sent to PHY directly when a grant is decoded which may speed up grant to transmission delay.
But when an RLC SDU is segmented the transmitter need to modify the header information (FI field) of the segmented RLC PDUs, the transmission of an RLC/MAC PDU segment to lower layers may start only after determining the Framing Info (FI, see 36.322).

Also, assuming MAC CEs are still placed in the beginning of the MAC PDU, these need to be computed before starting the transmission of the MAC PDU towards L1.
2) L-fields, MAC LCID fields are interlaced with the data forcing the receiver to parse the whole TB to extract these fields. This increases decoding delay e.g. due to many sequential calls to the memory.
3) Segmentation seem to not work in this alternative as it is described now. There is a need to assign sequence numbers after segmentation to allow the transmitter to reassemble the packets in the correct order. But in this alternative there are no SNs assigned after segmentation. In this alternative there would only be an SN (the PDCP SN) in the first segment which means that all subsequent segments will not be distinguishable.

4) ARQ does not work since RLC (where ARQ is performed) does not have any sequence numbers. At a first glance one could consider that RLC “peeks” in to and uses the PDCP SNs, but this does not work for split bearers.

As for Alt 4: In response to QC’s comment 2: As described above, RLC needs SNs to perform ARQ. If RLC “peeks” at the PDCP SNs (which we consider is layer violation since a layer should operate based on the headers of that layer) then it does not work for split bearers; the ARQ will not know whether a packet with a certain PDCP SN is actually lost over the air or whether this packet was sent via the other leg.



	Qualcomm
	1. PDCP subheader creation will depend on segmentation due to the existence of L field. This format seems implying the segmentation is done by PDCP which means PDCP becomes a real-time function.

2. Eliminating the waste of redundant RLC SN assignments by to allowing to use PDCP SN for ARQ. Segmentation can be performed on PDCP payload in MAC. This implies PDCP header with the same SN will be attached to remaining segment corresponding to the same PDCP SDU.

3. MAC subheaders are static and can be pre-computed but will not be very helpful due to the dynamic nature of PDCP subheader.

In response to Ericsson’s further comment:
Additional SN can be added only when needed in split bearer case if two SN space is required by NR DC solution. We also see in some scenarios allowing ARQ variants at the central unit is beneficial. The reliability solution(s) for DC is FFS. We don’t see any reason to limit NR DC solution to LTE DC solution at this point.


	LG
	PDCP SN+L field should be fixed size.
Redundant RLC SN is removed.

ARQ is performed based on PDCP SN in PDCP.

Adding MAC subheader for each MAC SDU can ease the MAC PDU construction, and allows PDU forwarding to PHY before constructing entire MAC PDU.

	MediaTek
	Please see our answer for Alternative #4

	Nokia
	As indicated above (Alt. 3), we do not see any reason why Length fields would not be inside the MAC header.

	CATT
	Same comments/question as for alternative 5.

Is the PDCP L-field providing the original length of the PDCP PDU while the MAC L-field provides the length of the (potentially segmented) RLC PDU? 

	Huawei, HiSilicon
	Segmentation and ARQ are performed at PDCP.

This would require PDCP operation to be done in real time as well. It worsens the transmitter processing issue. 

Due to the dispersed MAC subheader, it worsens the receiver processing, too.

When there is non-ideal backhaul between the entity hosting PDCP and the entity hosting RLC, ARQ at PDCP incurs more delay and degrades the system performance.

	Interdigital
	Same as our comments to alternative 4.  We agree with Nokia that the sequence number should be included in the MAC header. 



	Intel
	See comments in Alternative 4.

	Samsung
	1. Most MAC sub-headers, and MAC SDUs except the last ones subject to segmentation can be pre-processed. 
2. The header overhead seems not critical considering the ratio of the whole header part to the whole data part, smaller than Alternative 1.
3. MAC SN is additionally required to support MAC segmentation
4. We think the L field should be in the MAC instead of PDCP.


	ZTE
	Similar comments as for alternative 4
It is not clear whether this alternative can work in all scenarios. More detail is required before we consider it as one candidate alternative.

	ITRI
	1) If non-real-time segmentation/concatenation is performed at higher L2 sublayer to generate fixed sized PDUs (as we mentioned for Alternative #1), it is possible to have no L-field within MAC subheader.

2) If it is one MAC subheader per IP-packet (i.e., no non-real-time segmentation/ concatenation is performed at higher L2 sublayer), we agree with Nokia that the L-field should be in the MAC. 



	Panasonic
	Not clear where segmentation is performed in this proposal, PDCP or MAC layer. According to the description segmentation is supposed to be in MAC, but several companies assume it is also done in PDCP (due to presence of L-field). We assume that only resegmentation (ARQ functionality) is performed in PDCP, which would be no real-time processing functionality. Other segmentation functionality (based on received grant) is done in MAC.

	NTT DOCOMO
	Same comment in Alt4.

	
	

	
	


Comparison to LTE:

Processing:

Interleaving MAC header format may simplify parallelizing PHY encoding and MAC multiplexing, as it (a) reduces the time before the MAC can start forwarding packets to the PHY to when the first MAC SDU is ready; (b) it relaxes the hardware memory requirements during processing since the MAC does not need to form the entire PDU before forwarding to the PHY. 
But the sending of MAC PDU to PHY can’t proceed much, until LCP is done, except for the first MAC SDU/RLC PDU/PDCP PDU of the logical channel of the highest priority. And if MAC CEs are placed in front it is unclear if there are any benefits since these depend on the actual transmission (BSR depend on amount of data left in the UE, PHR depends on the amount of granted resources).

Also this would increase processing and decoding delay in the receiver due to many memory calls since RLC SNs and L-fields as well as MAC LCID fields are interlaced with the data forcing the receiver to parse the whole TB to extract these fields.
It was also questioned whether this approach provides any benefit for scenarios where segmentation is required.

SNs:

While RLCs SNs are not present there are less bits signalled over the air, however some companies think segmentation does not work in this alternative as it is described. There is a need to assign sequence numbers after segmentation to allow the transmitter to reassemble the packets in the correct order. But in this alternative there are no SNs assigned after segmentation. In this alternative there would only be an SN (the PDCP SN) in the first segment which means that all subsequent segments will not be distinguishable.
Some company think that MAC can perform segmentation and assign SNs. The rapporteur understands that in that case there is no significant gain in terms of overhead (if indeed that was the motivation for this alternative).
Some companies suggested that ARQ should be performed base on PDCP SNs. But some said that ARQ does not work in this alternative (at least not below PDCP) especially considering Dual Connectivity/Multi Connectivity.

Misc:

One company wondered that, even though it says: “the MAC transmitter may perform segmentation for the first and last MAC SDUs included in the MAC PDU”, shouldn’t it rather be the first and last MAC SDU of a logical channel? Otherwise it is unclear how it can work.

Several companies think it would be more suitable if the L-field is placed in the MAC header instead of the RLC-header.

One company wondered whether retransmission PDUs can be prioritized since concatenation is done in MAC.
2.2.7 Alternative 7
In this alternative the PDCP PDU header contains not only the PDCP SN but also an L-field per PDCP SDU. The MAC transmitter indicates in the MAC header the LCID and the length-field for the set of PDUs of each RLC-entity.

In this alternative, the MAC transmitter may perform segmentation for the first and last MAC SDUs included in the MAC PDU, in which case the MAC transmitter adds Segmentation Info (SI) field for the MAC SDU segment. How and where to add the SI field is FFS.
A high level illustration of the resulting structure is as follows:
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Companies are invited to contribute to the analysis of impacts (positive or negative) of this alternative:

	Company
	Impact

	Ericsson
	1) Like in LTE: 

· Creating a PDU is an iterative process since the size of the control information (header) depends e.g. on the number of SDUs in that PDU. This iterative process takes time until the transmission of the MAC PDU may start.

· Since the beginning of the TB contains the MAC-header the transmitter cannot construct (and start sending to PHY) the TB prior to knowing the TB-size.
2) L-fields are interlaced with the data forcing the receiver to parse the whole TB to extract these fields and the receiver needs to parse all these fields before processing of the packets can start. This increases decoding delay e.g. due to many sequential calls to the memory.
3) Segmentation seem to not work in this alternative as it is described now. There is a need to assign sequence numbers after segmentation to allow the transmitter to reassemble the packets in the correct order. But in this alternative there are no SNs assigned after segmentation. In this alternative there would only be an SN (the PDCP SN) in the first segment which means that all subsequent segments will not be distinguishable.
4) ARQ does not work since RLC (where ARQ is performed) does not have any sequence numbers. At a first glance one could consider that RLC “peeks” in to and uses the PDCP SNs, but this does not work for split bearers.



	Qualcomm
	1. PDCP subheader creation will depend on segmentation due to the existence of L field. This format seems implying the segmentation is done by PDCP which means PDCP becomes a real-time function.

2. Eliminating the waste of redundant RLC SN assignments by to allowing to use PDCP SN for ARQ. Segmentation can be performed on PDCP payload in MAC. This implies PDCP header with the same SN will be attached to remaining segment corresponding to the same PDCP SDU.

3. MAC subheaders must be created and therefore all MAC SDUs, i.e. including PDCP computations, should be processed and ready before the MAC concatenation and PHY encoding can start.



	LG
	PDCP SN+L field should be fixed size.
Redundant RLC SN is removed.

ARQ is performed based on PDCP SN in PDCP.

As MAC subheaders are collected in the beginning of the MAC PDU, MAC can forward the MAC PDU to PHY only after entire MAC PDU is constructed.

	MediaTek
	Please see our answer for Alternative #4

	Nokia
	As indicated in similar alternative above (Alt. 2), utilizing length fields above MAC generally have the same limitations as LTE design. Thus, we do not prefer such option.

	CATT
	Using a single SN (PDCP SN) reduces the overhead.

Similar to LTE, the concatenation of MAC subheaders in front of the MAC PDU prevents from starting sending it to PHY before the last SDU is constructed and pushed 

In the description, it says: “the MAC transmitter may perform segmentation for the first and last MAC SDUs included in the MAC PDU”. Shouldn’t it rather be the first and last MAC SDU of a logical channel? Otherwise it is unclear how it can work.

This alternative is close to our preferred one where we would move the 2nd MAC subheader in front of the logical channel block it refers to and let MAC provide the data fields length, as does RLC today:
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	Huawei, HiSilicon
	Segmentation and ARQ are performed at PDCP.

This would require PDCP operation to be done in real time as well. It worsens the transmitter processing issue. 

When there is non-ideal backhaul between the entity hosting PDCP and the entity hosting RLC, ARQ at PDCP incurs more delay and degrade the system performance.

	Interdigital
	The same comments as alternative 4 apply, and in addition, precomputation of the MAC header is not possible due to both LCID and length fields being unknown until the MAC PDU is created..  

We don’t see any specific advantage of this alternative compared to alternative 4.

	Intel
	See comments in Alternative 4.

	Samsung
	1. MAC sub-headers interlaced with multiple MAC SDUs prevent pre-processing.
2. The header overhead seems not critical considering the ratio of the whole header part to the whole data part, smaller than Alternative 1.
3. MAC SN is additionally required to support MAC segmentation.

	ZTE
	Similar comments as for alternative 5
It is not clear whether this alternative can work in all scenarios. More detail is required before we consider it as one candidate alternative.

	ITRI
	Real time processing impacts:

1) RLC PDUs can be constructed prior to LCP.
2) MAC subheaders cannot be precomputed prior to LCP. 

3) How and where to add the segmentation information is FFS.

Overhead:

· Please see our comments 2) and 3) of overhead for Alternative #4 


	Panasonic
	Same comment as for alternative 6

	NTT DOCOMO
	Same comment in Alt4.

	
	

	
	


Comparison to LTE:

Processing:

Creating a PDU is an iterative process since the size of the control information (header) depends e.g. on the number of SDUs in that PDU. This iterative process takes time until the transmission of the MAC PDU may start. 
Since the beginning of the TB contains the MAC-header the transmitter cannot construct (and start sending to PHY) the TB prior to knowing the TB-size.
Also since the PDCP seems to perform segmentation PDCP would become a real-time function. This does not work with a non-ideal backhaul.

Further, since the PDCP headers (SNs) are interlaced with the data and needed to decode the TB the receiver must parse the whole TB to extract the PDCP header information. This may require many sequential calls to the memory where the TB is stored upon reception.
SNs:

While RLCs SNs are not present there are less bits signalled over the air, however some companies think segmentation does not work in this alternative as it is described. There is a need to assign sequence numbers after segmentation to allow the transmitter to reassemble the packets in the correct order. But in this alternative there are no SNs assigned after segmentation. In this alternative there would only be an SN (the PDCP SN) in the first segment which means that all subsequent segments will not be distinguishable.

Some company think that MAC can perform segmentation and assign SNs. The rapporteur understands that in that case there is no significant gain in terms of overhead (if indeed that was the motivation for this alternative).

Some companies suggested that ARQ should be performed base on PDCP SNs. But some said that ARQ does not work in this alternative (at least not below PDCP) especially considering Dual Connectivity/Multi Connectivity.

MisC:
One company wondered that, even though it says: “the MAC transmitter may perform segmentation for the first and last MAC SDUs included in the MAC PDU”, shouldn’t it rather be the first and last MAC SDU of a logical channel? Otherwise it is unclear how it can work.
2.2.8 Alternative 8

In this alternative the functions performed by each layer is the same as in LTE. The difference is that the RLC/MAC transmitter places the headers in the end of the RLC/MAC PDU, respectively.
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Companies are invited to contribute to the analysis of impacts (positive or negative) of this alternative:

	Company
	Impact

	Ericsson
	1) If the Transport block provides enough room for an entire MAC SDU, the beginning of the TB does not depend on the outcome of LCP/multiplexing since the first part of the TB would contain data (PDCP PDUs) and hence the beginning of the TB can be sent to PHY directly when a grant is decoded which will speed up grant to transmission delay more than any of the header-interleaving solutions proposed above.

The headers can be calculated in parallel while the data is forwarded to PHY, and the RLC and MAC headers can be added (and hence forwarded to PHY) towards the end of the transmission of an RLC and MAC PDU respectively.

So it both allows the transmitter to send the beginning of the TB to PHY as soon as the grant has been received, but does not cause the receiver having to parse through the whole TB to extract the header-information.
This we believe should address the concerns from companies indicating that the UE must prepare the whole TB before feeding data to PHY. The benefits from LTE are at the same time kept, i.e. we have the following benefits:
· Low overhead even with low physical layer data rates.
· Low overhead even for services generating low data rates (e.g. VoIP)
· Very low signalling overhead for ARQ. Sequence number space does not increase with the L1 data rates
· The header-information is not interlaced with the data and a receiver can find the header-information with few memory accesses (one per RLC-entity)
One may also note that in LTE the transmitter was only able to start sending data to L1 and over the radio interface after completing the header in the beginning of the MAC PDU. Furthermore, the receiver could only process the received MAC PDU after having received the last octets with the CRC. By placing MAC and RLC headers at the end of the respective PDUs it is possible to speed up the transmitter processing without harming the receiver processing delay. 

	LG
	Header is no more “header” but is “tail”.
Concatenation is performed in both RLC and MAC, which is redundant.
The size of RLC SN+L is variable depending on how many RLC SDUs are concatenated. 



	MediaTek
	Even though the MAC layer may be able to send data to L1 earlier, the L1 layer may have to wait for the entire MAC PDU before beginning processing, so the gain may not be significant.

	Nokia
	Among other things, this exotic proposal would make the handling of padding interesting.

	CATT
	This alternative indeed solves the issue of not being able to start forwarding the MAC PDU to PHY before it is completed. The remaining issues from alt 1-3 are:

Assuming PDCP SN is present in the PDCP PDU, RLC SN is redundant hence not needed.

MAC and RLC headers related to the same SDU, although finalized at the same time, are distributed in different locations in the MAC PDU, which is implementation unfriendly.

	TCL
	Possible gain in transmission but we don’t see the gain in reception as the received must decode headers at the end of the PDU and make correspondence with SDUs at the beginning. Moreover, where to put MAC CEs? To us, implementation unfriendly as mentioned CATT

	Huawei, HiSilicon
	This alternative allows to start sending the beginning of MAC PDU to PHY, before concatenation is fully done. But the sending MAC PDU to PHY can’t proceed much, until LCP is done, except for the first PDCP PDU of the MAC SDU of the logical channel of the highest priority.

This alternative doesn’t worsen processing burden on the receiver side.

This seems to be the alternative having least downside.

	Interdigital
	We don’t see any specific advantage of this alternative compared to alternative 4.

We expect complexity at the receiver will be larger when trying to determine the location of the header.

	Intel
	Agree with MediaTek that PHY may need to get an entire MAC PDU for processing. Putting headers (trailer?) at the end might not be receiver friendly.

	Samsung
	1. This structure has duplicated functions in different two layers, i.e. concatenation in RLC and multiplexing in MAC and it does not allow the pre-processing of RLC and MAC layer due to concatenation.
2. Even though the header goes to the end of each PDU and MAC can early forward the beginning of MAC PDU for fast encoding, it still has some limitation as mention in the above, i.e. the benefit may not be big.
3. We wonder how the UE can find the beginning of each subheader when it starts to process the received MAC PDU from the end if the size of MAC subheader is variable.

	ZTE
	The RLC PDU is still generated based on the output of LCP, so the RLC/MAC header pre-computing is not possible. However, since the RLC/MAC header is located at tail, the MAC PDU can be delivered to PHY part by part before the whole MAC PDU is generated.

Compared to the LTE design, some advantages can be observed.

	Panasonic
	We agree with Interdigital. Furthermore we agree with LG that concatenation is performed in both RLC and MAC, which is redundant.

	NTT DOCOMO
	We are not so sure how the receiver side works since it cannot obtain the length information prior to the corresponding SDU. 

	
	

	
	

	
	


Comparison to LTE:

Processing:
Since the beginning of the TB contains data and does not depend on the LCP/multiplexing, the beginning TB can be sent to PHY directly when a grant is decoded which will speed up grant to transmission delay. This because the headers can be calculated in parallel while the data is forwarded to PHY, and the RLC and MAC headers can be added (and hence forwarded to PHY) towards the end of the transmission of an RLC and MAC PDU respectively
But one company thinks that even if the beginning of the TB does not depend on the LCP, MAC may anyway need to wait until the TB is completely built before it can be sent to PHY.

According to some companies this alternative doesn’t worsen processing burden on the receiver side, since the header information is not spread throughout the TB (as some other alternatives do). But some companies have a different view and think the receiver performance might suffer due to header information is in the end of the TB instead of the beginning.
SN:
Some company said that RLC SN is not needed since the PDCP SN can be reused.

Misc:

Some companies think it is redundant that both RLC and MAC does “concatenation”.

One company wonders how the UE can find the beginning of each subheader when it starts to process the received MAC PDU from the end if the size of MAC subheader is variable
One company wonders where padding would be placed with this alternative.

Alternative 9
In this alternative the RLC PDU header does not contain LI field which is inserted in front of each RLC SDU. However, this option does not actually aim to move concatenation from RLC to MAC but allow to pre-compute some L2 headers before UL grant reception. The MAC transmitter indicates in the MAC header the LCID and the length-field for the set of PDUs of each RLC-entity. It should be noted that as RLC does, MAC may also indicate L field in front of MAC SDU. RLC PDU segmentation will be performed in the same manner as for today.
A high level illustration of the resulting structure is as follows:
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Companies are invited to contribute to the analysis of impacts (positive or negative) of this alternative:

	Company
	Impact

	NTT DOCOMO
	In this option, LI field is inserted in front of the corresponding RLC SDU and  some RLC header can be computed before UL grant reception. Also, the concatenation itself may be potentially performed before UL grant reception since the related information is already included in LI field. Consequently, from RLC point of view, only the segmentation can be real-time processing.

Although this option may increase the L2 overhead in RLC as other options, ARQ can be performed in the same manner as for LTE today.



	Ericsson
	The only difference seem to be that the RLC L-fields are spread through the RLC PDU rather than combined in the beginning of the RLC PDU. This means that, similar to e.g. Alternative 3, the receiver needs to parse through the whole TB to extract the header info (L-fields) and it becomes an iterative process to process and therefore slows down decoding. But it seems also not transmitter friendly since the beginning of the TB depends on LCP/multiplexing so the transmitter cannot send anything to PHY prior to LCP/multiplexing.


Comparison to LTE:

Only two companies provided input for this alternative, see above.
3 Summary
In addition to the LTE baseline, nine alternatives have been discussed in this email discussion. Below is a high level summary of the discussion and some proposals which the rapporteur hopes are agreeable.
3.1 Processing

Alternative 3, 4 and (maybe) 6 are structured so that the header information is spread throughout the transport block in a way allowing the transmitter to pre-process at least the beginning of the transport block which may allow the transmitter to feed data from MAC to PHY shortly after the TB-size is known (or even at detection of a grant by the UE).
Some companies are concerned that, even though this is transmitter friendly, this would hurt the receiver since the receiver would need to parse through the whole transport block to extract the header information.

Alternative 1, 2, 5, 7 are structured so that some header information is spread through the transport block, while some header information is placed in the front of the transport block. Companies thinks this does not allow for pre-processing of the transport block and LCP/multiplexing may need to be performed prior to MAC is able to feed data to PHY. Hence this may not reduce processing requirements for the transmitter.
Also for these alternatives, some companies are concerned that, even though this is transmitter friendly, this would hurt the receiver since the receiver would need to parse through the whole transport block to extract the header information.

Alternative 8 has the same transport block structure, and the same functionality in the different L2-layers, as LTE. But the transmitter places the headers in the end of the transport block. Similar to alternative 3,4 and 6, this allows the transmitter to feed data from MAC to PHY shortly after the TB-size is known (or even at detection of a grant by the UE).

Since the header information is not spread through the transport block, some companies think this does not hurt the receiver. However, some other companies thinks it may be more complicated for the receiver to extract the header information if it is placed in the end of the transport block compared to in the front of the transport block.

Whether to divert from the LTE-baseline and adopt either an alternative where header information is spread throughout the TB () or is placed in the end of the TB needs further discussion. When deciding this we believe RAN2 should consider both the transmitter and the receiver performance.

Proposal 1 RAN2 should consider both the processing of both the transmitter and the receiver when evaluating whether to divert from the LTE-baseline TB structure.

From the input that companies have provided regarding processing it seems that Alternative 1, 2, 5, 7 are not preferred by most companies since they neither are transmitter friendly nor receiver friendly. We assume the following is agreeable:

Proposal 2 Alternatives with header info both in the front and interlaced with data should be avoided (like Alternative 1, 2, 5 and 7).

3.2 RLC SNs

Alternative 4, 5, 6, 7 lacks RLC SNs some companies think therefore that ARQ is not supported in RLC. Some companies think that ARQ can instead be done based on PDCP SNs. Some companies think that if this is the case ARQ will not work in a Dual Connectivity scenario where some PDCP PDUs are sent via one leg and other PDCP PDUs are sent via another leg. And as discussed in the previous RAN2 meeting; it is not feasible to do ARQ over a backhaul (which may become congested).
Further discussion is needed regarding the feasibility and details of potentially removing RLC SNs,

Proposal 3 If the NR UP-stack can work without RLC SNs and how this would impact processing performance and overhead needs further discussion in RAN2.

However, regardless of whether RLC SNs are used or not, we believe the following should be agreeable:

Proposal 4 ARQ shall work for split bearers.
Proposal 5 ARQ shall not be performed over a backhaul link.
3.3 L-fields

Some companies think overhead can be reduced by having only L-fields in one layer. Some companies think that in LTE, the L-fields in the RLC-header and the L-field in the MAC subheader have different purposes and are therefore not duplicated functionality; RLC L-fields are used for separating the RLC SDUs by the RLC receiver, and the L-field in the MAC subheader is used to separate different MAC SDUs so they can be sent to corresponding RLC-entities. Some companies think that it may be possible to remove L-fields from RLC or from MAC. RAN2 needs to discuss the feasibility and details of potentially removing L-fields from the RLC and MAC layer.

Proposal 6 If any L-fields can be removed and whether/how this impacts processing performance and overhead requires further discussion in RAN2.

The rapporteur assume the principle of layer isolation should still hold in NR though; i.e. that one layer shall only need to look at and act on header information of that particular layer. There have been some suggestions in this email discussion where the different layers look and act on the header information of another layer. For a clean design the rapporteur hope that layer violation will be avoided, so the rapporteur proposes and hopes that RAN2 can agree to the following:
Proposal 7 Each layer in the UP-stack only needs to look at and act on header information of that particular layer.
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