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1. Introduction

In this contribution, we consider the need for supporting SPS over the Un interface. We examine the potential benefits of using SPS to support efficient scheduling of the likely mix of traffic over the Un interface. Our analysis shows that there may be some marginal benefit of supporting SPS instead of purely dynamic scheduling, depending on the type of Donor-eNB scheduler. Additionally, we propose that for efficient scheduling of the likely mix of traffic over the Un, it is beneficial to allow the Donor-eNB scheduler the flexibility to allocate grants for multiple MAC PDUs for a given relay within a single subframe.
2. Background
In R8/R9, semi-persistent scheduling (SPS) grants are used to provide the UE a periodic (downlink or uplink) allocation of a given number of radio blocks at a given MCS. The periodicity of the SPS allocation is provided to the UE through RRC, using the SPS-Config IE [1]. The eNB can activate and release a configured SPS allocation to a UE by explicit indication through the PDCCH [2]. Once the SPS allocation has been activated, the eNB does not need to use PDCCH resources to explicitly indicate the allocation to the UE in the subsequent subframes corresponding to the configured SPS period. 
For UE transmissions, typically SPS allocations are used for traffic which arrives in fixed chunks at a known periodicity, such as VoIP. Consider a situation where the VoIP traffic forms a substantial portion of the total traffic in an R8/R9 cell. If the eNB used purely dynamic scheduling without SPS, then the transmission of every VoIP chunk would require use of PDCCH resources to signal the allocation to individual UEs. In such a situation, the PDCCH could become a bottleneck. Instead, if SPS is used for VoIP traffic, only the transmission of the first packet of a talk-spurt requires use of PDCCH resources to activate the SPS allocation, and subsequent VoIP packet transmissions during the talkspurt just use the periodic SPS allocations without the need for PDCCH. PDCCH allocations may also be needed when the talkspurt ends (to release the SPS allocation), or when the UE’s channel changes substantially (to modify the MCS and/or RB assignment), but these occur at a slower timescale than VoIP packet arrivals. Thus overall, by using SPS for VoIP traffic, the usage of PDCCH in a VoIP-heavy cell is considerably reduced. 

We note that if SPS were used for traffic that is not of a periodic, repeating pattern, then the eNB would have to frequently use PDCCH resources to indicate modifications to the allocations, thereby nullifying the benefit of reduced usage of PDCCH that SPS allocations are meant to provide. 
On the Un link, the (downlink or uplink) traffic between the Donor eNB and the RN consists of an aggregate of the traffic of all the UEs attached to the RN. This traffic is likely to consist of a mixture of periodic, fixed-size-chunk traffic like VoIP, and bursty data traffic. We consider the use of SPS for efficiently scheduling such traffic. 
3. Analysis of SPS for Un
We consider the following factors in analyzing the utility of SPS for Un: 

(a) Whether there is a potential need for SPS in order to reduce PDCCH utilization due to Un
(b) Whether the allocations over the Un have a periodic, fixed, repeating nature in terms of timing, MCS, and size of grant.
On the Un link, the (uplink or downlink) traffic is an aggregation of the traffic of all the UEs connected to the RN’s Uu link. The Un allocations provided by the Donor eNB’s scheduler will likely not be so small that only the traffic for an individual UEs one at a time can be transmitted. Rather, each Un allocation will likely be large enough to enable the transmission of traffic for multiple UEs. In Section 2, we noted that in the case of transmission of VoIP to UEs (rather than Un), without SPS, the PDCCH could potentially become a bottleneck since separate PDCCH resources have to be used individually for each UE. However, over Un, only a single PDCCH (or R-PDCCH) allocation is sufficient for a particular transmission irrespective of the number of UEs whose traffic is multiplexed into that allocation. Due to this, the PDCCH (or R-PDCCH) utilization is not likely to become a bottleneck for Un. Thus we note the following: 

Observation 1: PDCCH utilization due to Un is not likely to be heavy, hence there is no strong need for SPS to reduce PDCCH utilization for Un.
On the Un, since the Un subframe configuration for a given relay is likely to be a periodic pattern, the subframes in which a given relay receives Un scheduling allocations are also likely to have a periodic pattern. Further, since the relay is not assumed to be mobile, the channel between the Donor eNB and the relay can be assumed to be changing relatively slowly. Hence it is likely that a fixed MCS can be used over a relatively long period of time. Then the question remains whether the RBs assigned for the allocations of a given relay stay fixed, or will change unpredictably at each scheduling instance. This depends on what kind of traffic is carried in each allocation. To examine this, we consider two regimes of operation for the Donor eNB: 

Alternative 1: Within each Un allocation, a mix of bursty/data traffic and periodic/VoIP traffic is transmitted. 
Alternative 2: In a given Un allocation, the traffic that is transmitted is either only traffic with a periodic, repeating nature (e.g. VoIP), or traffic of a bursty nature. That is, the scheduling allocations strictly separate allocations for data traffic from the allocations for VoIP traffic. 

In schedulers of the Alternative 1 type, the size of the allocation of any particular grant will clearly not be predictable, given that it is a mixture of bursty data traffic and VoIP traffic. In this case, SPS will not have much value, since the size of the allocation will keep changing. In addition, we note that normally the scheduler would prefer to allocate a more aggressive MCS for data traffic, which is less delay sensitive. On the other hand, for VoIP-type traffic which is delay sensitive, the scheduler will try to reduce the delay due to HARQ retransmissions by choosing a more conservative MCS. In schedulers of the Alternative 1 type, since the allocations comprise a mix of data and VoIP traffic, the scheduler will likely try to use a more conservative MCS whenever the bulk of a particular transmission is expected to be VoIP, and a more aggressive MCS whenever the bulk of a particular transmission is expected to be data. Since the mix will likely change from subframe to subframe, the MCS used will also change, again making SPS less suitable for such schedulers. Thus we note the following.

Observation 2: For schedulers of the Alternative 1 type, SPS does not provide significant benefit.
We note that in general it seems like a good strategy for the scheduler to separate the transmission of delay-sensitive traffic from delay-tolerant traffic as in Alternative 2. As noted earlier, the scheduler will likely choose a different MCS for each type of traffic. Having each allocation consist of only traffic of one type as in Alternative 2 allows the scheduler to match the MCS to the type of traffic. In contrast, for schedulers of the Alternative 1 type, the scheduler will frequently face a situation where the MCS is not well-matched to the type of traffic. Thus schedulers of the Alternative 2 type are likely to be used for the Un. This is irrespective of whether SPS is used for the VoIP allocations or not. 

Observation 3: It is beneficial for the scheduler to be able to separate allocations of delay-sensitive traffic from delay-tolerant traffic, as in Alternative 2.

In schedulers of the Alternative 2 type, given that the scheduler is allocating grants for VoIP traffic separately from data traffic, it is possible that SPS allocations may be useful for the VoIP portion of the traffic. However, whether the benefit of SPS is significant depends on whether the amount of VoIP data that is pending at each transmission is relatively constant. Since the traffic is an aggregate of multiple UEs, each time a UE begins or ends a talk spurt, or a VoIP call begins or ends, the amount of VoIP data will change and is not constant. The variation depends on the traffic model for call arrivals and holding time, as well as the distribution of the duration of talk spurts. Thus the benefit of SPS would seem to be marginal, but needs further analysis for exact quantification based on the traffic model. An alternative is for the scheduler to use dynamic allocations and adjust each grant to fit the amount of pending data. As noted earlier, using purely dynamic scheduling for Un is not likely to lead to significant PDCCH overhead either. Thus we note the following.
Observation 4: For schedulers of the Alternative 2 type, SPS may provide some marginal benefit, but quantification of the benefit based on the VoIP traffic model is FFS.

In R8/R9, the eNB is allowed to transmit only a single MAC PDU to a given UE in a given subframe. If following this model for the Un transmissions as well, for schedulers of the Alternative 2 type, the allocations that deliver delay-sensitive traffic would have to be sent in separate subframes from the transmissions that deliver delay-tolerant traffic. For half-duplex relays, this would require that additional subframes be devoted to the Un, leaving fewer subframes available for the Uu. To avoid this inefficiency, we propose that in a given subframe, for a given relay, the Un transmission (uplink or downlink) be allowed to consist of multiple MAC PDUs. This would allow the Donor eNB’s scheduler the flexibility to choose the MCS appropriately for delay-sensitive as well as delay-tolerant traffic, constructing separate MAC PDUs for each type of traffic, without requiring additional Un subframes and sacrificing Uu subframes. The portion of resources allocated for VoIP traffic could use SPS, while allowing an additional MAC PDU consisting of data traffic to be sent in the same subframe as VoIP traffic, at a different MCS. 
Proposal 1: RAN2 should consider allowing multiple MAC PDUs to be sent in a given subframe for a given relay for Un uplink and downlink.

4. Concluding Remarks and Proposal
We have provided an analysis of the potential benefits of using SPS to support efficient scheduling of the likely mix of traffic over the Un interface. Our analysis shows that SPS does not provide significant benefit for Alternative 1-type schedulers, but there may be some marginal benefit of supporting SPS for Alternative 2-type schedulers. 
Additionally, we make the following proposal based on our analysis.

Proposal 1: RAN2 should consider allowing multiple MAC PDUs to be sent in a given subframe for a given relay for Un uplink and downlink.

We request RAN2 to consider this analysis in deciding the way forward.
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