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1. Introduction

In the RAN2 meeting #69bis, the following open questions were identified [1]: 
1) Is there a need to allow the network to configure the need for PHR per UL CC ?
2) PHR sent only on the concerning UL CC, or can also be sent on other UL CC ?

3) One set of PHR timers per UE, or different timers per UL CC
In this contribution we provide an analysis for these questions. 

In Section 2, we consider the scenarios identified by RAN2 for carrier aggregation, and find that there may be a need to support per-UL-CC PHR in some scenarios. 

In Section 3, we examine the implications of not allowing a PHR for one CC to be sent on another CC, and find that in some situations, this could result in a substantial degradation of throughput. We discuss the pros and cons of allowing the PHR for one UL CC to be sent on a different UL CC. 

In Section 4 we examine what timers and variables the UE needs to maintain to support power headroom reporting. Since it has been agreed that all UL CCs will be in a single band, we propose that one dl-PathlossChange configuration parameter is sufficient.  If it can be agreed that the UE reports PHR for all CCs in the same subframe, then there is only a need for one periodicPHR-Timer and one prohibitPHR-Timer, otherwise per-UL-CC timers may be needed.
2. Are per-UL-CC PHRs needed?

In [3, Appendix X.1], the scenarios of interest for carrier aggregation are depicted. In scenario 3, the sector antennas of carrier F1 are oriented differently from the sectors of carrier F2. A UE which aggregates carriers F1 and F2 could potentially see different path losses from the two carriers, even if F1 and F2 are in the same band, given the different antenna patterns of F1 and F2. Although [3, Appendix X.1] points out that the “Likely scenario (is) when F1 and F2 are of different bands”, it is still possible that a deployment could use scenario 3 with F1 and F2 in the same band. Thus in scenario 3, with intra-band F1 and F2, the UE could see different path losses from F1 and F2.
In scenario 4, remote radio heads are used to provide throughput at hotspots with a carrier F2, while carrier F1 is used to provide macro coverage. In this scenario, it is clear that the UE will see different path losses on F1 and F2. Once again, although it is noted in [3 Appendix X.1] that “Likely scenario when F1 and F2 are of different bands”, it is possible that such a deployment could be used with intra-band carriers as well. 

In scenario 5, frequency selective repeaters are deployed for one of the carriers (F2). Again in this case, the UE will see different path loss estimates for F1 and F2.

On the other hand, in scenario 1, with intra-band uplink CA, the UE will likely see a common path loss estimate for F1 and F2. 

If the UE is likely to see different path loss estimates on F1 and F2, it appears reasonable to ask the UE to report a PHR value per UL CC. On the other hand if the path loss estimates for all CCs are identical, then reporting per-CC PHRs unnecessarily increases overhead. Note that the UE a priori does not know which of the scenarios is in operation, so the UE cannot autonomously determine whether or not to maintain per-UL-CC path loss estimates and to report per-UL-CC PHRs. However, the eNB does know which scenario is in operation, so it appears reasonable for the eNB to configure this at the time of configuring a UL CC. We assume that the UE must always maintain path loss estimate for the UL PCC, so this configuration is only needed for the UL SCCs. We also note that for reporting per-UL-CC PHRs, it is a pre-requisite that the UE should have the capability of maintaining a separate path loss estimate for each configured UL CC. However, the need for reporting PHRs separately per-UL-CC should be configured by the eNB.
Proposal 1a: UE shall have the ability to maintain a separate path loss estimate for each configured UL CC.
Proposal 1b: When configuring a UL SCC, the eNB should notify the UE whether to maintain a separate path loss estimate and report PHR for that UL SCC. 
Assuming that separate PHR reporting is needed for one or more UL SCCs, we now turn to the second of the open questions listed above.
3. On what CC to report PHR?
In TS36.321 [2, section 5.4.6], several PHR triggers are defined. We focus on the following one: 
prohibitPHR-Timer expires or has expired and the path loss has changed more than dl-PathlossChange dB since the transmission of a PHR when UE has UL resources for new transmission;

We assume that such a trigger will also apply to the case of uplink carrier aggregation. That is, when a UE has multiple UL CCs configured, when the path loss on a carrier has changed by more than dl-PathlossChange, the UE will trigger a PHR. We examine what happens after such an event has resulted in triggering a PHR. Once the PHR has been triggered, at the subsequent UL grant, the UE will try to send the PHR based on the MAC PDU construction rules defined in TS36.321 [2, section 5.4.3.1]. 
Consider the situation where a particular configured UL CC (say CC1) for the UE has a high path loss compared to another configured UL CC (say CC2), and this has been indicated to the eNB through previous PHRs. Such unequal path loss situations can arise in Scenarios 2, 3, and 4 as described in [3, Appendix X.1]. It is quite possible then that the eNB will not provide the UE any uplink grants for CC1, but will keep giving uplink allocations only on CC2. Now suppose that after some time (greater than the prohibitPHR-Timer) the path loss on CC1 improves by more than dl-PathlossChange. The UE will trigger a PHR for CC1, and will look for an uplink transmission opportunity to send the PHR. 

Suppose the UE is restricted to sending PHR for a particular UL CC only through uplink allocations received for the same UL CC. In this situation, the eNB may keep giving the UE allocations on CC2 based on the previous PHRs, and due to the above restriction, the UE will be unable to send the new triggered PHR indicating improved path loss on CC1. This situation will cause the UE to be restricted to CC2 despite having improved channel conditions on CC1, resulting in degraded throughput for the UE. This condition may potentially persist for a substantial length of time, since the eNB may continue to not give the UE allocations on CC1 which would allow it to report the new PHR.
We note that in R8/R9 also, a UE can only report PHR when it gets an uplink grant. Thus it is possible for the UE to be stuck without reporting PHR if it does not get an uplink grant. However, this is likely to happen only if the UE is not actively doing data transfer, in which case the PHR is less important in the first place. In R8/R9, in the UE is actively doing data transfer, the eNB will keep giving the UE PUSCH grants, and the UE will not get stuck being unable to report a PHR. In contrast to R8/R9, the situation pointed out above could lead to a UE being unable to report an improved PHR while actively doing data transfer.
Instead, if the UE were allowed to report the PHR for CC1 on the uplink allocations received for CC2, then after the new PHR for CC1 has been triggered, the UE would be able to report this PHR for CC1 through its allocations on CC2. The eNB would know about the improved path loss on CC1 soon after the PHR was triggered, even if it does not provide the UE an uplink grant for CC1. This would result in the eNB granting uplink allocations for the UE on CC1 with an appropriate MCS corresponding to the new PHR, resulting in improved throughput for the UE.

Alternatively, the eNB can potentially provide grants on CC1 to the UE just in case the UE has a triggered PHR – essentially polling for PHR. However, such grants could be wasteful when the UE does not have a triggered PHR. 

Supporting the ability for the UE to report PHR for one UL CC on a different UL CC will require a modification to the PHR format, for example for indicating the identity of the carrier for which PHR is being reported. Motorola does not believe that such specification impact is large. 

Based on this, Motorola proposes the following. 

Proposal 2: If Proposal 1 is agreed, it should be allowed for the UE to report PHR for one UL CC through a PUSCH transmission on a different UL CC.

We now turn to the third question identified above.
4. PHR Variables and Timers
To support power headroom reporting, a Rel-8/9 UE uses the following variables and timers: one dl-PathlossChange variable, one periodicPHR-Timer, and one prohibitPHR-Timer. In the following we examine some aspects that are relevant to determine what variables and timers are needed to support Carrier Aggregation. 
The variable dl-PathlossChange allows the eNB to impose a hysteresis to avoid the UE sending PHRs for small changes in the path loss. It has been agreed that in uplink, only intra-band carrier aggregation is prioritized. If all the carriers are in the same band, it is reasonable to assume that the path loss exponents are the same, so the rates at which path loss will change will be similar for all carriers (even if the actual path loss values are different). Based on this, a common value of dl-PathlossChange appears to be sufficient. However, we note that if (per Proposal 1) the eNB configures the UE to report maintain separate path loss estimates per UL CC, then the UE should apply the dl-PathlossChange PHR trigger condition to each of these UL CCs separately. 
Proposal 3: The UE is configured with one dl-PathlossChange configuration parameter value.

On the question of prohibitPHR-Timer and periodicPHR-Timer, the question of whether one timer per UE is sufficient or per-UL-CC timers are needed depends on whether per-CC PHR reporting is allowed. If the UE does not report per-UL-CC PHRs, then clearly only one pair of per-UE prohibitPHR-Timer and periodicPHR-Timer is sufficient. In the following we assume we that per-UL-CC PHR reporting is possible.

Since the timers are reset when the UE sends a PHR, the question of per-UE timers or per-CC timers depends on whether the PHRs for different CCs are sent together. We identify two alternatives: 

Alternative 1: When a PHR for any one CC is triggered, the UE sends PHRs for all CCs in the same TTI. 

Alternative 2: When a PHR for any one CC is triggered, the UE sends PHR(s) only for the triggered CC(s). In this case PHRs for all CCs are not necessarily sent in the same TTI.

In Alternative 1, since all PHRs are sent in the same TTI, per-UE (rather than per-UL-CC) timers are sufficient. When the UE sends the PHRs, it restarts the prohibitPHR-Timer and periodic-PHR-Timer, and the procedures described in R8/R9 can continue to apply for the timers. The downside of Alternative 1 is increased overhead, since multiple PHR reports will each take up space. Moreover, since the PHR is lower than the BSR in the order of priority for constructing MAC PDUs [2, Section 5.4.3.1], it is possible that all PHRs cannot be fit into a single uplink grant. In this case the behaviour of the UE will need to be specified.
In Alternative 2, if only per-UE prohibitPHR-Timer is used, then there would be an ambiguity about when to restart the prohibitPHR-Timer if the UE transmits a PHR for one CC but not for other CCs. If the timer is restarted right away, it may prevent a significant pathloss change on another CC from being notified expeditiously to the eNB. Hence in this case it appears useful to maintain a per-UL-CC prohibitPHR-Timer. For periodicPHR-Timer, when the timer expires, the reasonable behaviour would be that the UE should report PHR on all configured CCs. If the UE can report them all in the same TTI (as in Alternative 1), then there is no ambiguity as to when the timer should be restarted. However, if the UE is not able to report all in the same TTI (e.g. because of inadequate UL grant), then there is potentially an ambiguity in when the timer should be restarted. One possible way is to restart as soon as the first of the PHRs is sent out, another alternative would be to restart after all the PHRs is sent out, etc. 

Thus although Alternative 2 has less overhead than Alternative 1, the complexity of the UE in terms of maintaining timers will increase.

We note that even if there is a separate prohibitPHR-Timer maintained per UL CC, the value of the timer for each UL CC can be configured per UE, i.e. there is no need for a separate value to be configured for each CC. Similarly the value of the periodicPHR-Timer can be configured per-UE rather than per-UL-CC.
Proposal 4:  RAN2 should discuss Alternative 1 (send PHRs for all CCs in the same TTI) and Alternative 2 (send only per-CC PHR when triggered) when deciding whether to support per-UE or per-UL-CC prohibitPHR-Timer and periodicPHR-Timer.
5. Concluding Remarks and Proposals
Proposal 1a: UE shall have the ability to maintain a separate path loss estimate for each configured UL CC.
Proposal 1b: When configuring a UL SCC, the eNB should notify the UE whether to maintain a separate path loss estimate and report PHR for that UL SCC.
Proposal 2: If Proposal 1 is agreed, it should be allowed for the UE to report PHR for one UL CC through a PUSCH transmission on a different UL CC.
Proposal 3: The UE is configured with one dl-PathlossChange configuration parameter value.

Proposal 4:  RAN2 should discuss Alternative 1 (send PHRs for all CCs in the same TTI) and Alternative 2 (send only per-CC PHR when triggered) when deciding whether to support per-UE or per-UL-CC prohibitPHR-Timer and periodicPHR-Timer.
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