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1
Introduction
The logical channel prioritisation mechanism specified for Rel-8 was made on the basis that only a single grant can be received for a TTI, with carrier aggregation multiple grants can be received for a TTI and, consequently, the specification should be revisited to see if changes are required. This Tdoc attempts to identify the issues that will need to be considered and some proposals are made.
2
Discussion
The Rel-8 logical channel prioritisation mechanism was designed to meet the requirement that uplink capacity should be assigned to logical channels so that channel PBR is met in priority order after which any remaining capacity is assigned to channels in priority order. In order to avoid unnecessary segmentation, it was decided that it was not necessary to meet the PBR requirement within each TTI.

The mechanism adopted [1] was to specify the use of a modified token bucket mechanism coupled with rules, the most important of which indicates that an RLC SDU should not be segmented unless the transport block capacity forces it. The modification made to the token bucket method was to allow negative bucket content thereby preventing insufficient tokens from forcing segmentation of an RLC SDU or preventing the filling of a transport block. The mechanism effectively trades meeting PBR over a longer time period for a reduction in segmentation overhead.

The working of the resulting logical channel prioritisation mechanism could be summarised as follows:-
· Logical channels with an assigned PBR accumulate tokens at the PBR rate each TTI.

· When a grant is received, the highest priority logical channel with >0 tokens can utilise the capacity of the grant to include an RLC SDU or to fill the whole grant if it has insufficient capacity. The PBR bucket for the channel is decremented by the number of tokens used. If capacity remains it is made available to the next highest priority channel with tokens >0.
· If, after all logical channels with tokens >0 have been served, a grant or part of a grants capacity is unused, the capacity is made available to the highest priority channel that has data available. The token bucket for the carrier is not decremented by the capacity that is used i.e. it is permitted to exceed the PBR.
· Where the UE has a BSR (excluding padding BSR) or PHR scheduled then these have priority over logical channel data except for CCCH data. 

The procedure also applies when the grant is an SPS grant.

2.1
Basis of prioritisation when there are multiple grants
The existence of multiple grants for a TTI opens the possibility of alternative approaches to allocating resources to logical channels, for example, different QoS could be provided on particular CCs and particular logical channels could be given priority for those channels overruling the Rel-8 priority rules. However, it is believed that this is not the intention and that the same principles that have been used in Rel-8 are to be applied to all of the grants available within the TTI i.e.
Where multiple grants are available within a TTI, the resources available are allocated to logical channels on the basis of first meeting PBR in channel priority order after which available capacity is allocated in channel priority order i.e. logical channels are not linked to specific grants (CCs or SPS) for priority access. PBR need not be met within a TTI in order to minimise segmentation overhead.
This does not exclude the possibility that the order in which grant capacity is processed will indirectly result in highest priority data being mapped to particular CCs. Consequently it is proposed that:-

P1:
RAN2 confirms that where multiple grants are available for a TTI, logical prioritisation is based on the same prioritisation principles as have been used in Rel-8.
It is assumed that, if carrier aggregation is configured, but only one grant is provided, logical channel prioritisation would behave as in Rel-8.

2.2
Logical channel prioritisation with multiple grants
The presence of multiple grants for a TTI requires that the existing Rel-8 description should be extended to indicate how the additional grants are to be handled. In writing the Rel-8 specification it was decided to avoid specifying for corner cases and allow implementations flexibility in handling the details of prioritisation. 

One way of extending the Rel-8 logical channel prioritisation mechanism to take account of multiple grants would be to:-

1.
Apply the existing Rel-8 logical channel prioritisation procedure to each grant independently and in sequence.

This approach could be simple from a standards perspective since it may only be necessary to add a sentence indicating that the Rel-8 procedure applies to each grant. MAC PDU content should bear a strong relation to that to be expected with Rel-8 prioritisation and single grants albeit with some compression in time. Implementations might form each MAC PDU immediately after the content of each grant is decided or delay the formation until after the content of all grants have been decided. What is decided regarding BSR content and transmission may have an influence on what is possible.
One criticism that might be made of a serial application of Rel-8 rules is that, where a logical channel is allocated resources in separate grants, firstly on the basis of fulfilling PBR and secondly on the basis of using capacity not needed for PBR, there could be sub-optimal segmentation. The following simple diagram illustrates the issue. Allocation 1 might be considered as resulting from serial application of Rel-8 rules, whereas allocation 2 might be considered better.  
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However, the additional overhead is small and, it is suggested, does not provide a reason for rejecting the serial processing of grants. Allocation 2 might be arrived at directly if an additional rule were added allowing, for example, a logical channel to take the whole capacity of a grant provided that the capacity due to the next highest priority channel with tokens >0 can be met by grants that have not yet been processed. 

A second approach could be to:-

2.
Apply the Rel-8 logical channel prioritisation procedure to the total capacity of the grants. A second stage maps the capacity assigned to each logical channel to the MAC PDUs of each grant. 

This approach could require greater standardisation effort than serial processing, since some description of the rules for mapping logical channel grants to MAC PDUs may be required. It might be expected that the overall prioritisation behaviour of the method could be similar to treating the grants in sequence, although the inefficient allocation problem of allocation 1 above would be avoided. The method would also prevent an RLC SDU being segmented at a MAC PDU boundary if the bucket is empty of tokens at the boundary which might occur with serial processing, however, this could be viewed as a corner case of little consequence i.e. the residual part should be transmitted in the next TTI. 
Further approaches might be found in changing the details of how prioritisation is applied to grants, in sequence or collectively, for example, or trying to ensure that all logical channels with PBR buckets are >0 are served within every TTI.  

It is suggested that each of the methods 1 and 2 may result in a similar behaviour regarding capacity allocated to particular logical channels within a TTI and overall there may be little difference in header overhead. However, in writing the standard for Rel-8 effort was made to avoid specifying UE operation in detail at least in part to avoid having to describe corner cases. Therefore it is proposed that:-

P2:

RAN2 should discuss a way forward regarding specifying how multiple grants should be handled for logical channel prioritisation. Whether it is necessary to specify a particular implementation or whether a more general approach, such as text indicating that Rel-8 principles should be applied to each of the grants might be sufficient.
2.3
BSR content and transmission
In Rel-8 a grant will contain a BSR if a regular or periodic BSR has been triggered or if padding space can contain a short or long BSR plus its sub-header. A BSR contains the buffer status after the MAC PDU has been formed and a MAC PDU should not contain more than one BSR. 
Where more than one grant is available for a TTI it is assumed that Rel-8 principles continue to apply as far as is appropriate, however, at least the following new issues must be addressed:-

a. What should the content of the BSR reflect, the buffer status after the content of all MAC PDUs has been decided or the buffer status after the MAC PDU that contains the BSR has been decided?
b. In what grant or grant(s) should a triggered (rather than a padding) BSR be transmitted?

c. What grants should contain a padding BSR and, if padding BSRs are indicated for more than on MAC PDU, are all required to be transmitted? Must all BSRs contain the same buffer status.
With respect to questions a. and b. it is proposed that one solution could be:-

1. A triggered or padding BSR contains the status of the buffers when the content of all of the MAC PDUs available for the TTI have been decided.

2. A triggered BSR results in a single MAC BSR CE that is included in a single MAC PDU. The MAC PDU used is selected by the UE not specified by the standard.

The basis for these proposals is that the buffer status after the content of all MAC PDUs has been decided is the measure that is likely to be of most use to the eNB and to provide intermediate buffer status reports may be of little value and adds complexity. Unless there is some way to distinguish between them triggered and padding BSRs must have the same content. Transmitting a BSR, other than a padding BSR, in more than one grant would waste capacity and, although some redundancy is introduced, it is suggested that this may not justify the capacity loss. Permitting the UE to select the grant that contains the BSR may aid efficient filling of transport blocks and enable certain implementation options e.g. the serial processing of grants, where the final buffer status may not be available until the content of each grant is decided.
With respect to c, logical channel prioritisation for multiple grants may create situations where, under Rel 8 rules, more than one grant should include a padding BSR. In practice the final grant processed is the most likely to contain criteria that meet a padding BSR, however, scenarios where more than one MAC PDU fulfils the criteria seem possible. It could be questioned whether there is any value in transmitting more than one BSR within a TTI.
It is possible to identify at least the following alternatives relating to padding BSRs:-

3a.
Padding BSRs could be permitted to indicate an intermediate buffer status if that is all that is available. The eNB would then be required to estimate the final buffer status adding complexity.

  b
Padding BSRs could be required only for the last grant processed. This might result in no less of an update rate than in Rel-8 and the final status BSR would be available which would allow flexibility regarding when MAC PDUs are formed. 
  c
Padding BSRs could be required in any MAC PDU where Rel-8 rules indicate it should be present, provided that the final status BSR is available. This would allow flexibility regarding when MAC PDUs are formed and may, for some implementations, result in speculative BSRs being transmitted in more TTIs than for option b; however, whether this would be a significant increase is not clear.
  d
It could be required that the UE always provides a final status padding BSR in all MAC PDUs where Rel-8 rules indicate it should be present. This could restrict when MAC PDUs are formed. It could be questioned whether there is any gain in providing multiple copies of a padding BSR within a TTI.
In each case other than b, it could be questioned whether there is any significant gain from having more than one BSR transmitted in a TTI.

P3:
RAN2 should discuss the content and transmission of BSR when there are multiple grants available for a TTI and decide if any of the proposals 1, 2 and 3a to 3d can be agreed.

2.4
Sequence order for the processing of grants
If grants are processed sequentially, the order in which the grants are processed may have an influence on the transfer quality experienced by certain logical channels if the QoS associated with the several grants or the size of the grants differs significantly. 

If the Rel-8 prioritisation procedure is applied to a sequence of grants it might be expected that the first grants processed will be assigned the highest priority data and subsequent grants lower priority data. However, because fulfilling PBR has the highest priority it is also possible that a lower priority bearer, with PBR tokens > 0, would be served by the first grant processed and a higher priority bearer, with PBR tokens < 0, would be served by a grant that is processed later as is illustrated in the figure of section 2.3. Consequently, the application of the Rel-8 prioritisation may not result in a consistent mapping of logical channels to grants. A possible exception to this might be the case of a highest priority bearer that has a data rate that is equal to or less than its PBR, in this case it seems possible that the bearer should always be mapped to the first grant that is served.

It does seem possible that, in general, the highest priority data would be mapped to the earliest grants processed and it may be preferable for the highest priority data to be mapped to the grants that offer the best QoS. The QoS of of each uplink CC might be separately configured by the eNB or reflect changing radio conditions. It therefore seems possible that RAN2 may need to consider whether:-

· The order in which the grants are processed, or if the sum of the grants is processed as a single unit, the order in which data is assigned to grants, is specified to the UE e.g. by configuration, or,

· The order in which grants is fixed in the standard,

· The order in which grants are processed is left to UE implementation.

If it is decided that the UE is informed of the order in which grants are to be processed, then the method of signalling the order to the UE would also need to be decided e.g. whether at RRC or at MAC level, and if at RRC level whether only on carrier aggregation configuration/ re-configuration or in some other way.
3
Conclusion

This Tdoc has reviewed the topics that may need to be considered when uplink scheduling is revised to take account of the existence of multiple grants for a TTI as a result of carrier aggregation. The following proposals have been made:-

P1:
RAN2 confirms that where multiple grants are available for a TTI, logical prioritisation is based on the same prioritisation principles as have been used in Rel-8/9.

P2:

RAN2 should discuss a way forward regarding specifying how multiple grants should be handled for logical channel prioritisation. Whether it is necessary to specify a particular implementation or whether a more general approach, such as text indicating that Rel-8 principles should be applied to each of the grants might be sufficient.
P3:
RAN2 should discuss the content and transmission of BSR when there are multiple grants available for a TTI and decide if any of the proposals 1, 2 and 3a to 3b can be agreed.
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