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1 Introduction
At the last RAN plenary, a CR to the MAC specifications was approved with a small number of outstanding issues to be resolved before the March RAN plenary [1].  The outstanding issues can be summarized as follows:
· E-TFC selection procedure when a HARQ retransmission is on-going on one of the activated uplink frequency;
· Determination of the happy bit power-limit criterion;
· Calculation of the pre-allocated power for non-scheduled MAC-d flows.

In this contribution, we address these outstanding issues.
2 Discussion
2.1 E-TFC selection when retransmissions are ongoing

One of the remaining open issues is how to perform E-TFC selection when a retransmission is ongoing.  

In the last meeting it was proposed to perform power splitting all the time regardless of whether the UE is performing a retransmission or not.  Then once the power is split according to the serving grant a check is performed:
· The power allocated to the frequency undergoing retransmission is less than the actual power required for the retransmission :
If the above condition is met the power split procedure shall allocate the same power as required by the retransmission to that frequency.  
Then the frequency with new transmission is allocated the remaining power (prior to pre-allocation in Step 1 above) minus the retransmission power. That is, the pre-allocated power for the non-scheduled flows is reset to zero”
We believe that this approach has a number of potential issues and is adding unnecessary complexity to the specifications and to the UE.  Using this approach the UE is unnecessarily performing the following three computations:
· Pre-allocating power for non-scheduled transmissions (since at the end the pre-allocated power will be reset anyways).
· Splitting power, since the power split is recalculated again later on
· Checking if allocated power is less than the power required for the retransmission.  The power required for a retransmission should be transparent to the MAC and remain in the lower layers.  
This approach also has the disadvantage that the UE can be wasting power, if the power allocated to the carrier performing the retransmission is higher than the power required for the retransmission

During the email discussion, a preference from some companies was expressed on a second solution.  The second solution consists of simply subtracting the power required for the retransmission, Pretx, from total remaining power.  This was also in line with the agreement that when a retransmission is ongoing the UE performs legacy E-TFC selection.  This second proposal would essentially results in the same outcome as proposal one for a number of different scenarios without performing all the three unnecessary steps and avoiding unnecessary power waste.  This proposal also does not require the MAC to maintain the power required for a retransmission.  Indeed, this procedure when a retransmission is ongoing can be isolated to the 25.133 specs and from the UE perspective E-TFC selection on the one carrier is performed just as Release 6 single carrier procedure. 
Therefore, we propose that when a retransmission is ongoing, the other carrier is always allocated the remaining power.  This simplifies implementation and allows the other carrier to take advantage of the full power.

As it was pointed out in the e-mail discussion, the disadvantage of the second proposal is that the UE will always declare happiness on the retransmitting frequency since it will only allocate Pretx power to that carrier.
An analysis of the two proposals and the happy bit setting is described below in table 1.  The following terminology is used throughout the analysis and the assumption that the UE has a full buffer is made:
Pi = Power allocated to carrier i according to power split formula

Pf,i = Final power allocated to carrier i

Psg,i = Power required to transmit the full SG on carrier i

Pretx = Power required for the retransmission

Premaining = Power available for E-DCH

The UE is power limited when Psg,1 + Psg,2 > Premaining.  

When the UE is power limited, then P1 < Psg,1 and P2 < Psg,2 and when it is not power limited then P1 => Psg,1 and P2 => Psg,2
Table 1 – analysis of happy bit setting with the two different proposals
	Case
	Condition on power 
	Power allocated with first proposal
	Power allocated with second proposal 
	Happy bit with proposal 1 
	Happy bit with proposal 2
	Comments

	1
	Power limited (e.g. (Psg,1 + Psg,2) >Premaining)

P1 < Pretx 


	Initial power split P1, P2.
P1< Pretx therefore recalculation performed:

Pf,1 = Pretx
Pf,2 = Premaining – Pretx
	Pf,1 = Pretx
Pf,2 = Premaining - Pretx

	C1 = always happy (Pf,1 < Psg,1 )
C2 = always happy (Pf,2<Psg,2)
	C1 = always happy

C2 = always happy
	Same outcome.
C2 is always happy in both cases Pf,2 < Psg,2 since P2 < Psg,2 and Pf,2 = P2 – (Pretx –P1)

	2
	Power limited (e.g. (Psg,1 + Psg,2) > Premaining)

P1 > Pretx

	Pf,1=P1 (but Pretx<Pf,1 used)

Pf,2=P2
	
	C1 = happy (UE not transmitting up to SG)

C2 = happy
	C1 = always happy 

C2 = happy or unhappy, if P1 – Pretx + P2 > Psg,2 
	Same outcome on happy bit setting but not on power allocation. However, power is not wasted on P2 with proposal 2 and the UE may actually have the opportunity to declare unhappy on carrier 2 if power still remains

	3
	Not Power limited ((Psg,1 + Psg,2) <= Premaining)  

P1 < Pretx 


	Initial power split P1, P2.

P1< Pretx therefore recalculation performed:

Pf,1 = Pretx
Pf,2 = Premaining – Pretx
	
	C1 = always happy

C2 = may be unhappy (depends on sg2)
	C1 = always happy 

C2 = may be unhappy (depends on sg2)
	Same outcome

	4
	Not Power limited ((Psg,1 + Psg,2) <= Premaing)  

P1 > Pretx 


	Pf,1=P1
Pf,2=P2
	
	C1 = unhappy (if Pretx >=Psg,1) 

C1 = happy if (Pretx < Psg,1) 

C2 = unhappy 
	C1 = always happy

C2 = always unhappy
	With proposal 2, the UE may sometimes (only when Pretx >= Psg,1) set the happy bit to “happy”, while with proposal 1 it will set it to unhappy.


As seen from the analysis above, according to the second approach the power is always allocated the same way when a retransmission is ongoing, as opposed to the first approach, where the power allocation and split depends on the different scenarios.  

Additionally, in the second case, where P1 > Pretx, if the power is always split first as in the first approach, the UE ends up wasting power on the carrier where is a retransmission is ongoing.  

The forth case, where the UE is not power limited and P1 > Pretx, is the only case where the UE might end up setting the happy bit to “happy”, even if power is still available and the UE is transmitting up to SG.  IT must be noted that even within the fourth case this incorrect happy bit setting will only occur if Pretx >=Psg,1. 

However, in this particular sub-case of scenario 4 regardless of the outcome in carrier 1, carrier 2 will still declare unhappy since the UE has enough power available.  This will mean that the network is still being notified that the UE has enough power available and can increase the grant in that carrier.  Knowing that the UE is performing a retransmission in carrier 1 it can even increase the grant in carrier 1.  We do not think this issue is critical since first of all the network is aware that the UE is performing a retransmission and the UE will be able to correctly report the happy bit when it is transmitting a new transmission in the next TTI(s).
Furthermore, having different ways of allocating the power in case of a retransmission, as is the case of the first approach, will cause additional unpredictability in the network side.  If there is only one ways of allocating power for a retransmission , as is the case for the second approach, the network can predict how the UE is going to behave and therefore can interpret the meaning of the happy bit.   

Lastly, we believe that the setting of one happy bit in one particular scenario when a retransmission is ongoing should not be driving the design and complexity of E-TFC selection.  

Additionally, the second criteria associated the happy bit setting when a retransmission is ongoing, even in Release 6, can be seen as a implementation choice, given that the specification state:

In order to assess if it has enough power available to transmit at higher data rate the UE shall:

1)
If MAC-i/is is configured, identify the E-TFC that has a transport block size at least 32 bits larger than the transport block size of the E-TFC selected for transmission in the same TTI as the Happy Bit. Otherwise, identify the E-TFC that has a transport block size at least x bits larger than the transport block size of the E-TFC selected for transmission in the same TTI as the Happy Bit, where x is the smallest RLC PDU size configured among all the logical channels that do not belong to non-scheduled MAC-d flows and which have data in the buffer; and

2)
Based on the same power offset as the one selected in E-TFC selection to transmit data in the same TTI as the Happy Bit, check that the identified E-TFC is supported i.e. not blocked.

E-TFC selection during a retransmission does not take place at the particular TTI and therefore how exactly the UE evaluates this condition is left to implementation.  
Proposal 1 : When one retransmission is ongoing in one carrier the UE shall allocate the remaining power to the other carrier and perform the legacy E-TFC selection on the other carrier, without having to perform non-scheduled power pre-allocation and power split.
Proposal 1a: This procedure should be specified in 25.133 and remain transparent to the MAC.  
2.2 Non-scheduled MAC-d flows power pre-allocation

Currently, prior to splitting the power for scheduled transmissions, the UE pre-allocates power for non-scheduled transmissions.  The current specification state:

The power pre-allocated for non-empty non-scheduled MAC-d flows. The amount of power pre-allocated for a non-empty non-scheduled flow shall be the minimum of the power necessary to transmit data up to the non-scheduled grant for this flow, and the power necessary to transmit all the data in the queue for this flow taking into account the power offset for a transmission of the HARQ profile of the MAC-d flow with the highest-priority among “non-scheduled” non-empty MAC-d flows. The total power pre-allocated to non-scheduled MAC-d flows shall not exceed FFS [12].
According to this specification it is not clear which flows should be taken into account when preallocating power.  Given that there is a multiplexing restriction in the flows that can be transmitted together we believe that only those flows should be taken into account, otherwise power will be unnecessarily wasted.  
Since the power offset used to calculate the power required to transmit all non-scheduled flows is that of the highest priority non-scheduled MAC-d flow, we propose to consider the non-scheduled MAC-d flows that are in the multiplexing list of the highest priority non-scheduled MAC-d flow.  
Proposal 2: Pre-allocate power for the non-empty non-scheduled flows that can be multiplexed with the highest priority MAC-d flow. 

The second FFS in this section pertain to the maximum power that the UE can pre-allocate for non-scheduled transmissions.   If the UE just calculates the power of the non-scheduled transmissions at the beginning and provides this power to 25.133, we do not think that it is necessary to specify a maximum limit in the MAC itself.  25.133 can ensure that the power is not exceeded when Premaing,s (the remaining power for scheduled transmitted) is calculated.   Therefore, we propose that we do no specify anything further in the MAC, and thus remove the last sentence. 

The power pre-allocated for non-empty non-scheduled MAC-d flows that are allowed to be multiplexed together according to the multiplexing list of the highest priority non-scheduled MAC-d flow. The amount of power pre-allocated for a non-empty non-scheduled flow shall be the minimum of the power necessary to transmit data up to the non-scheduled grant for this flow, and the power necessary to transmit all the data in the queue for this flow taking into account the power offset for a transmission of the HARQ profile of the MAC-d flow with the highest-priority among “non-scheduled” non-empty MAC-d flows. 
3 Conclusion

Proposal 1 : When one retransmission is ongoing in one carrier the UE shall allocate the remaining power to the other carrier and perform the legacy E-TFC selection, without having to perform non-scheduled power pre-allocation and power split.

Proposal 1a: This procedure should be specified in 25.133 and remain transparent to the MAC.  
Proposal 2: Pre-allocate power for the non-empty non-scheduled flows that can be multiplexed with the highest priority MAC-d flow. 
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