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1. Introduction

This document analyses the potential architectures for Relay nodes in LTE with particular emphasis on the header overhead aspects over Un interface.
2. References

[1] draftR2-095391 draft TR36.806
[2] R2-093935 referred to as 4a (but this is different from alternative 4 in [1])

[3] R2-093680 referred to as 4b
[4] R2-094824

[5] R2-094307
[6] RFC4995

3. Background

There are several proposals for architectures for incorporating relay nodes into LTE.  They fall into two main groups.

3.1. Alternatives 1, 2 and 3
Alternatives 1, 2 and 3 are grouped together in the TR [1].  There are differences between the alternatives but they are all based on the relay acting like a UE.  There is an S-GW/P-GW pair for the UE and one for the relay node.  The GTP tunnel carrying the user’s data is carried by the GTP tunnel for the relay.  Thus, over the Un reference point, there is a lot of overhead – PDCP carries IP/UDP/GTP/user IP/user other headers/data.  
A number of suggestions are made for how to compress the headers within PDCP to reduce the overhead.  In particular, tdocs [4] and [5] discuss some possibilities.  These will be discussed further in section 4.
3.2. Alternative 4
Two variants of alternative 4 have been proposed (4a in [2] and 4b in [3]) which have been combined into alternative 4 in the TR [1].
The principle of alternative 4 is that the S1-U is terminated at the donor eNB rather than the relay.  The donor eNB transmits the data in PDCP as it would for a UE.  The relay receives the data and retransmits it to the relevant UE.  The DeNB acts as a proxy for S1-AP and forwards it on to the relay node.  Depending on the mapping between EPS bearers, Un radio bearers and Uu radio bearers, it may be necessary for the Un radio bearer to include a UE identifier so that the relay node knows to which UE to send the data.
4. Header Compression in PDCP
RObust Header Compression (ROHC) [6] is used in the PDCP layer to reduce the overhead of the IP and transport headers.  A number of profiles have been defined in the IETF and a subset can be used in PDCP.  Header compression is particularly important when the payload of user data is small e.g. voice data, or non-existent e.g. TCP acknowledgements for bulk transfer.

From the architectures discussed above there are two possible U-plane protocol stacks on the Un interface that would require compression which are discussed in the following subsections.

4.1. Alternatives 1, 2 and 3
In this case the protocol stack within PDCP has an outer part (the GTP tunnel) and an inner part (the contents of the GTP tunnel).  Using an 8byte GTP header makes the assumption that the GTP sequence number is not in use.
[image: image1.emf]IPv4/v6

20/40b

UDP 

8b

GTP

8b

IPv4/v6

20/40b

UDP

8b

RTP

12b

Voice data

c.30b

76/96/116 bytes overhead c. 30 bytes data


Figure 1: Protocol stack for Voice over IP over GTP
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Figure 2: Protocol stack for TCP acknowledgements over GTP

The overhead introduced by the tunnelling is high and a number of possibilities for how to address this in terms of header compression have been put forward in [4] and [5].  An analysis of each of the proposals is given here, including the advantages and disadvantages.  Additional options are also considered.

4.1.1. Compress the entire header chain

This suggestion is put forward in section 3.1 of [4] and is very similar to option 2) suggested in [5], using one profile and corresponding context identifier.  [4] suggests that the resulting header size would be 11 bytes split according to Figure 3, assuming large context identifiers (CIDs)
  and UDP checksum in use.
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Figure 3: Estimate of compression of entire header chain from [4]
The detail of the derivation is not given but it is assumed that this is the minimum compressed header size (assuming a well behaved flow
) rather than the average
 and that the bytes in question are the following:
ROHC PT Hdr: 1 byte which is the equivalent of a UO-0 format containing format identifier, 3-bit CRC and the compressed sequence number and 2 bytes for the CID

Compressed outer part: 2 bytes of IP-ID and 2 bytes of UDP checksum

Compressed GTP-U: it is not clear exactly what these bytes would be; it is our assumption that the GTP header would compress to zero bytes as follows:
the version field would be static, the flags would be zero (assming an 8 byte GTP header as in [4]) so that could be the default, the message type would be static to fit this profile (it is assumed that error and echo messages would not contain user data), the length would be inferred and the TEID would be static and part of the flow definition.  If the sequence number were in use, this could possibly be correlated to the RTP sequence number and so would still not be 2 bytes.

Compressed inner part: 2 bytes of UDP checksum

So the minimum would, in actual fact, be 9 bytes as shown in Figure 4.
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Figure 4: Revised estimate of compression of entire header chain

For TCP, the compressed inner IP/TCP header (again assuming a well behaved flow
) would be a total 4 bytes – 2 for the scaled acknowledgement number and 2 for the TCP checksum.  Thus the minimum would be 11 bytes.  Changing the inner stack to TCP has the same impact for all the other options and so will not be discussed further.
Advantages:

The main advantage of this approach is that the correlation between any fields can be taken account of.  In particular, a flow can be defined by the IP addresses (outer and inner), port numbers (outer and inner) and the TEID.  If the GTP sequence number were to be used it would potentially correlate with the RTP sequence number and could also be well compressed.
The other advantage is that only one compression cycle, context identifier and ROHC packet identifier is needed, minimizing the overhead when compared to two independent compressions.  
Disadvantages:

The big disadvantage of this option is that there is no ROHC profile defined to compress the protocol stacks in question, so a new one would have to be defined for each set of inner protocols.

This could, and probably should, be done in the IETF to avoid defining a non-IETF ROHC profile and polluting the profile identifier space.  However, the work would need to be adopted by the ROHC working group and the pace of the IETF is partly dependent on the level of support for the work.  The ROHC working group is in the process of deciding whether to re-charter or conclude with the latter looking more likely.  That does not mean that more profiles cannot be written but the level of support in the IETF for doing so is, at the moment, very low.
An alternative is to produce the profile in 3GPP but that would also require time, effort and expertise.

4.1.2. Compress the outer and inner headers separately, excluding GTP
This is suggestion 3.2 in [4] and does not require any further standardization in the IETF.  The outer header (the IP and UDP headers) would be compressed using the ROHC IP/UDP profile.  The inner headers would be compressed independently using the relevant ROHC profile (IP/UDP/RTP or IP/TCP).  

[4] states that it assumes large CID (2 bytes) for both the outer and the inner compression.  As for the overall compression, there would be 1 byte identifying the ROHC packet type and 2 bytes of CID.  This should apply to both the outer and the inner compressions, but the figure from [4] only shows a 1 byte ROHC PT header for the inner compression.
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Figure 5: Estimate of two levels of compression from [4]
Because the outer headers are compressed separately from the inner headers, correlation between the outer IP-ID and the sequence number in the ROHC PT header can be assumed so the compressed outer part is only 2 bytes not 4 (as in section 4.1.1).
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Figure 6: Revised estimate of two levels of compression

As is correctly pointed out in [4], there is currently no GTP packet type for a ROHC compressed header so this would need to be added to GTP.
Advantages:

The major advantage of this approach is that it uses existing ROHC profiles and so does not require further compression standardization effort in the IETF or in 3GPP.

Disadvantages:

The GTP header is not compressed so there still 8 bytes of overhead.  Additionally, there are now two ROHC headers with the CID overhead so this scheme is not quite as efficient as compressing the entire header chain in one go.  

There will be two compression processes rather than one.  This does add additional overhead but a well implemented compressor should be able to perform a compress/decompress cycle in a small number of microseconds.  The IP/UDP profile is simpler than IP/UDP/RTP and so compression should be faster.  There are trade-offs that can be made between resulting header size and processing efficiency.  Thus, the additional compression cycle should not cause a problem.

A new packet type would need to be defined for GTP.
4.1.3. Compress the outer and inner headers separately, including GTP

This is put forward as solution 1) in [5] and assumes extension of ROHC v1.  In fact it is likely that any new profile would be written using the formal notation and so although it would be the first version of a profile, it would be using the ROHCv2 style.  It is similar to that in section 4.1.2 but includes compressing the GTP header.  Based on the analysis of the GTP header in section 4.1.1, this is more efficient than excluding GTP because the GTP header can be compressed to zero bytes.  However, it requires the definition of a new ROHC profile for IP/UDP/GTP, which as discussed in section 4.1.1 requires effort from the IETF or 3GPP.  The resulting compressed header would be as shown in Figure 7.
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Figure 7: Two levels of compression including GTP header
Advantages:

The GTP header is compressed to zero bytes.
Disadvantages:

A new ROHC profile is needed.  This could potentially have slightly more complexity in the GTP part than the profile for compressing the entire chain because it could be able to compress any GTP message, not just the ones carrying a specific payload.
There are still two ROHC headers and two compressors.  As the GTP header is relatively simple, the outer compression should require similar processing efficiency to that for IP/UDP discussed in section 4.1.2.
4.1.4. Compress just the outer headers, excluding GTP

This solution included for completeness.  It is simply to use the existing ROHC IP/UDP profile to compress the outer two headers.  The result would be as shown in Figure 8.
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Figure 8: Outer headers compressed

Advantages:

No additional profiles needed and no changes to GTP.
Disadvantages:

This solution is not very efficient.
4.1.5. Strip the outer headers, excluding GTP

This is suggested in section 3.3 of [4].  An alternative to header compression is header stripping.  In this case any essential information in the headers is transmitted out of band, namely via dedicated signaling that will need to be specified in the specifications, and then the headers are simply stripped at the sender (the donor eNB in this case) and recreated at the receiver (the relay node).  However, it is believed that the information carried in the outer IP header are not essential and could be recreated arbitrarily by the RN without the need of dedicated signaling.  In case of absence of IP header information signaling, the recreation will produce headers that are different from the original.  For example, the IP-ID, TTL and TOS fields may be different.  For IP packets to be forwarded on, this is very unhelpful.  For the last IP-hop, this presents less of a problem, although could still cause confusion if trying to debug errors.   Even the IP addresses received would be different from those sent.
The resulting headers would be 13 bytes in length as shown in Figure 9.  Note this is again 2 bytes longer than stated in [4] because the CID is missing from the inner compression (as in section 4.1.2).
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Figure 9: Revised estimate with header stripping

The statement in [4] is that PDCP would need to be altered to simply skip the GTP header and then perform compression as normal.  This could be done but would mean that the bytes in the protocol stack were being treated out of order.  It would also mean that GTP is carrying a header type that is not defined.  This could be done as it is proprietary and defined at both ends.
A cleaner solution would be for PDCP to know that it was carrying GTP and for a new packet type to be defined for GTP (as discussed in section 4.1.2).

Advantages:

No new ROHC profiles needed.
Disadvantages:

Transparency of the outer headers is lost – the headers recreated at the relay node will not be identical to those received at the donor eNB.

Some additional specification is required in GTP and/or PDCP to account for the GTP header.

4.1.6. 3GPP Compression

This is posed as solution 3) in [5]; however it is not clear exactly what is meant by this.  It appears to be compressing the outer headers (including GTP) using a proprietary protocol and the compressing the inner headers using ROHC.  The stated advantage is that ROHC is not involved at all, but the stated disadvantage is the need to define a whole new compression protocol.  It is not clear what benefit this would give over writing a ROHC profile for IP/UDP/GTP as discussed in section 4.1.3.

4.2. Alternative 4
In this case PDCP carries IP/UDP/RTP or IP/TCP would be carried in PDCP in the same way as it is over the Uu interface.  There would be 40/60 bytes of overhead as shown in the inner parts of Figure 1 and Figure 2.  The headers could be compressed in the same way as on the Uu interface as shown in Figure 10.
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Figure 10: Compressed overhead for alternative 4a
It is assumed that the relay node would decompress and recompress the headers to keep the compression at the same point in the network as for an ordinary eNB.  If this were not done, there would be additional complexity required to cope with a UE handing over to a different relay node. Additionally it is expected that some form of UE id would be required over Un to distinguish UEs. As C-RNTI is 16 bits, this UE id over Un could be 16 bits or even less and this should be included as corresponding header overhead.
Advantages:

There is no additional overhead from the GTP tunnel because it does not exist.

Disadvantages:
The relay node would decompress the headers and then recompress them to send over the Uu interface at a cost of a small number of microseconds.  However, this would also be the case for any solution for Architecture A which involves compression of the inner headers. 
5. Summary

Table 2 in the appendix provides a comparison of all the options discussed above.

A summary of the options considered most feasible is provided here.  It is based on the trade-off between efficiency and standardisation effort.

	
	Alternatives 1, 2 & 3
	Alternative 4

	
	Separate comp excl GTP
	Header stripping
	Separate comp incl GTP
	

	Initial header size
	76/96/116 bytes
	76/96/116 bytes
	76/96/116 bytes
	40/60 (+ 2 for UE ID) bytes

	Minimum compressed header size
	18 bytes
	13 bytes
	10 bytes
	5 bytes  (possibly plus 2 bytes UE identifier)

	Standardization effort required
	Low - new packet type for GTP
	Low - PDCP needs to know about GTP
	High - new ROHC profile
	Low - depending on mapping of Un to Uu RABs, UE identifier may be needed

	Other comments
	Double compression – should not present problem
	Transparency not maintained
	Double compression – should not present problem
	


Table 1: Comparison of efficiency and standardization effort
6. Appendix

Whether there is a need to define a new ROHC profile will depend on the architecture and approach to header compression that is taken.  
The complexity of defining a new profile would depend on whether it was a profile for the entire header chain or an IP/UDP/GTP profile.  In either case effort would be needed.  The ROHC working group in the IETF is preparing to conclude so the required effort would probably need to come from 3GPP.   There would then be an interesting question about whether the profile should be published through the IETF (possible even if the ROHC working group has concluded) to ensure the profile name space is consistent.

	
	Alternatives 1, 2, 3
	Alternative 4

	
	Overall comp
	Separate comp excl GTP
	Separate comp incl GTP
	Outer only
	Header stripping
	3GPP comp
	

	Header overhead
	76/96/116 bytes
	76/96/116 bytes
	76/96/116 bytes
	76/96/116 bytes
	76/96/116 bytes
	76/96/116 bytes
	40/60 (+ 2 for UE ID) bytes

	Minimum header size
	9 bytes
	18 bytes
	10 bytes
	53 / 73 bytes
	13 bytes
	??
	5 (+ 2 for UE ID) bytes

	% of uncomp (IPv4/6)
	12% / 8%
	24% / 16%
	13% / 9%
	70% / 63%
	17% / 11%
	??
	13% / 8% (16% / 11% - including UE ID)

	New ROHC profiles needed
	1 per inner header stack
	No
	IP/UDP/ GTP
	No
	No
	No
	No

	#Compressors needed
	1
	2
	2
	1
	1
	??
	1

	Inner headers decommpressed  then recompressed at relay node
	Yes
	Yes
	Yes
	No
	Yes
	Yes
	Yes

	GTP alteration needed
	No
	ROHC packet type 
	No
	No
	Possibly ROHC packet type
	No
	No

	PDCP alteration needed
	Additional ROHC profile
	No
	Additional ROHC profile
	No
	Possibly to skip GTP hdr
	No
	No

	Compression transparent
	Yes
	Yes
	Yes
	Yes
	No
	Yes
	Yes


Table 2: Comparison of Header Compression Options for Alternatives 1, 2, 3 and 4
7. Conclusion

The paper provides an overview and analysis of a number of header compression solutions for the four architectures currently available and compared the header overhead.

It is proposed that the following section is added to the current RAN2 TR 36.806:

------------------------------------------Proposed Text------------------------------------------
X. Header Compression in PDCP for Relay Architectures and Header Overhead
RObust Header Compression (ROHC) [6] is used in the PDCP layer to reduce the overhead of the IP and transport headers.  A number of profiles have been defined in the IETF and a subset can be used in PDCP.  Header compression is particularly important when the payload of user data is small e.g. voice data, or non-existent e.g. TCP acknowledgements for bulk transfer.

From the architectures discussed above there are two possible U-plane protocol stacks on the Un interface that would require compression which are discussed in the following subsections.

X.1 Alternatives 1, 2 and 3
In this case the protocol stack within PDCP has an outer part (the GTP tunnel) and an inner part (the contents of the GTP tunnel).  Using an 8byte GTP header makes the assumption that the GTP sequence number is not in use.
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Figure 1: Protocol stack for Voice over IP over GTP
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Figure 2: Protocol stack for TCP acknowledgements over GTP

The overhead introduced by the tunnelling is high and a number of possibilities for how to address this in terms of header compression have been put forward in [4] and [5].  An analysis of each of the proposals is given here, including the advantages and disadvantages.  Additional options are also considered.

X.1.1 Compress the entire header chain

This suggestion uses one profile and corresponding context identifier.  The detail of the derivation is not given but it is assumed that this is the minimum compressed header size (assuming a well behaved flow
) rather than the average
 and that the bytes in question are the following:

ROHC PT Hdr: 1 byte which is the equivalent of a UO-0 format containing format identifier, 3-bit CRC and the compressed sequence number and 2 bytes for the CIDs

Compressed outer part: 2 bytes of IP-ID and 2 bytes of UDP checksum

Compressed GTP-U: it is not clear exactly what these bytes would be; it is our assumption that the GTP header would compress to zero bytes as follows:
the version field would be static, the flags would be zero (assuming an 8 byte GTP header) so that could be the default, the message type would be static to fit this profile (it is assumed that error and echo messages would not contain user data), the length would be inferred and the TEID would be static and part of the flow definition.  If the sequence number were in use, this could possibly be correlated to the RTP sequence number and so would still not be 2 bytes.

Compressed inner part: 2 bytes of UDP checksum

So the minimum would, in actual fact, be 9 bytes as shown in Figure 3.
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Figure 3: Estimate of compression of entire header chain

For TCP, the compressed inner IP/TCP header (again assuming a well behaved flow) would be a total 4 bytes – 2 for the scaled acknowledgement number and 2 for the TCP checksum.  Thus the minimum would be 11 bytes.  Changing the inner stack to TCP has the same impact for all the other options and so will not be discussed further.
Advantages:

The main advantage of this approach is that the correlation between any fields can be taken account of.  In particular, a flow can be defined by the IP addresses (outer and inner), port numbers (outer and inner) and the TEID.  If the GTP sequence number were to be used it would potentially correlate with the RTP sequence number and could also be well compressed.

The other advantage is that only one compression cycle, context identifier and ROHC packet identifier is needed, minimizing the overhead when compared to two independent compressions.  

Disadvantages:

The big disadvantage of this option is that there is no ROHC profile defined to compress the protocol stacks in question, so a new one would have to be defined for each set of inner protocols.

This could, and probably should, be done in the IETF to avoid defining a non-IETF ROHC profile and polluting the profile identifier space.  However, the work would need to be adopted by the ROHC working group and the pace of the IETF is partly dependent on the level of support for the work.  The ROHC working group is in the process of deciding whether to re-charter or conclude with the latter looking more likely.  That does not mean that more profiles cannot be written but the level of support in the IETF for doing so is, at the moment, very low.

An alternative is to produce the profile in 3GPP but that would also require time, effort and expertise.

X.1.2 Compress the outer and inner headers separately, excluding GTP

This does not require any further standardization in the IETF.  The outer header (the IP and UDP headers) would be compressed using the ROHC IP/UDP profile.  The inner headers would be compressed independently using the relevant ROHC profile (IP/UDP/RTP or IP/TCP).  

For the overall compression, there would be 1 byte identifying the ROHC packet type and 2 bytes of CID (assuming large CIDs).  This should apply to both the outer and the inner compressions

Because the outer headers are compressed separately from the inner headers, correlation between the outer IP-ID and the sequence number in the ROHC PT header can be assumed so the compressed outer part is only 2 bytes.
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Figure 4: Revised estimate of two levels of compression

There is currently no GTP packet type for a ROHC compressed header so this would need to be added to GTP.

Advantages:

The major advantage of this approach is that it uses existing ROHC profiles and so does not require further compression standardization effort in the IETF or in 3GPP.

Disadvantages:

The GTP header is not compressed so there still 8 bytes of overhead.  Additionally, there are now two ROHC headers with the CID overhead so this scheme is not quite as efficient as compressing the entire header chain in one go.  

There will be two compression processes rather than one.  This does add additional overhead but a well implemented compressor should be able to perform a compress/decompress cycle in a small number of microseconds.  The IP/UDP profile is simpler than IP/UDP/RTP and so compression should be faster.  There are trade-offs that can be made between resulting header size and processing efficiency.  Thus, the additional compression cycle should not cause a problem.

A new packet type would need to be defined for GTP.

X.1.2 Compress the outer and inner headers separately, including GTP

This is assumed to be an extension of ROHC v1.  In fact it is likely that any new profile would be written using the formal notation and so although it would be the first version of a profile, it would be using the ROHCv2 style.  It is similar to that in section X.1.2 but includes compressing the GTP header.  Based on the analysis of the GTP header in sectionX.1.1, this is more efficient than excluding GTP because the GTP header can be compressed to zero bytes.  However, it requires the definition of a new ROHC profile for IP/UDP/GTP, which as discussed in section X.1.1 requires effort from the IETF or 3GPP.  The resulting compressed header would be as shown in Figure 5.
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Figure 5: Two levels of compression including GTP header

Advantages:

The GTP header is compressed to zero bytes.

Disadvantages:

A new ROHC profile is needed.  This could potentially have slightly more complexity in the GTP part than the profile for compressing the entire chain because it could be able to compress any GTP message, not just the ones carrying a specific payload.

There are still two ROHC headers and two compressors.  As the GTP header is relatively simple, the outer compression should require similar processing efficiency to that for IP/UDP discussed in section X.1.2.
7.1.1. Compress just the outer headers, excluding GTP

This solution included for completeness.  It is simply to use the existing ROHC IP/UDP profile to compress the outer two headers.  The result would be as shown in Figure 6.
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Figure 6: Outer headers compressed

Advantages:

No additional profiles needed and no changes to GTP.

Disadvantages:

This solution is not very efficient.

7.1.2. Strip the outer headers, excluding GTP

An alternative to header compression is header stripping.  In this case any essential information in the headers is transmitted out of band, namely via dedicated signaling that will need to be specified in the specifications, and then the headers are simply stripped at the sender (the donor eNB in this case) and recreated at the receiver (the relay node).  However, it is believed that the information carried in the outer IP header are not essential and could be recreated arbitrarily by the RN without the need of dedicated signaling.  In case of absence of IP header information signaling, the recreation will produce headers that are different from the original.  For example, the IP-ID, TTL and TOS fields may be different.  For IP packets to be forwarded on, this is very unhelpful.  For the last IP-hop, this presents less of a problem, although could still cause confusion if trying to debug errors.   Even the IP addresses received would be different from those sent.

The resulting headers would be 13 bytes in length as shown in Figure 7.  
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Figure 7: Estimate with header stripping

It could be possible to alter PDCP to simply skip the GTP header and then perform compression as normal.  This could be done but would mean that the bytes in the protocol stack were being treated out of order.  It would also mean that GTP is carrying a header type that is not defined.  This could be done as it is proprietary and defined at both ends.

A cleaner solution would be for PDCP to know that it was carrying GTP and for a new packet type to be defined for GTP (as discussed in section X.1.2).

Advantages:

No new ROHC profiles needed.

Disadvantages:

Transparency of the outer headers is lost – the headers recreated at the relay node will not be identical to those received at the donor eNB.

Some additional specification is required in GTP and/or PDCP to account for the GTP header.

X.2 Alternative 4
In this case PDCP carries IP/UDP/RTP or IP/TCP would be carried in PDCP in the same way as it is over the Uu interface.  There would be 40/60 bytes of overhead as shown in the inner parts of Figure 1 and Figure 2.  The headers could be compressed in the same way as on the Uu interface as shown in Figure 8.
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Figure 8: Compressed overhead for alternative 4a
It is assumed that the relay node would decompress and recompress the headers to keep the compression at the same point in the network as for an ordinary eNB.  If this were not done, there would be additional complexity required to cope with a UE handing over to a different relay node. Additionally it is expected that some form of UE id would be required over Un to distinguish UEs. As C-RNTI is 16 bits, this UE id over Un could be 16 bits or even less and this should be included as corresponding header overhead.
Advantages:

There is no additional overhead from the GTP tunnel because it does not exist.

Disadvantages:
The relay node would decompress the headers and then recompress them to send over the Uu interface at a cost of a small number of microseconds.  However, this would also be the case for any solution for Architecture A which involves compression of the inner headers. 

X.3 Summary
A summary of the options considered most feasible is provided here.  It is based on the trade-off between efficiency and standardisation effort.

	
	Alternatives 1, 2 & 3
	Alternative 4

	
	Separate comp excl GTP
	Header stripping
	Separate comp incl GTP
	

	Initial header size
	76/96/116 bytes
	76/96/116 bytes
	76/96/116 bytes
	40/60 bytes

	Minimum compressed header size
	18 bytes
	13 bytes
	10 bytes
	5 bytes 

	Standardization effort required
	Low - new packet type for GTP
	Low - PDCP needs to know about GTP
	High - new ROHC profile
	Low - depending on mapping of Un to Uu RABs, UE identifier may be needed

	Other comments
	Double compression – should not present problem
	Transparency not maintained
	Double compression – should not present problem
	


Table 1: Comparison of efficiency and standardization effort

Whether there is a need to define a new ROHC profile will depend on the architecture and approach to header compression that is taken.  
The complexity of defining a new profile would depend on whether it was a profile for the entire header chain or an IP/UDP/GTP profile.  In either case effort would be needed.  The ROHC working group in the IETF is preparing to conclude so the required effort would probably need to come from 3GPP.   There would then be an interesting question about whether the profile should be published through the IETF (possible even if the ROHC working group has concluded) to ensure the profile name space is consistent.

	
	Alternatives 1, 2, 3
	Alternative 4

	
	Overall comp
	Separate comp excl GTP
	Separate comp incl GTP
	Outer only
	Header stripping
	3GPP comp
	

	Header overhead
	76/96/116 bytes
	76/96/116 bytes
	76/96/116 bytes
	76/96/116 bytes
	76/96/116 bytes
	76/96/116 bytes
	40/60 +2 (UE ID) bytes

	Minimum header size
	9 bytes
	18 bytes
	10 bytes
	53 / 73 bytes
	13 bytes
	??
	5 +2 (UE ID) bytes

	% of uncomp (IPv4/6) 
	12% / 8%
	24% / 16%
	13% / 9%
	70% / 63%
	17% / 11%
	??
	13% / 8%  (16% / 11% - including UE ID)

	New ROHC profiles needed
	1 per inner header stack
	No
	IP/UDP/ GTP
	No
	No
	No
	No

	#Compressors needed
	1
	2
	2
	1
	1
	??
	1

	Inner headers decommpressed  then recompressed at relay node
	Yes
	Yes
	Yes
	No
	Yes
	Yes
	Yes

	GTP alteration needed
	No
	ROHC packet type 
	No
	No
	Possibly ROHC packet type
	No
	No

	PDCP alteration needed
	Additional ROHC profile
	No
	Additional ROHC profile
	No
	Possibly to skip GTP hdr
	No
	No

	Compression transparent
	Yes
	Yes
	Yes
	Yes
	No
	Yes
	Yes


Table 2: Comparison of Header Compression Options for Alternatives 1, 2, 3 and 4

Even though this comparison only regards header overhead over Un interface it needs to be mentioned that increasing IP packet size due to the additional headers may also increase the IP segmentation in the transport layer.(i.e, GW <-> GW and S1 UP). Thus, this issue will need to be considered when 3GPP will take a decision on the architecture alternative to choose.
� The context identifier is agreed between the compressor and decompressor  and tells the decompressor which profile to use to decompress the header and which stored context to decompress it against.  Large CIDs can be 1 or 2 bytes so we assume 2 bytes for throughout this document.


� IP-ID in step with RTP sequence number and no large breaks in TCP timestamp (either due to codec or lack of silence suppression).  Even so, there will be packets where an additional byte is needed.


� It is harder to analytically establish the average size because it depends on the behaviour of the flow, the configuration of the ROHC implementations and the versions of the profiles in use. If the IP-ID or other fields are less well behaved, there will occasionally be a need to send an additional byte or two.  The average is expected to be no more than a byte larger than the minimum.  If the IP-ID is random, the minimum for the inner headers will be 2 bytes larger.  


� IP-ID in step with master sequence number and no change in the TCP window.  For TCP a non-well behaved flow may have a larger impact on the average size of the header but this should still be at the level of a few bytes.


� IP-ID in step with RTP sequence number and no large breaks in TCP timestamp (either due to codec or lack of silence suppression).  Even so, there will be packets where an additional byte is needed.


� It is harder to analytically establish the average size because it depends on the behaviour of the flow, the configuration of the ROHC implementations and the versions of the profiles in use. If the IP-ID or other fields are less well behaved, there will occasionally be a need to send an additional byte or two.  The average is expected to be no more than a byte larger than the minimum.  If the IP-ID is random, the minimum for the inner headers will be 2 bytes larger.  


� The context identifier is agreed between the compressor and decompressor  and tells the decompressor which profile to use to decompress the header and which stored context to decompress it against.  Large CIDs can be 1 or 2 bytes so we assume 2 bytes for throughout this document.
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