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1. Introduction

Measurement gaps exist for RRC_CONNECTED UE to identify and measure inter-frequency and/or inter-RAT cells. RAN4 in [2] section 8.1.2.1 states “

During the monitoring gaps the UE:

· shall not transmit any data 

·  is not expected to tune its receiver on the E-UTRAN serving carrier frequency

“

It is not very clear what “data” refers to and so far RAN2 has made some decisions regarding UE MAC behaviour during measurement gaps (later simply referred to as “gaps”), some cases have not yet been discussed/defined/agreed. We try to look at various cases, evaluate the options and propose a way forward.  A MAC CR is provided in Annex A.
Also RAN1 has sent RAN2 an LS [1] on that matter and we should remember to respond at RAN2#63.
2. Discussion
2.1. Assumptions

Gaps are assigned by eNB in response to some measurement event. UE can signal whether gaps are required to perform measurements on each supported E-UTRA radio frequency band and on each supported RAT/band combination. Therefore we can work under the assumption that when gaps are configured, UE needs most of them to perform measurement. 

Gaps are configured with RRC and likely RRC will specify a maximum processing time for that procedure. It is understood that the MAC may be configured by RRC with the gaps at any time before the maximum processing time, and therefore the eNB must handle this case.

2.2. DL-SCH

2.2.1. Dynamic allocation 

There are two cases:

1. DL-SCH happens before the gap and the UL Ack/Nak feedback collides with the gap. 


a. It seems this should be allowed as it allows better utilization of the 3 subframes before a gap and more scheduling flexibility. 

b. Proposed UE behaviour (Proposal 1)
i. process DL-SCH received before gap (buffer HARQ data)

ii. do not send Ack/Nak feedback occurring during gap
iii. UE must be prepared to handle subsequent retransmissions for that process (HARQ state)
2. DL-SCH happens during a gap:

a. By definition UE does not process PDCCH or PDSCH during a gap
b. Proposed UE behaviour (Proposal 2)
i. never processes PDCCH or DL-SCH occurring during gap nor send corresponding UL Ack/Nak 
2.2.2. Semi-Persistent allocation 

The eNB may want to re-allocate the DL-SCH and UL Ack/Nak resource colliding with the gap to another UE. Again two cases are of interest:
3. DL-SCH happens before the gap and the Ack/Nak feedback collides with the gap. 


a. It seems this should be allowed as it allows better utilization of the 3 subframes before a gap and more scheduling flexibility. 

b. Proposed UE behaviour (Proposal 3)
i. process DL-SCH received before gap (buffer HARQ data)

ii. do not send Ack/Nak feedback occurring during gap

iii. UE must be prepared to handle subsequent retransmissions for that process (HARQ state)

4. SPS DL-SCH happens during a gap:

a. By definition UE does not process PDCCH or PDSCH during a gap
b. However the semi-persistent grant (for first transmission) is “received” by HARQ with current MAC spec. 

c. Therefore we propose this UE behaviour (Proposal 4)
i. never processes “real PDCCH” or DL-SCH occurring during gap nor send corresponding UL Ack/Nak
ii. The SPS “UE generated” DL assignment however is received by MAC. 

iii. No DL-SCH reception occurs with respect to the UE generated DL assignment
iv. UE must be prepared to handle subsequent retransmissions for that process (HARQ state)
2.3. UL-SCH

2.3.1. Dynamic allocation 

There are two cases

5. PDCCH occurs before the gap and corresponding UL-SCH falls in the gap. Applies to new transmissions and retransmissions
a. While this may not be a much desired eNB behaviour it simplifies eNB implementation to allow it and it also seems important to specify UE behaviour in such case. 
b. For simplicity of the specification it seems better to process the grant as any other grant but then cancel the colliding UL-SCH transmission and regard it as NAK’ed. 
c. Therefore we propose this UE behaviour (Proposal 5)
i. UE cancels the UL-SCH first transmission or retransmission and regards it as NAK’ed.

6. PDCCH for UL-SCH occurs during gap

a. By definition UE does not process PDCCH during gap

b. Proposed UE behaviour (Proposal 6)
i. Never processes PDCCH nor transmit on PUSCH during gap 
2.3.2. Semi-Persistent allocation 

The eNB may want to re-allocate the semi-persistently allocated UL-SCH resource during a gap to another UE, and know that UE in gap will not use it. Two cases
7. SPS UL-SCH occurs before a gap and the DL Ack/Nak feedback collides with the gap. 


i. This is already allowed, and already have a rule that UE will consider feedback falling in gap as Ack

ii. (Proposal 7: no-op but numbered to preserve numbering alignment)

8. UL SPS occasion for first transmission happens during a gap:

a. By definition UE does not process PDCCH or PDSCH during a gap
b. However the semi-persistent grant (for first transmission) is “received” by HARQ with current MAC spec. 

c. Therefore we propose this UE behaviour (Proposal 8)
i. The SPS “UE generated” UL grant is received by MAC. 

ii. UE cancels the UL-SCH first transmission or retransmission and regards it as NAK’ed.

iii. Subsequent (adaptive or non-adaptive) retransmissions for the transmission that was cancelled can occur

2.3.3. TTI bundling

Thanks to LS [3] it is now clear that TTI bundling is applicable to TDD (configurations 0, 1, and 6) and FDD with bundle size set to 4. There are three cases of interest for gaps and TTI bundling
9. End of bundle collides with gap. 
a. Cancelling the whole bundle would not be desirable as the link budget is likely already limited

b. Similar to UL-SCH rules above, no UL-SCH transmission can occur during gap, so the end of bundle is cancelled

c. For FDD and TDD, there are cases where the Ack/Nak may be received after the gap. Naturally when the Ack/Nak can be received, the UE should follow that indication. 

d. When transmission is cancelled and the Ack/Nak cannot be received there are two existing MAC rules that collide. What gives?

i. Cancel UL-SCH and use last feedback (NAK or no last feedback)
ii. When Ack/Nak (for the bundle) cannot be received, consider ACK is received 
e. Given that some transmission(s) (just before gap) have already occurred, considering the bundle NAK’ed would often lead to un-necessary retransmissions. It is more efficient to suspend until eNB requests retransmission if needed. Also taking into account that a single PDCCH is required for a whole bundle, the extra PDCCH load for that case is limited.
f. Therefore we propose this UE behaviour (Proposal 9)
i. Transmit part of bundle that does not overlap with gap (the beginning)
ii. Cancel the part that overlaps (the end)
iii. If Ack/Nak for last ‘intended’ TTI of the bundle can be received, use it 
iv. If Ack/Nak also collides with the gap, consider that Ack is received for this bundle (=suspend)
10. Begin of bundle collides with gap. 

a. Similar to 9) we propose to transmit the part that does not overlap. Since the end of bundle is transmitted, UE can look for actual Ack/Nak feedback.

b. Therefore we propose this UE behaviour (Proposal 10)
i. Transmit part of bundle that does not overlap with gap (the end)
ii. Cancel the part that overlaps (the beginning)
iii. Behave according to received Ack/Nak feedback for last ‘intended’ TTI of the bundle (i.e. UE could receive Ack or Nak)
11. Whole bundle collides with gap. This could happen with SPS. None of the transmissions of the bundle happens. 
a. Therefore we propose this UE behaviour (Proposal 11)
i. Cancel all the transmissions of the bundle

ii. Consider that NAK is received for this bundle
Note : At RAN2#62bis we agreed that the DL Ack/Nak feedback is always sent relative to the last TTI of the bundle. 
2.4. RACH

2.4.1. PRACH during a gap
At RAN2#62bis we discussed how UE should behave if MAC needs to RACH during a gap. Some companies expressed a preference for always prioritizing RACH over gaps. We think such a rule is too blunt and could result in degraded measurement performance if SR is not configured whenever UL data arrival aligns with gaps. As an example, bundled VoIP traffic could trigger RACH every 40ms and, has probability 6/40 of aligning with a gap, if configured.
On the other hand, always giving priority to gap could result in delayed measurement reporting, which in turn could delay handover and raise the likelihood of failed handover. 
Given the above and considering also that irrespective of which rule (if any) is selected, there is no interoperability impact, we propose 

12. When a RACH procedure is triggered during a gap, there is no need to specify what takes priority. UE may initiate RACH or perform the measurement (Proposal 12)
2.4.2. Commitment to an ongoing RACH as gap occurs
UE may have initiated RACH before an upcoming gap – UE is not expected to “look forward” to future gaps before performing autonomous transmissions. In particular the messages listed below may collide with a gap
· message 2 (Random Access Response (RAR))
1. Consequence if missed: UE will retransmit PRACH at next occasion after RAR response window expires. Generates extra PRACH and RAR load. 
· message 3 (first UL-SCH message). Note that with contention based RACH, eNB does not know which C-RNTI is getting that grant. So eNB cannot avoid collisions of MSG3 with gaps.
· message 4 (contention resolution message) 

1. By the time MSG4 is transmitted, if the UE has gaps configured (is connected), the eNB can avoid sending the MSG4 during a gap. Note that Contention Res Timer can be selected appropriately. Current range is mac-ContentionResolutionTimer {8, 16, 24, 32, 40, 48, 56, 64}ms
In order to avoid wasting bandwidth and to minimize RACH delay we propose 

13. When a UE has initiated a RACH procedure, it should not use the gaps until the RACH procedure completes (Proposal 13)
While it is true that eNB could schedule message 4 around gaps, it would complicate the specification to have UE not use the gaps for message2 and message3 and re-allow UE to use gaps for message4. This rule also allows expediting contention resolution and keeps eNB and UE implementation simple.
2.5. SR

RAN2 has not yet discussed if UE should be allowed to use SR during a gap. RAN1 has suggested not using SR during gap in their LS [1]. Similarly to the initiation of RACH during gaps, we feel that no rule fits all uses cases and it is best to not specify if SR or gaps have priority. Therefore we propose 

14. When SR is triggered during a gap, there is no need to specify what takes priority. UE may transmit SR or perform the measurement (Proposal 14)
3. Conclusion

In this document we made 14 proposals to progress the specification of MAC behaviour when measurement gaps are configured. We propose to agree to the proposals and the changes to MAC illustrated in the Annex in order to capture the proposals.
4. References

[1] R2-083059 LS on L1 impact of measurement gaps (R1-082222)
[2] 3GPP TS 36.133 V 8.2.0
[3] R1-082642/R2-08???? LS on TTI bundling, sent from RAN1#53bis

5. Annex: changes to TS 36.321 V8.2.0
The changes to implement proposals below seem best captured in physical layer specification. RAN2 should inform RAN1 in LS

· Proposal 1, Proposal  3 : process DL-SCH received before gap but do not transmit UL Ack/Nak during gap
No change needed to implement proposals

· Proposal 2 : do not process PDCCH, DL-SCH, nor send UL Ack/Nak during gap

· Proposal 6 : do not processes PDCCH nor transmit on PUSCH during gap 
· Proposals 12 and 14 : Not specify if SR/RACH have priority over gap
· Changes for remaining proposals shown below: 
· Proposals 4, 5, 8, 9, 10, 11, 13, 
5.1
Random Access procedure

5.1.1
Random Access Procedure initialization

The Random Access procedure described in this subclause is initiated by a PDCCH order or by the MAC sublayer itself. The PDCCH order or RRC optionally indicate a Random Access Preamble and PRACH resource.
Before the procedure can be initiated, the following information is assumed to be available:

-
the available set of PRACH resources for the transmission of the Random Access Preamble and their corresponding RA-RNTIs.

-
the groups of Random Access Preambles and the set of available Random Access Preambles in each group.

-
the thresholds required for selecting one of the two groups of Random Access Preambles.

-
the parameters required to derive the TTI window described in subclause 5.1.4.

-
the power-ramping factor POWER_RAMP_STEP.

-
the parameter PREAMBLE_TRANS_MAX [integer > 0].

-
the initial preamble power PREAMBLE_ INITIAL_RECEIVED_TARGET_POWER.

-
the parameter Maximum number of Message3 HARQ transmissions. 

[Note that the above parameters may be updated from higher layers before each Random Access procedure is initiated.]

The Random Access procedure shall be performed as follows:

-
Flush the [Message3] buffer;

-
set the PREAMBLE_TRANSMISSION_COUNTER to 1;

-
set the backoff parameter value in the UE to 0 ms;

-
proceed to the selection of the Random Access Resource (see subclause 5.1.2).

NOTE:
There is only one Random Access procedure ongoing at any point in time. If the UE receives a request for a new Random Access procedure while another is already ongoing, it is up to UE implementation whether to continue with the ongoing procedure or start with the new procedure. 

The UE shall not use the measurement gaps, if configured, while a Random Access procedure is ongoing. [Proposal 13]
5.3.2
HARQ operation

5.3.2.1
HARQ Entity

There is one HARQ entity at the UE which processes the HARQ process identifiers indicated by the HARQ information associated with TBs received on the DL-SCH and directs the received data to the corresponding HARQ process for reception operations (see subclause 5.3.2.2).

A number of parallel HARQ processes are used in the UE to support the HARQ entity. [The number of HARQ processes is FFS].

 If a downlink assignment has been indicated or configured for this TTI, the UE shall:

-
allocate the received TB to the HARQ process indicated by the associated HARQ information.

If a downlink assignment has been indicated for the broadcast HARQ process, the UE shall:

-
allocate the received TB to the broadcast HARQ process.

When a configured downlink assignment indicates a DL-SCH transmission that occurs during a measurement gap, UE shall process the assignment but does not receive DL-SCH data. [Proposal 4]
NOTE:
In case of BCCH a dedicated broadcast HARQ process is used.

5.4
UL-SCH data transfer

Editor’s note:
Current text applies to, at least, FDD.

5.4.1
UL Grant reception

When the UE has a C-RNTI, Semi-Persistent Scheduling C-RNTI, or Temporary C-RNTI, the UE shall for each TTI:

-
if an uplink grant for this TTI has been received on the PDCCH for the UE’s C-RNTI or Temporary C-RNTI; or

-
if an uplink grant for this TTI has been received in a Random Access Response:

-
indicate a valid uplink grant and the associated HARQ information to the HARQ entity for this TTI.

-
else, if an uplink grant for this TTI has been configured:

-
indicate an uplink grant, valid for new transmission, and the associated HARQ information to the HARQ entity for this TTI.

NOTE:
The period of configured uplink grants is expressed in TTIs.

NOTE:
If the UE receives both a grant for its RA-RNTI and a grant for its C-RNTI, the UE may choose to continue with either the grant for its RA-RNTI or the grant for its C-RNTI.
When a configured uplink grant is indicated during a, UE shall process the grant but not transmit on UL-SCH. [Proposal 8]
5.4.2
HARQ operation

5.4.2.1
HARQ entity

There is one HARQ entity at the UE. A number of parallel HARQ processes are used in the UE to support the HARQ entity, allowing transmissions to take place continuously while waiting for the feedback on the successful or unsuccessful reception of previous transmissions.

At a given TTI, if an uplink grant is indicated for the TTI, the HARQ entity identifies the HARQ process for which a transmission should take place. It also routes the receiver feedback (ACK/NACK information), MCS and resource, relayed by the physical layer, to the appropriate HARQ process.

If TTI bundling is configured, the parameter TTI_BUNDLE_SIZE provides the number of TTIs of a TTI bundle. If a transmission is indicated for the TTI, the HARQ entity identifies the HARQ process for which a transmission should take place. The next TTI_BUNDLE_SIZE uplink TTIs are subsequently used for transmissions for the identified HARQ process. HARQ retransmissions within a bundle shall be performed without waiting for feedback from previous transmissions according to TTI_BUNDLE_SIZE. The UE expects feedback only for the last transmission of a bundle.

For transmission of an uplink message containing the C-RNTI MAC control element or an uplink message including a CCCH SDU during Random Access (see section 5.1.5) TTI bundling does not apply.

The number of HARQ processes is equal to [X] [FFS]. Each process is associated with a number from 0 to [X-1].

At the given TTI, the HARQ entity shall:
-
if an uplink grant indicating that the NDI has been incremented compared to the value in the previous transmission of this HARQ process is indicated for this TTI or if this is the very first transmission for this HARQ process (i.e. a new transmission takes place for this HARQ process):

-
if there is an ongoing Random Access procedure and there is a  MAC PDU in the [Message3] buffer:

-
obtain the MAC PDU to transmit from the [Message3] buffer.

-
else, if the "uplink prioritisation" entity indicates the need for a new transmission:

-
obtain the MAC PDU to transmit from the "Multiplexing and assembly" entity;

-
instruct the HARQ process corresponding to this TTI to trigger a new transmission using the identified parameters.

-
else:

-
flush the HARQ buffer.

-
else, if an uplink grant, indicating that the NDI is identical to the value in the previous transmission of this HARQ process (i.e. a retransmission takes place for this HARQ process), is indicated for this TTI:

-
instruct the HARQ process to generate an adaptive retransmission.

-
else, if the HARQ buffer of the HARQ process corresponding to this TTI is not empty:

-
instruct the HARQ process to generate a non-adaptive retransmission.
-
if there is a measurement gap at the time of the transmission or retransmission: 
-
cancel the transmission or retransmission for this TTI [proposals 5/8/9/10/11]
-
if TTI bundling is not configured; or [proposal 5/8]
-
if TTI bundling is configured and all the TTIs in the bundle are cancelled due to a measurement gap: 

-
consider the feedback for the cancelled transmission or retransmission to be a HARQ NAK [proposal 11]
-
if TTI bundling is configured and the HARQ feedback can not be received due to a measurement gap:
-
consider the feedback for this cancelled bundle transmission to be HARQ ACK. [proposal 9]
NOTE:
A retransmission triggered by the HARQ entity should be cancelled by the corresponding HARQ process if it collides with a measurement gap or if a non-adaptive retransmission is not allowed.

5.4.2.2
HARQ process

Each HARQ process is associated with a HARQ buffer.

Each HARQ process shall maintain a state variable CURRENT_TX_NB, which indicates the number of transmissions that have taken place for the MAC PDU currently in the buffer. When the HARQ process is established, CURRENT_TX_NB shall be initialized to 0.

The sequence of redundancy versions is defined to be 0, 2, 3, 1. The variable CURRENT_IRV provides a pointer to a redundancy version in the defined set. This variable is up-dated modulo 4.

New transmissions and adaptive retransmisions are performed on the resource and with the MCS indicated on PDCCH, while a non-adaptive retransmission is performed on the same resource and with the same MCS as was used for the last made transmission attempt,

The UE is configured with a Maximum number of HARQ transmissions and a Maximum number of Message3 HARQ transmissions by RRC. For transmissions on all HARQ processes and all logical channels except for transmission of a MAC PDU stored in the [Message3] buffer, maximum number of transmissions shall be set to Maximum number of HARQ transmissions. For transmission of a MAC PDU stored in the [Message3] buffer, maximum number of transmissions shall be set to Maximum number of Message3 HARQ transmissions.

If the HARQ entity requests a new transmission, the HARQ process shall:

-
set CURRENT_TX_NB to 0; 

-
set CURRENT_IRV to 0;

-
store the MAC PDU in the associated HARQ buffer;

-
generate a transmission as described below.
If the HARQ entity requests a retransmission, the HARQ process shall:

-
increment CURRENT_TX_NB by 1;


-
for an adaptive retransmission:

-
set CURRENT_IRV to the value corresponding to the redundancy version indicated on PDCCH;

-
generate a transmission as described below.

-
for a non-adaptive retransmission:

-
if the last feedback for this HARQ process is a HARQ NACK:

-
generate a transmission as described below.

NOTE:
When receiving a HARQ ACK alone, the UE keeps the data in the HARQ buffer.

To generate a transmission, the HARQ process shall:

-
instruct the physical layer to generate a transmission with the redundancy version corresponding to the CURRENT_IRV value and the transmission timing;

-
increment CURRENT_IRV by 1;
-
if there is a measurement gap at the time of the feedback for this transmission, consider the feedback coinciding with the measurement gap to be a HARQ ACK.
The HARQ process shall:

-
if CURRENT_TX_NB = maximum number of transmissions:

-
flush the HARQ buffer;

-
if the transmission corresponds to a transmission of CCCH; and

-
if the last feedback received (i.e., the feedback received for the last transmission of this process) is a HARQ NACK:

-
notify RRC that the transmission of the corresponding MAC SDU failed.

The HARQ process may:

-
if CURRENT_TX_NB = maximum number of transmissions configured; and

- if the last feedback received (i.e., the feedback received for the last transmission of this process) is a HARQ NACK:

-
notify the relevant ARQ entities in the upper layer that the transmission of the corresponding RLC PDUs failed.

