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Discussion and decision
1 Introduction

This contribution concentrates on the usage of ASN.1 extension marker mechanism, which was discussed controversially in the past. 
2 Discussion
2.1 Overhead caused by the extension marker mechanism
Even the additional fields caused by the extension marker mechanism are mentioned in the discussions in the past it might be worst will to summarize:
· A extension marker after which no further ASN.1 extension additions are defined will cause one bit overhead.

· Where additions are present in a type and are actually transmitted in an instance of communication, there is a further overhead of about one octet indicating which extension is present, plus an additional length field for each extension addition that is transmitted. If further extensions are added within the same type, only additional length fields for each extension addition will be needed (see also appended example given in ITU-T X.691). 

By the nature of this mechanism the relative overhead depends on how much bits will be added in the content of the extension. 
2.2 Advantages/disadvantages of the extension marker mechanism

Extension marker allow to place new elements in the context of legacy elements, thus it eases the readability of the structure and helps avoiding misinterpretations. 
Especially for the extension of a CHOICE or if elements should be added to existing structures which are included by several other structures or lists, the context is very difficult be understood if the extension is added in a standalone extension structure, like a NCE used in TS 25.331.
Extension markers are backwards compatible, i.e. a legacy receiver could still decode a structure which contains an extension. This allows the introduction of the release independent extensions.

If extensions are activated for a small amount of "payload" the relative overhead is fairly high (i.e. about 2 octet header versus n octets payload). As extensions must be octet alligned reaining unused bits are filled with spares.
2.3 Advantages/disadvantages of the NCE and CE mechanism used in 25.331

The NCE (non-critical extension) mechanism used in TS 25.331 could be seen as a generic default container, were within a sequence all elements which are needed in addition in a certain release are added. The advantage of this approach is that it is fairly overhead efficient. The drawback on the other hand is, that the context/relation of the added elements within the message is not visible from the ASN1 definition at all. Depending where the extension relates to this might be a quite severe drawback, e.g. if the extended structure is itself used in several parent structures or lists. If several of these NCE are added over certain releases the ASN.1 get always less comprehensible. 
The CE (critical extension) mechanism used in 25.331 defines a completely new version of a message. For each structure which is extended, a new version is created. The advantage of this approach is that the new additional elements/structures are place in the right context of the message and the resulting binary PER coding is the most efficient. 
But due to the completely new branch in the ASN.1 structure, the resulting C-structure of the message differs completely from the original one. That means that even legacy features for which no extensions were introduced will be affected, as their corresponding structures are placed under a different parent structure. In consequence for every structure even if the definition is unchanged, the UE reaction must be implemented twice. But besides this implementation effort which might be declared as manageable, all internal test cases (module-, component-tests on host etc.) where the affected message is used must be doubled. Depending on the complexity of the message definition/content this effort is from our development experience really significant. These draw-back are applicable to both UL and DL specific message. If the CE mechanism will also be used in the UL for LTE these drawbacks will add even more implementation efforts.
3 Conclusion & recommendation

The analysis above has shown that both the CE and NCE mechanism used in 25.331 as well as the extension marker mechanism has its pros and cons. 
From our experience of implementing the fourth generation of UTRAN protocol now, the CE mechanism and the combination with NCE causes significant implementation and even worth test effort. Thus we would propose not only to consider the efficiency of the resulting binary PER encoding, but also the needed effort for implementation and testing when discussion the use of extension markers. 

Another aspect which is worth to be considered, even it probably more difficult to measure, is the comprehensibility of the ASN.1 message definitions, first during the definition phase in the standardisation process and then when implementers are requested to understand and correctly interpret the standard. The ASN.1 reviews, which take place in standardization before freezing the ASN.1 definitions for a certain release, have shown in the past that there are various opportunities for errors. 
In our opinion, the extension marker mechanism would allow, that the overall definition of a message is kept untouched for several release of a protocol, as the extensions are place in the message context in a back ward compatible manner. Different to the NCE approach there is much less pressure for a complete clean up in form of a CE version of the message. As the extensions are spread as optional elements over the message the probability that all of them are used/activate in one procedure context is fairly rare, thus the overhead would probably be not as bad in reality as it might be assumed from a static analysis. 
As every method, the extension marker approach needs to be used in a critical manner. Each extension might be done in many variants, i.e. alternative solutions should always be compared under the different aspects mentioned above: binary overhead efficacy, comprehensibility, estimated implementation and test effort etc. Such a weighting could only be done on a case by case basis. 

As it is not possible to add the extension markers later but on the other hand unused extension markers are only causeing one bit overhead we would recommend to widely spread them in the ASN.1 definitions from the beginning. The most obvious places are those on the higher levels in the message structure (i.e. top level IEs ), but as its fairly difficult to predict what is needed in the future also on the lower levels in the definitions, extension markers should be place in order to not limit future developments.
Such a wide spread inclusion of the extension markers should on the other hand not imply, that the CE mechanism should be completed excluded. Especially for size critical messages the CE approach might be the better choice, but for those the overall complexity will probably also be low, and thus the negative impact on implementation effort and testing might be less server. 
Whether the legacy NCE mechanism it needed if extension markers are used it questionable, as extension markers would allow a quite similar addition of a "collecting container".
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Annex A

Example of encodings

(This annex does not form an integral part of this Recommendation | International Standard)

This annex illustrates the use of the Packed Encoding Rules specified in this Recommendation | International Standard

by showing representations in octets of a (hypothetical) personnel record which is defined using ASN.1.
A.4 Record that uses extension addition groups

A.4.1 ASN.1 description of the record structure

The structure of the hypothetical customer record is formally described below using ASN.1 specified in ITU-T

Rec. X.680 | ISO/IEC 8824-1 for defining types. AUTOMATIC TAGS is assumed:

Ax ::= SEQUENCE {

a INTEGER (250..253),

b BOOLEAN,

c CHOICE {

d INTEGER,

...,

[[

e BOOLEAN,

f IA5String

]],

...

},
...,

[[

g NumericString (SIZE(3)),

h BOOLEAN OPTIONAL

]],

...,
i BMPString OPTIONAL,

j PrintableString OPTIONAL

}

A.4.2 ASN.1 description of a record value

The value of Ax is formally described below using ASN.1:

{ a 253, b TRUE, c e : TRUE, g "123", h TRUE }

A.4.3 ALIGNED PER representation of this record value

The representation of the value given above (after applying the ALIGNED variant of the Packed Encoding Rules

defined in this Recommendation | International Standard) is shown below. The encoding is shown in hexadecimal,

followed by a commented description of the encoding shown in binary. In the binary view an 'x' is used to represent pad

bits that are encoded as zero-bits; they are used to align the fields from time to time.

The length of this encoding is 8 octets. For comparison, the same value encoded using the UNALIGNED variant of PER is

8 octets, BER with the definite length form is at least 22 octets, and BER with the indefinite length form is at least 26 octets.

A.4.3.1 Hexadecimal view

9E000180 010291A4

A.4.3.2 Binary view

So as to make it easier to read the binary view of the data, blank lines are used to group fields that logically belong

together (typically length/value pairs); a newline is used to delineate fields; space is used to delineate characters within a

character string; and an 'x' represents a zero pad bit that is used from time to time to align fields on an octet boundary:

ISO/IEC 8825-2:2003 (E)

ITU-T Rec. X.691 (07/2002) 37

1 Extension addition values present in Ax

00 Bitmap bits = 0 indicates optional fields (i & j) absent

11 a = 253

1 b = TRUE

1 c's choice value is an extension addition value

0000000 xx Choice index selects c.e

00000001 Length of c.e

1xxxxxxx c.e = TRUE

0000000 Number of extension additions defined in Ax = 1

1 First extension addition is present

00000010 Length of extension addition encoding = 2

1 Bitmap = 1 indicates ‘h’ is present

0010 0011 0100 g = "123"

1xx h = TRUE

A.4.4 UNALIGNED PER representation of this record value

The representation of the record value given above (after applying the UNALIGNED variant of the Packed Encoding

Rules defined in this Recommendation | International Standard) is shown below. The encoding is shown in hexadecimal,

followed by a commented description of the encoding shown in binary. Note that pad bits do not occur in the

UNALIGNED variant, except possibly at the end of the encoding of the outermost value – and thus implicitly at the end

of the value carried by an open type.

The length of this encoding is 8 octets. For comparison, the same value encoded using the ALIGNED variant of PER is 8

octets, BER with the definite length form is at least 22 octets, and BER with the indefinite length form is at least 26 octets.

A.4.4.1 Hexadecimal view

9E000600 040A4690

A.4.4.2 Binary view

So as to make it easier to read the binary view of the data, blank lines are used to group fields that logically belong

together (typically length/value pairs); a newline is used to delineate fields; space is used to delineate characters within a

character string; a period (.) is used to mark octet boundaries; and an 'x' represents a zero-bit used to pad the final octet

to an octet boundary:

1 Extension addition values present in Ax
00 
Bitmap bits = 0 indicates optional fields (i & j) absent

11 
a = 253

1 
b = TRUE

1 
c's choice value is an extension addition value
0.000000 
Choice index selects c.e

00.000001 
Length of c.e (in bytes)
1x.xxxxxx 
c.e = TRUE
00.00000 
Number of extension additions defined in Ax = 1
1 
First extension addition is present

00.000010 
Length of extension addition encoding = 2 (in bytes)
1 
Bitmap = 1 indicates ‘h’ is present

0.010 0011 0.100 
g = "123"

1xxxx 
h = TRUE
Annex D

Support for the ASN.1 rules of extensibility

(This annex does not form an integral part of this Recommendation | International Standard)

D.1 These Packed Encoding Rules are dependent on the total definition of the type to which they are applied. In general, if any changes other than those of a purely syntactic nature are made to the type definition, then the encoding

for all values using that part of the specification will be affected. In particular, addition of further optional components to a sequence, converting a component to a CHOICE of that component and some other type, or relaxing or tightening constraints on some component are all likely to change the encoding of values of the type.

D.2 Nonetheless, these encoding rules have been designed to ensure that the requirements on encoding rules specified in the ASN.1 model of type extension (see ITU-T Rec. X.680 | ISO/IEC 8824-1) are satisfied.

D.3 Where a type is not part of an extension sequence (no extension marker present), then the text earlier in this annex applies: PER provides no support for extensibility of that type. Where a sequence or set type has an extension marker, but no extension additions, then there is a one-bit overhead (which may become one octet due to padding in the ALIGNED variants), compared with the same type without an extension marker. Where additions are present in the type and are actually transmitted in an instance of communication, there is a further overhead of about one octet, plus an additional length field for each extension addition that is transmitted, compared with the same type with the extension marker removed.

D.4 It is important to note that both the addition and removal of an extension marker changes the bits on the line, and will in general require a version number change for the protocol.

D.5 There are no changes to the encoding from the inclusion of an extension marker in an information object set, or from the addition or removal of exception specifications, but these may of course represent changes in the required behaviour of an implementation and could still require a version number change for the protocol.








































































�PAGE \# "'Page: '#'�'"  �� � HYPERLINK "http://www.3gpp.org/ftp/Information/DocNum_FTP_structure_V3.zip" ��Document numbers� are allocated by the Working Group Secretary.  





Page 6

