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1 Introduction
During RAN2#61bis, it was agreed that the RLC PDU size selection for the Flexible RLC PDU size in the uplink will be based on “scheme where the RLC-PDUs are created based on current or previous E-TFC selection”. However, when discussing how to exactly specify this, number of open issues were identified:

-
On what should we base the RLC PDU size selection, e.g. grants…

-
Number of TTIs for 2msec and 10 msec

-
Number of RLC PDUs that can be created  in advance

-
How to increase the RLC PDUs

-
How to take care of multiple logical channels

-
How to handle scheduled and non-scheduled data

-
How does it work for the delta HARQ depending on the MAC-d flow.

This document summarizes the email discussion on the open issues and proposes a way forward.

2 Discussion
2.1 On what should we base the RLC PDU size selection?

During RAN2#61bis, both E-TFC selection (current or previously selected) and received grant were proposed. 

The E-TFC selection performs correctly the transition from the grant to the transport block size, and the allocation of the transport block to the logical channels. However, the previous E-TFC selections also limit the RLC PDU size based on data available for transmission earlier. 
The received grant needs to be converted to the number of bits before it can be used. However, the grant captures correctly the intention of the radio aware RLC PDU size selection – it chooses the RLC PDU size based on the instantaneous radio conditions.

[InterDigital] If the RLC PDU size is based on a past transport block size (number of bits), an issue may arise when this transport block size is limited by the available data as you point out. Thus when the UE succeeds in emptying its buffer, subsequently created RLC PDUs may be “too small” for a short period of time when the UE resumes transmission. While this behaviour is somewhat undesirable, it should be noted that having a minimum RLC PDU size provides some protection against this. Even if only a single octet was transmitted in the previous E-TFC, the UE cannot create RLC PDUs smaller than the minimum.
The RLC PDU size may also be based on the received grant converted into a number of bits. This avoids the issue outlined above. However, in this case there may be different issue when the UE is in a power-limited situation where the E-TFC corresponding to the received grant is not a supported E-TFC. In this case the created RLC PDUs may be too large, and the UE will have to segment RLC PDUs into many MAC PDUs at a time where radio conditions may be worsening. Thus it would seem necessary to take available power into account if this approach is used.

[Nokia] RAN2 decided already to allow radio awareness with some delay, so the option of deciding the RLC PDU size “based on the instantaneous radio conditions” cannot be considered as mandatory. Every TTI, the RLC is allowed to pre-prepare in advance some RLC PDUs, of a size selected between the minimum and the maximum. The RLC PDU size selection of this pre-prepared RLC PDUs could be based on the current transport block size (in terms of bits), which is in turn derived from the E-TFC selection. The minimum RLC PDU size could be chosen in case the current E-TFC selection allows zero bits, but we would prefer to leave it out and allow an implementation decision. The Serving Grant doesn’t reflect correctly the radio conditions, e.g. in case f power limited situations, so it shouldn’t be chosed.
[Huawei] The RLC PDU size selection can’t based on serving grant, because it must be converted to the maximum number of bits of scheduled data first, which is the function of E-TFC selection. In addition, serving grant doesn’t reflect the instantaneous radio conditions.
[Ericsson] The delayed RLC PDU size selection should not be based on the E-TFC selection, as E-TFC selection takes the amount of data currently available for transmission into account. E-TFC selection also divides the grant to all logical channels. It is unclear why the data available for the current TTI should influence the RLC PDU sizes created for the future TTIs.

[Qualcomm]: We agree that using the chosen E-TFC will create problems with bursty traffic. When there is small amount of data arriving, small PDU sizes will be chosen which can not adopt to a larger size when large amount of data arrives.  It is even possible that uplink transmission would stop completely or would use the smallest RLC PDU size always. Therefore the RLC PDU size selection should not depend on the buffer sizes. However as agreed before the selection should be radio-aware and thus depend on the radio conditions, namely the power headroom and the serving or non-serving grants. We note that the grant alone does not capture the radio conditions when UE is power limited. 

We note that the above problems do not occur in the fully-radio-aware case when E-TFC and RLC PDU selection happen at the same time.

When the delay to adopt is 1 or 2 TTIs, the RLC PDU size should be based on a “modified E-TFC” which is calculated only in terms of the power headroom and serving grant. For example, in the single scheduled flow case, this would be equal to the minimum of the maximum number of scheduled bits based on the Serving Grant and the maximum supported E-TFC for this flow. When several flows are multiplexed, delta HARQs also need to taken into account as discussed below.

Proposed way forward: The RLC PDU size for pre-generated PDUs is based on modified E-TFC, which only takes into account power headroom and serving grant, not the current buffer status. FFS if a different rule is needed for the PDUs transmitted immediately.
2.2 Number of TTIs for 2msec and 10 msec

During RAN2#61bis, it was proposed to have either the same number of TTIs for both 10 and 2 ms TTIs or have the delay based on ms instead of TTIs.

Having same number of TTIs is justified by common handling of the two different TTIs, while the delay in ms is justified by allowing an equal processing times for the UE.

[InterDigital]: We do not have a problem with specifying in terms of either a number of TTIs or an absolute time. A delay corresponding to no more than 1 TTI would seem sufficient to us.
[Nokia]: We prefer to have a 2 TTI delay in the radio awareness and to have the same number of TTI applicable for both cases (2ms and 10 ms TTI). Having two different delays breaks some previous RAN2 agreement, makes the UE implementation ore complex and doesn’t bring any valuable advantage at system level.
[Huawei] We think that 2 TTIs for 2ms TTI and 1 TTI for 10ms TTI are suitable values. For 10ms TTI, if 2 TTI is applied, there will be a big delay during which the SG may be modified too much by E-AGCH.
[Ericsson] Similar to the Nokia, we do not think this is a major issue from system performance point of view, and thus it would seem simpler to have the same number of TTIs for both 2 ms and 10 ms TTIs.

[Samsung]: [Samsung] Radio-awareness with a delay of 20ms does not sound convincing to us. And we are not sure if having two different rules for 2ms and 10ms TTIs will severely affect the working of the system (we don’t have both of them simultaneously configured for a UE).

[Qualcomm]: Up to 2 TTIs delay is reasonable for TTI=2ms although we still think 2TTIs is unnecessarily too long for TTI=10ms.

Proposed way forward: 2 TTI delay for 2 ms TTI. FFS for 10 ms TTI.

2.3 Number of RLC PDUs that can be created in advance

During RAN2#61bis it was proposed to have a limit on the number PDUs or number of bytes that can be created in advance.

[InterDigital]: We think this limit is necessary, otherwise the delay between the creation of an RLC PDU and its inclusion into a MAC-i PDU will be excessively large. If this delay is too large the probability that the UE has to segment excessively after a reduction of the grant could become large (see next point).
[Nokia]: We think that there is no need to specify the number of RLC PDUs that can be created in advance and this can be left to implementation. The problem of identifying how many RLC PDUs can be pre-prepared is quite complex and needs to be analyzed in details. Specifying a wrong number now may lead to problems in the future due to the lack of study.
[Ericsson] Again we agree with Nokia here, but do not have a very strong view. There main reason for specifying the number of RLC PDUs created in advance seems to be the delay of the radio awareness. If this is considered to be a major issue, we would prefer to have a statement that the UE may create RLC PDUs only for the next 2 TTIs in advance.

[Huawei]: (See Huawei response to the question below).
[Samsung]: It is well-known that creating too many PDUs in advance would defeat the purpose of RLC PDU size adaptation. It is less significant whether we specify this explicitly or leave it to the UE. What is more important is that we should be clear about how this (adaptation) could be tested.

[Qualcomm]: Selecting a large number for the number of RLC PDUs would result in extra delay of adopting to the radio conditions. This would be even worse when the channel downfades and/or grants are reduced. A reasonable limit should be imposed on the number of RLC PDUs generated during one TTI or the total number of outstanding (not in transmission) RLC PDUs. These can also be formulated in terms of the total PDU size to the current E-TFC. We suggest that at any TTI, at most 2 new RLC PDUs are generated provided that the ratio of total outstanding RLC PDU sizes to the applied “modified E-TFC” is not more than 4. This applies to the total number of PDUs over all flows.
Proposed way forward: TBD.

2.4 How to increase the RLC PDUs

It appears that if the UE creates the RLC PDUs before E-TFC selection, there is a risk that the UE may run out of RLC PDUs when the E-TFC is selected up to 2 TTIs later.
It is unclear what the UE can do to avoid this except to pre-generate a sufficient number of RLC PDUs in advance. Thus this issue seems to conflict with the proposed limit on the number of PDUs or bytes that can be pre-generated.

[InterDigital]: As you noted imposing a limit on the number of RLC PDUs that can be created in advance could create an issue if the grant increases and the limit is set too low. Thus in determining what the limit should be there is a trade-off between:

a) Ensuring that the UE can readily raise its data rate to the grant when it increases

b) Ensuring that the UE does not have to use MAC segmentation for an extended period of time (and/or generate too many segments per RLC PDU) when the grant decreases.

If the grant is modified using the E-RGCH, the grant may at most double every TTI. In this scenario it would appear that the UE could keep up with the grant with 2 RLC PDUs built in advance (if it takes less than 1 TTI to create an RLC PDU) or with 4 RLC PDUs built in advance (if it takes less than 2 TTIs). If the grant is modified using the E-AGCH, then of course a larger amount of increase is possible and it would be necessary to build more PDUs in advance to ensure that the UE can increase its data rate in time.
On the other hand, using the E-RGCH the grant may also divide by 2 every TTI. If there are many PDUs built in advance and several successive reductions of grant (or a single reduction using the E-AGCH, or an uplink power headroom reduction), the UE could rapidly find itself in an uncomfortable situation where many MAC segments have to be transmitted for many RLC PDUs.

Considering the above we believe that the limit should not be set to fewer than 4 RLC PDUs (or 4 times the amount of data of the current E-TFC) to avoid issues when increasing the grant. On the other hand, the limit should probably not be set to more than 8 RLC PDUs to prevent issues when the grant is reduced. 

[Nokia]: It seems clear that this value has to be a trade off and we think that there is no need to specify it in the specifications.
[Huawei] We think that a value of twice of the indicated RLC PDU size would seem to be suitable, which will also result in an acceptable delay of RLC PDU size increase when serving grant suddenly increases.
[Samsung] As above, we should focus on how this could be tested. And we should always keep in mind that the ultimate aim is to achieve a one-to-one mapping between the MAC TB and RLC PDUs.

[Qualcomm]: The probability of running out of RLC PDUs is actually quite small, based on our simulation results, assuming that enough number of RLC PDUs are generated based on the grant and power headroom as suggested above. For example if 3 RLC PDUs are outstanding, only when the grant and power headroom increases more than 9dB within 1-2 TTIs, the UE will be sending less data than it could have. We note again that the effect of reduction in the power headroom/grant is more severe since it causes segmentation and extra delay.
Proposed way forward: ensure that there is no major problem with increasing the grant by allowing the UE to create a sufficient number of PDUs in advance.

2.5 How to take care of multiple logical channels

The selected RLC PDU size should ensure that PDUs from multiple logical channels fit to the transport block selected for the current TTI. 

It is unclear how this issue affects the RLC PDU size selection.

[InterDigital]: There doesn’t seem to be any particular issue with the multiplexing of logical channels when it comes to RLC PDU size selection, except if it results in a different delta HARQ used for this E-TFC (see below).
[Nokia]: We do not see a major problem here. All the RLC entities using logical channel multiplexed on a transport channel could be allowed to pre-prepare data. 
[Huawei] We do not see any problem here, the creation of RLC PDUs should be taken in their priorities.
[Ericsson] We also do not see any problem here

[Samsung] We somewhat agree. However, our assumptions could be wrong if not all combinations of the logical channels are allowed to be multiplexed together.

[Qualcomm]: We believe that there is no problem except when the flows are of different types (scheduled, non-scheduled) or have different delta HARQs.

Proposed way forward: No issue identified

2.6 How to handle scheduled and non-scheduled data

The selected RLC PDU size should cover both scheduled and non-scheduled data. 

It is unclear how this issue affects the RLC PDU size selection.

[InterDigital] There are two aspects to this issue.

First, what should RLC PDU size be based on for logical channels mapped on non-scheduled flows. The possibilities are actually quite similar to the other logical channels, except that if the RLC PDU size is based on the received grant, this grant would correspond to the non-scheduled grant, which is already a number of bits.
Second, what happens when scheduled and non-scheduled data are mixed into an E-TFC. In this case, basing the RLC PDU size on the number of bits of the E-TFC may result in a size that is “too large” for either the scheduled data or the non-scheduled data, since their respective grants are separate. This may not be a significant issue if the multiplexing is temporary or if there is not a big discrepancy between the scheduled and non-scheduled grants in terms of number of bits, but it is unclear if this can be guaranteed (we could have e.g. a scheduled grant corresponding to 2000 bits with a non-scheduled grant of 300 bits). The approach of basing the RLC PDU size on the respective grant for each type of data would not suffer from this issue.

We believe that the radio awareness makes sense only for scheduled data. So we would like to keep non-scheduled out of the discussion here, unless of course there is a valid reason to specify this for scheduled data as well.
[Huawei] We think that the RLC PDU size selection should be based on the grant of each type respectively.
[Ericsson] It seems that both the Interdigital and Nokia proposals require separate handling in the RLC for the scheduled and non-scheduled grants. We are not too keen to have this as the problem only occurs for retransmissions on the non-scheduled grant (which can be expected to mostly carry UM data) and would like to better understand the implications of separating the RLC PDU size creation for different grants. 
[Samsung] The NSGs are virtually independent of the radio conditions. A change in NSG could be handled every reconfiguration (if any) and is not required per TTI.

[Qualcomm]: The non-scheduled flows should choose their PDU sizes based on the power headroom and the non-scheduled grant but not the serving grant.

Proposed way forward: Discuss in the meeting

2.7 How does it work for the delta HARQ depending on the MAC-d flow.

The selected RLC PDU size should work for delta HARQ. 
It is unclear how this issue affects the RLC PDU size selection.

[InterDigital]: The delta HARQ affects the translation from a scheduled grant to a number of bits. If a logical channel (A) is multiplexed with another logical channel (B) that has a larger delta HARQ, then the E-TFC will contain fewer bits than if there was no multiplexing with this other logical channel. Thus, the resulting RLC PDU could be “too small” for logical channel (A) if it is based on an E-TFC (number of bits) where multiplexing with (B) occurred.
This issue would not occur if the RLC PDU size for a logical channel is based on the grant translated to a number of bits using the delta HARQ of this logical channel. However, this potentially involves an extra calculation for the UE since the E-TFC selection procedure would normally calculate the number of bits using the delta HARQ of the highest priority logical channel only.
[Nokia]: We do not think this as a major problem. Having a mechanism based on E-TFC selection is good enough.
[Huawei] We think that there is no major problem. It can be alleviated by the RLC PDUs created in advance.
[Ericsson] We agree with Huawei that the problem can be alleviated by having RLC PDUs created in advance

[Samsung] We are not sure how much delta-HARQ would affect the data sizes. However, we think that no factors, which could have any impact beyond 1dB, should be ignored.

[Qualcomm]: The problem occurs when flows have different delta HARQs and when the radio-awareness delay > 0 (i.e. not fully radio-aware). In this case, a flow does not know with which flows it will be multiplexed when it generates the RLC PDUs. The delta HARQ of the E-TFC is dictated by the highest priority flow. Therefore if a flow chooses either the chosen E-TFC (as mentioned above this creates a separate problem with bursty traffic) or uses its own delta HARQ while determining the RLC PDU size, it would choose smaller or larger than what is optimal (which is the fully radio-aware size). This depends on how the delta HARQ of the highest priority flow compares to the one of this flow. We suggest that a flow uses the delta HARQ of the highest flow in its multiplexing list which has data when calculating the “modified E-TFC” for itself. This will be a conservative choice at times but will prevent choosing a large PDU size which can cause segmentation.
Proposed way forward: No issue identified if the size is selected by partial E-TFC selection

3 Conclusion

During the email discussion the issues identified in RAN2#61bis were discussed, and the following way forward is proposed
On what should we base the RLC PDU size selection?
Proposed way forward: The RLC PDU size for pre-generated PDUs is based on modified E-TFC, which only takes into account power headroom and serving grant, not the current buffer status. FFS if a different rule is needed for the PDUs transmitted immediately.
Number of TTIs for 2msec and 10 msec
Proposed way forward: 2 TTI delay for 2 ms TTI. FFS for 10 ms TTI.

Number of RLC PDUs that can be created in advance
Several companies expressed a view that 2 PDUs per TTI seems to be sufficient, however, two companies expressed a view that no limit needs to be specified.

Proposed way forward: TBD. 

Number of RLC PDUs that can be created in advance
Proposed way forward: ensure that there is no major problem with increasing the grant by allowing the UE to create a sufficient number of PDUs in advance.

How to take care of multiple logical channels
Proposed way forward: No issue identified
How to handle scheduled and non-scheduled data

Proposed way forward: Discuss in the meeting
How does it work for the delta HARQ depending on the MAC-d flow.
Proposed way forward: No issue identified if the size is selected by partial E-TFC selection
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