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1.
Introduction
The logical channel prioritization was discussed in RAN2#61 and subsequent email discussion [XX]. During the discussion we analyze which of the proposed requirements need to be fulfilled, and which could be relaxed. In particular, we discuss which requirements need to be strictly enforced. We use the term strictly enforced to imply that  UE implementations not fulfilling the requirements are not standard conforming.
2.
Discussion
The following requirements were proposed during the email discussion after RAN2#61, as documented in [XX].

1. The UE is required to avoid generating excessively small packets, leading to segmentation or multiplexing, (i.e. it is not allowed to split the grant based on PBR for each TTI).

2. The PBR shall be met over a target time period. 

3. The UE is allowed to transmit packets in a burst, but there is a limit on the maximum allowed burst size (e.g. the token bucket size) 

4. If there is data available for transmission, the UE shall not include padding.

5. If PBR is not configured for any bearer (is set to zero), the UE shall serve the logical channels in absolute priority order.

6. If extra resources left after all PBR’s are satisfied, the UE shall distribute the remaining resources only to the non-GBR bearers (FFS). 

At the moment, the only use case for PBR is to avoid starvation of a lower priority non-GBR bearers [XX]. Thus any the PBR configuration needs to have at least two non-GBR bearers. In following, we consider the following configuration as an example scenario, in which the PBR might be used. 
· SRBs + High priority interactive data + Low priority interactive data

In this scenario it can be expected that the SRB has in effect infinite PBR, i.e. any data it has must be transmitted before the high priority interactive data is transmitted. This can be achieved by setting the PBR of the SRBs to a very high value, but it might be more convenient to have a special value indicating that all data from certain bearers should be transmitted before PBR is enforced for other bearers. Preferably this value should correspond to PBR not specified.
Proposal 1: There is a special value for the PBR configuration (corresponding to PBR not being specified), which implies that data from a bearer should be transmitted before PBR is enforced for other bearers.

Assuming that the High priority interactive bearer has a PBR of 64 kbps and the Low priority interactive bearer has a PBR of 128 kbps and that both of the bearers typically receive 1500 byte IP packets, some segmentation occurs necessarily if the grant is smaller than 12 000 bits (corresponding to 12 Mbps). In the enclosed figure we have plotted the resulting L2 header overhead if the UE enforces PBR per TTI (leading to 2 RLC headers and two MAC L fields per TTI) and if the UE enforces the PBR over 2 TTIs (leading to one RLC header and one MAC L field per TTI). It can be noted that for small to moderate data rates, the difference in header overhead is significant. Thus we conclude that
Requirement 1: The UE is required to avoid generating excessively small packets, leading to segmentation or multiplexing, (i.e. it is not allowed to split the grant based on PBR for each TTI) should be strictly enforced. In particular, the UE behaviour, which enforces PBR for each TTI should not be standard conforming.

It is worth noting that the increase of the header overhead can be already avoided if the UE only transmits data from one of the bearers with PBR configured. Thus a possible requirement for the UE could be that it is only allowed to transmit from one of the bearers with PBR configured (if there is sufficient data available for transmission). Finally we note that the benefit of the segmentation avoidance at the end of an SDU has extremely small effect for this particular scenario (of the order of 0.2%), and while it can be allowed, the UE should not be mandated to perform it.
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Figure 1: L2 header overhead for PBR enforcement over 1 and 2 TTIs.

Regarding requirement 2, it appears that as the intended use case of the PBR is to avoid starvation of the lower priority flows, it should be sufficient to mandate that the lower priority flow receives some data rate (preferably close to the PBR) while higher priority flow is transmitting. However, there seems to be no reason to enforce the PBR if only one of the flows is active. Thus we propose to discuss the enforcement of requirement 2 and propose that the actual behaviour is left up to the UE implementation.

Requirement 2. The PBR shall be met over a target time period does not need to be strictly enforced, and can be left up to the UE implementation.
The requirement 3 can be viewed as an additional restriction on the requirement 2, effectively mandating some time over which the second bearer is guaranteed to receive the PBR. We think that similarly to the requirement 2, this can be left up to the UE implementation. 
Requirement 3. The UE is allowed to transmit packets in a burst, but there is a limit on the maximum allowed burst size (e.g. the token bucket size) is left up to the UE implementation.

Requirement 4 guarantees that the allocated UL grants are fully utilized. Allowing an UE implementation, which does not fully utilize the UL grant leads to reduced system capacity. Thus we propose that the requirement 4 is strictly enforced
Requirement 4. If there is data available for transmission, the UE shall not include padding is strictly enforced.

During the discussions leading to the current stage 2 description of the PBR operation, some companies expressed a view that it is possible to operate the system without configuring PBRs, i.e. there are other means to avoid uplink starvation. Requirement 5 is necessary to allow the system to operate without PBRs, and thus we propose that the requirement 5 is strictly enforced.

5. If PBR is not configured for any bearer (is set to zero), the UE shall serve the logical channels in absolute priority order is strictly enforced.

Finally requirement 6 seems to be an optimization, which only occurs if the GBR bearer has data available after exceeding the PBR. Furthermore, it can be envisioned that the GBR bearers are configured similarly to the SRBs, i.e. with high or infinite PBR values, in order to guarantee any data is transmitted before interactive bearers, and the enforcement of the GBR is then left for the network to handle. Thus we propose that the requirement 6 is not enforced.
6. If extra resources left after all PBR’s are satisfied, the UE shall distribute the remaining resources only to the non-GBR bearers is not enforced.
3.
Conclusions
In this contribution we have analyzed the logical channel prioritization requirements identified during the email discussion after RAN2#61bis.
We have identified one new open issue 

Proposal 1: There is a special value for the PBR configuration (corresponding to PBR not being specified), which implies that data from a bearer should be transmitted before PBR is enforced for other bearers.

In addition we conclude that the requirements 1, 4 and 5 are strictly enforced (i.e. UE not fulfilling them is not standard conforming), while the other requirements can be introduces as UE implementation guidelines.

4.
References

[1] R2-081456, “Report from the email discussion on Logical Channel Prioritisation Requirements for 36.321”, Ericsson (Rapporteur)





















3GPP


