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1
Introduction

At RAN2#59 the principle of eNB being able to implement control of RACH signature transmissions via backoff was agreed but a number of issues remained undecided, specifically:

· Whether overload control should apply to the first signature transmission of a RACH access sequence,

· How overload control should be signalled,

· Whether certain access causes should be exempt from overload control,

· What should happen following contention resolution failure,

· What should be signalled when overload control is applied.

2
Discussion

2.1
Application of overload control to the first RACH signature transmission

At RAN2#59 it was agreed that an eNB should be able to control RACH signature transmission by indicating whether UEs should apply overload control (backoff) rules when deciding to transmit a signature in a RACH opportunity. Furthermore, it was agreed that the (FFS) overload control rules should apply to second and subsequent RACH access attempts but no decision could be made regarding whether overload control should be applied to the first signature transmission in special cases. 

At RAN2#59bis, contribution [1] provided simulation results that showed that, when loaded by Poisson events, an overload control mechanism, which is applied only to second or subsequent attempts at transmitting a signature, could control overload effectively at high levels of RACH loading. Furthermore, it was shown that, at these high levels of load, enabling overload control to be applied to first transmission does not reduce UE access delay significantly. However, after reviewing the contribution, it was not possible to agree that overload control need not be applied to first signature transmissions in all circumstances.

It is thought that the reason that it could not be agreed to omit overload control from the first signature transmission were concerns that it would not be optimum when certain events trigger large numbers of first signature transmissions to take place simultaneously e.g. as a result of MBMS counting or group arrivals simultaneously triggering tracking area updates. 

For the case of MBMS counting, or any other MBMS control mechanism that triggers large numbers of UEs to access RACH at the same time, it is clear that, if RACH overload control is not applied to the first signature transmission, the RACH opportunity could be overloaded and significant contention occur. If overload control can react quickly, e.g. for the next available RACH opportunity, then it should be possible to recover the situation with minimum delay (the eNB could detect overload and avoid contention delay by not responding to many signatures in msg2 resulting in UEs re-attempting access but subject to overload control in the next RACH opportunity). However, it would be better if the MBMS signalling procedure itself distributed the start times of UEs so that the number of first attempts within a RACH occasion would be small. By avoiding the triggering of RACH overload control; non-MBMS access would not be delayed. Counting probability factors provides one mechanism, however because there are likely to be a large number of RACH occasions between each counting response trigger (access information transmissions in UMTS) time dispersion of UE responses is another. The UE could be required to insert a random delay between the receiving of the counting trigger and initiating RACH access, parameters being signalled as part of the counting control transmission. MBMS specific persistence performs a similar role in UMTS. 

For the case of large groups of UEs arriving together, e.g. in a vehicle, and triggering TA updates, the onset of RACH overload cannot be predicted by eNB. as it could do for MBMS counting, and consequently it cannot pre-configure overload control parameters.  In these cases, even if overload control is applied to first transmissions, unless a suitable dispersion parameters are always enabled, which would result in a general degradation of UE RACH access, overload will occur. It is suggested that it would be best to accept that one RACH occasion is overloaded and allow MAC to implement dynamic overload control to prevent overload in subsequent occasions. As noted previously, the eNB could limit the number of signature acknowledgements in msg2 to minimise contention resolution.

Furthermore, it is questioned how likely the mass arrival triggering selection of identical RACH resources is likely to be. RACH resources separated by 10ms arrive with a separation equivalent to 0.27m of travel at 100km/hr. Although the UE action may be triggered by the receiving of particular SIBs, even if these were separated by 320ms or 640ms in time this would equate to distances of 8.6m and 17.2m respectively. Although vehicles of these lengths might contain up to a few tens of travellers the potential for extreme overload of RACH may not be high. Should the risk of overload be felt to be significant, then randomising the start of RACH access for TA update could form part of the TA procedure e.g. a uniform delay within a time delay indicated in SIB1. 

Following from the above arguments and because of the advantages in not requiring a UE to verify whether it should apply a backoff delay or probability test before it makes a first RACH signature transmission i.e the delay in verifying if overload control parameters apply is avoided, it is proposed that it is decided that:

P1:
RACH overload control (backoff) should not be applied to the first transmission

P2:
Procedures that are known to result in simultaneous RACH access by multiple UEs e.g. MBMS counting, should implement a dispersal mechanism as part of the procedure that is separate from the RACH overload mechanism. 

2.2
Signalling of overload control parameters

If it is agreed that RACH overload control need not apply to the first signature transmission, the question of how RACH overload control can be signalled to UEs can be addressed. Three possibilities are identified:

1. It could be signalled together with parameters on BCCH.

2. It could be signalled together with parameters in the DL-SCH part of msg 2.

3. It could be signalled using a dedicated RNTI on PDCCH that would be transmitted in the same time window as msg2.

Option 1 limits the rate at which the overload control can be modified. 

Option 2 enables a fast response i.e. the parameters could be revised for each successive RACH occasion, the parameters signalled in one msg2 response applying to the next RACH occasion. It is believed that being able to revise parameters for each RACH occasion will enable optimal overload control. Because overload control parameters need only be included when overload control applies there would in normal operation be a one bit overhead cost. 

Option 3 removes the one bit overhead that is incurred by option 2 but it requires a UE that is making a RACH access to monitor for two RNTI. The dedicated PDCCH transmission would only be transmitted when required and could be transmitted before msg2 so that a UE would not need to continue searching to the end of the search window once msg2 had been detected.  There would be a cost to PDCCH capacity.

Because of the speed of response that can be obtained it is proposed that options 2 or 3 are to be preferred over option 1. No strong preference between options 2 and 3 is made but in order to select one, option 2 is proposed here.

P3:
Where RACH signature overload control (backoff) is to be applied, an indication that it should be applied and any related parameters should be transmitted within the DL-SCH part of msg 2.  Where overload control does not apply, only an indication that it does not apply is contained in msg2. Except for the first signature transmission, UEs should receive msg2 for the preceding RACH occasion before deciding whether to transmit a signature. If no msg2 is detected then a UE should assume that no overload control applies to the next RACH occasion.  

2.3
Application of overload control following contention resolution failure

Whilst it has been agreed that overload control should be applied, when signalled, at second and following RACH attempts it should, perhaps, be clarified whether overload control should be applied following contention failure. If overload control is not applied to the first signature transmission made after detecting contention, multiple UEs may recommence transmission at the same time possibly resulting in further contention events. For this reason it is proposed that:

P4:
Following failed contention resolution a UE should not recommence transmitting RACH signatures without first verifying whether overload control applies. 

This implies that the UE should either continue to monitor the msg2 receive window for consecutive RACH occasions whilst waiting for msg 4, or should monitor one msg2 receive window prior to transmitting a signature. Possibly the method chosen can be left to implementation. Although outside of the scope of this Tdoc it is assumed that the UE continues power ramping starting from the power level used for the signature transmission that resulted in contention resolution. It is debatable whether an access attempt that results in contention failure should result in decrementing of the elapsed failed attempt counter.

2.4
Selective application of overload control

So far it has not been discussed whether there should be exceptions to the application of overload control. Two potential exception cases are UL data arrival and handover using contention based RACH resources. 

It could be argued that, because contention handover is an infrequent event and because there should be minimal delay in completing a handover, then overload control should not apply to handover. However, it can also be argued that contention based handover and RACH overload are both likely to be rare events and therefore it is unnecessary to introduce special provision for this access cause. UL data arrival, on the other hand, could be a common occurrence and it is also likely to be sensitive to delay. For this access cause, exemption may be useful.  

It is possible to identify three ways forward:

i)
Contention based handover and/ or UL data available are always exempted and this is captured in the standard.

ii)
Contention based handover and/ or UL data available are never exempted and no provision to do so is captured in the standard.

iii)
It is left to network configuration, and either it is signalled on BCCH or with the overload control parameters in msg2 whether it should be applied to these cases or not. A simple apply/ not applied indicator or alternatively a parameter such as a maximum number of permitted consecutive failed attempts, N, or a backoff parameter scaling factor, k, could be signalled.  

No strong preference between the options is expressed here, but in order to progress the standard it is proposed that option (ii) is adopted i.e:

P5:
All access causes are subject to overload control when it is applied.

2.5
Overload control parameters

Three possible methods of dynamically reducing the numbers of UEs attempting to use RACH signatures simultaneously are:

· Selective barring based on some criteria for example access cause,

· Application of a random delay before a UE can attempt to use a signature again,

· Application of a probability test to determine whether a signature can be transmitted in the next RACH occasion.

Selective barring:

In principle, it would be possible for the overload control parameter IE to indicate that the next RACH occasion was barred to UEs whose access attempt fulfilled certain criteria. One criteria could be the number of unsuccessful signature attempts completed e.g. a bitmap could indicate whether second, third, fourth signature transmissions were barred. Other criteria could be the UEs access cause or access class.

It is proposed that whilst interesting, selective barring would not provide better control than the following two proposals and could, in practice be less flexible. For example, barring based on access class (via a 10 bitmap) would be similar to probabilistic control with available probability values equal to n x 0.1, although barring a fraction of classes in a round robin cycle could prevent UEs from experiencing excessive delay. 

Application of a random delay:

The control mechanism is assumed to indicate a time range [T1, T2] when overload control is to be applied. If a UE fails in a signature transmission (either no response or contention failure) and detects that overload control is active, it calculates a delay time, uniformly distributed between T1 and T2, and waits this time period before it next attempts to transmit a signature. After waiting the delay period it is able to transmit a signature in the next available RACH occasion. It is believed that this is the mechanism that was used successfully in [2].

Advantages of this method are that the delay between signature transmissions is bounded and UE access attempts are distributed uniformly over the designated period. There is, however, a disadvantage in that once a UE is assigned a delay it does not re-assess the situation until after the next signature transmission so that a degree of dynamic control is lost. However, since overload is probably a rare occurrence this may not be significant. In principle a UE could detect if overload control is released during the wait period and cancel the wait, but this may risk a burst of access activity.

In practice it is probably acceptable that T1=0 so that only a single value T2 need be signalled. The range of values required requires further study but it is possible that the number of bits required to signal T2 could be fairly small e.g. if a 100ms upper limit to the range was acceptable then two bits may be sufficient for parameter signalling (e.g. 20, 40, 60, 100ms) or if a 300ms upper limit was selected then three bits may be sufficient (e.g. 20, 40, 60, 80, 120, 180, 240, 300ms).

Application of a probability factor:

In this method, a UE that detects that overload control is active will have received a probability value, p, from msg2 or from a separate transmission in the msg2 window. The probability factor applies to the next RACH occasion. The UE will generate a random number and compare it with the probability value, if it is less than the probability value then the UE is permitted to transmit a signature in the next RACH occasion, if not then it must receive the next msg2 window to acquire the updated probability value and repeat the process at the subsequent RACH occasion. The mechanism is essentially the same as the dynamic persistence procedure that is used in UTRAN but with the probability factor updated at each RACH occasion.

An advantage of the method is that the probability factor can be revised for each successive RACH occasion and so a UE is not locked into a delay that was calculated at an earlier time. However, successive allocation of a probability factor results in an exponential delay distribution. This can result in some UEs experiencing long delays before they are permitted to transmit whereas a uniform delay distribution has a defined maximum delay. 

It is possible to modify the delay distribution associated with repeated application of a probability factor test in order to ensure a delay distribution that is closer to, but not equal to, a uniform distribution. This can be achieved by scaling upwards the value of p with each successive unsuccessful application of the probability test. Two potential scaling mechanisms are the following:

i)
The UE scales the value of p by the value of (i+1), where i is the number of successively failed persistence tests that have occurred, before completing the next test i.e. the UE conducts successive persistence tests with the values p, 2p, 3p, 4p,…. This method requires only the value of p to be transmitted.

 ii)
The UE scales the value of p by the value of ki, where i is the number of successively failed persistence tests that have occurred, before completing the next test i.e. the UE conducts successive persistence tests with the values p, kp, k2p, k3p, k4p,….

The resultant distributions are illustrated in the figure 1. However, it is proposed that, because overload control should be a rare event, the complexity introduced by the above techniques may not be justified. Furthermore, should it be required that the delay a UE experiences before being able to transmit a signature is bounded a maximum number of successive failed probability tests can be set, N. This maximum number could be signalled with p or it could be semi-statically configured and transmitted on BCCH. In principle the value of N could be access cause specific.
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Figure 1. Illustration of change in reference probability using scaling 

The range of probability values that should be used requires further study, but three bits for p may be sufficient. If a value of N were to be included then, possibly, an additional two or three bits for enumerated values could also be required.

No strong preference between the identified options is expressed here, but in order to progress the standardisation process it is proposed that:

P6:
 The RACH overload control parameter is a probability value against which UEs perform a probability factor test in order to identify whether they are permitted to transmit a signature in the next RACH occasion. Whether a maximum number of unsuccessful persistence tests is to be specified and whether this number is to be access cause dependent is FFS. 

3 Conclusions

The following proposals have been made:

P1:
RACH overload control (backoff) should not be applied to the first transmission

P2:
Procedures that are known to result in simultaneous RACH access by multiple UEs e.g. MBMS counting, should implement a dispersal mechanism as part of the procedure that is separate from the RACH overload mechanism. 

P3:
Where RACH signature overload control (backoff) is to be applied, an indication that it should be applied and any related parameters should be transmitted within the DL-SCH part of msg 2.  Where overload control does not apply, only an indication that it does not apply is contained in msg2. Except for the first signature transmission, UEs should receive msg2 for the preceding RACH occasion before deciding whether to transmit a signature. If no msg2 is detected then a UE should assume that no overload control applies to the next RACH occasion.

P4:
Following failed contention resolution a UE should not recommence transmitting RACH signatures without first verifying whether overload control applies. 

P5:

All access causes are subject to overload control when it is applied.

P6:
The RACH overload control parameter is a probability value against which UEs perform a probability factor test in order to identify whether they are permitted to transmit a signature in the next RACH occasion. Whether a maximum number of unsuccessful persistence tests is to be specified and whether this number is to be access cause dependent is FFS. 

It is requested that these be discussed to see if they can be agreed. 
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