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1. Introduction

At RAN2#58bis, it was determined, on the basis of the analysis in [1], that there is a general need in LTE for cell-specific values of the reselection parameter Qoffset to be distributed to UEs.  To some extent this conclusion has been understood to mean “the neighbour list is back”.  However, when the use cases for inter-frequency offsets for individual cells are considered, only a few situations really tend to support this interpretation.  In this document, we analyse these situations and argue that in general, cell-specific values of Qoffset do not need to be signalled for the inter-frequency case even when the points made in [1] are taken into account.
2. Discussion

2.1. Principles

As a general philosophy, we assume that inter-frequency mobility in LTE should not be undertaken lightly; in particular, unless the serving frequency is of extremely poor quality, or the network is moving active UEs between frequencies for load balancing, a UE should have a strong tendency to stay on the serving frequency.  (The network could also attempt to load-balance by shifting idle UEs to different frequencies; presumably this would be done at attach time or connection release, when the affected UEs are in active mode, and/or by overriding idle-mobility parameters with UE-specific values.  None of these procedures, however, are of any great relevance to the issues considered in this document, and we will not address them further.)

If inter-frequency mobility decisions are made without taking cell-specific values of Qoffset into account, problems could arise in several situations:

· Inter-frequency ping-pong due to erroneous ranking of cells;

· Extra mobility (and related signalling) after a change of frequency;

· Erroneous measurement reports in connected mode.

In the following sections, we examine each of these situations in more detail.

2.2. Inter-Frequency Ping-Pong

Assuming that Qoffset is sent only per-frequency, there is at least a theoretical possibility of inter-frequency ping-pong.  The problem could arise if a frequency has a very low Qoffset (tending to attract UEs from other frequencies) but all the available cells on that frequency have very high per-cell values of Qoffset (tending to repel UEs).  This ping-pong behaviour is shown in Figure 1 (overleaf).
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Figure 1: Inter-frequency ping-pong

Evidently, this behaviour will only occur if the cell-specific Qoffset on the serving frequency is considered in ranking the serving cell against inter-frequency cells—otherwise the high per-cell Qoffset on frequency A would not be considered in the decision to move to frequency B.  It is not completely clear what the correct behaviour in this respect is, but especially in cases of a one-to-all Qoffset, it seems that the value should be considered whenever it is known to the UE, since discarding it would make all measurements and rankings involving the cell known-inaccurate.
Alternatively, the ping-pong can obviously be avoided if the value of Qoffset_cell is available to the UE even in inter-frequency cases.  Delivering cell-specific offsets for all inter-frequency cells brings back the inter-frequency neighbour list and with it the spectre of the same neighbour-list-management problems that plagued the UMTS specification process, however, and therefore it seems an undesirable solution to the problem unless it truly cannot be avoided.
In any case, upon closer examination, it becomes clear that the situation illustrated is pathological.  In Figure 1, the network has chosen to signal a low Qoffset for frequency A, meaning that it considers that UEs should tend to prefer this frequency.  When the UE follows the network’s guidance and switches to the ostensibly desirable frequency A, however, it finds that in fact all the available cells on that frequency are indicated as undesirable (high Qoffset_cell)—in other words, the network is simultaneously telling UEs to prefer frequency A, and to avoid all the cells on frequency A.  It seems obvious that something is wrong.
In a normal situation, either the UE should be able to find at least one genuinely useful cell on frequency A, or the network should not be signalling a low Qoffset for this frequency.  We therefore suggest that the ping-pong scenario does not require signalling Qoffset individually for inter-frequency cells.
2.3. Double Reselection
An additional concern is that, if Qoffset is offered only on a per-frequency basis, the UE can easily land on the “wrong” cell after switching frequencies, resulting in an extra cell reselection.  This is precisely what could happen in the “normal situation” described above; the UE is attracted to frequency A based on a low Qoffset_freq, arrives in a cell with a high Qoffset_cell, and finds an intra-frequency cell with a low Qoffset_cell, as shown in Figure 2 (overleaf).
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Figure 2: Mobility after change of frequency
Unlike the ping-pong scenario above, this case is quite realistic.  However, frequent occurrences of this scenario would seem to represent a deployment problem; if cell B1 is closely collocated with the undesirable cell A1, it is probably a mistake for B1 to signal a low value of Qoffset_freq with respect to frequency A.  It is more likely that B1 has a large overlap with the attractive cell A2, so that most UEs moving from cell B1 to frequency A will land directly on A2.
If the intra-frequency mobility requires signalling (e.g., a tracking-area update in idle mode), there is some unnecessary load on the network.  However, in addition to the observation above that the problem should not be frequent, there are several measures available to the network to mitigate it:

1) The network could consider the high offset on cell A1 as one of the “exceptional” cases already described in TS 36.300, in which parameters for individual neighbouring cells are transmitted even in the inter-frequency case.

2) If cells A1 and A2 are in different tracking areas (the main situation that would create extra signalling), the network can exploit the multiple-TA concept and assign both tracking areas to UEs that arrive in cell A1 from frequency B, so that the second reselection does not cause a TA update.

3) If performance permits it, a UE in inter-frequency mobility could be allowed to evaluate cell-selection parameters on the new serving cell before camping, so that the UE in Figure 2 could “change its mind” and camp directly on cell A2 rather than A1.

These three complementary measures should be more than adequate to address what is after all an infrequent problem, and we therefore suggest that this scenario also does not justify routinely sending a per-cell Qoffset for inter-frequency cells.

2.4. Measurement Errors
Finally, in connected mode, ignorance of the value of Qoffset in other cells will certainly cause the UE to send erroneous measurement reports.  To some extent the network can compensate for this problem; as long as the network is itself aware of the correct value, it can adjust the measured values reported by the UE.  However, the network cannot easily prevent incorrect triggering of events (e.g., a UE may report a “change of best cell” event in which the reported cell, unbeknownst to the UE, actually has a high value Qoffset that should prevent it from being seen as the best cell).
In the inter-frequency case, we submit that such events should actually be rather unimportant.  Inter-frequency mobility should in general be infrequent in LTE; as noted in Section 2.1, it should generally represent either a general absence of adequate cells on the serving frequency or a network-controlled load-balancing measure.  Accordingly, it is unlikely that a sensible network would switch the UE to another frequency on the sole basis that the best cell changed (especially if, as one might expect, the network knows that the reported cell has an unusual value of Qoffset).  In addition, the “exceptional” parameter signalling is still available, so cells with large offsets (positive or negative) can already be indicated on the serving cell, meaning that where erroneous measurements do occur, they should not be very erroneous.

In cases where the network is not aware of the value of Qoffset on the reported cell (which might occur, e.g., with home eNode Bs), this problem is effectively unavoidable; however, such situations are not really a symptom of how Qoffset is signalled over the air, but of network-organisation issues.  We address these cases further in [2].
As with the other scenarios identified, we suggest that the measurement-error problem can be managed without cell-specific inter-frequency offsets.
3. Conclusion

We suggest that there is no need to signal inter-frequency offsets on a per-cell basis, other than the sort of exceptional cases already considered in the stage 2.
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