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1.
Introduction
The current working assumption for LTE is to apply synchronous non-adaptive HARQ in uplink. This paper describes the potential problem of resource fragmentation with this solution and outlines a potential solution. The relation to semi-persistent scheduling is also described.
2.
The problem of resource fragmentation
The working assumption for LTE uplink is to apply a synchronous non-adaptive HARQ protocol. The characteristics of this solution is that retransmissions occur a predefined (in FDD fixed) time after the previous (re)transmission. A retransmission also uses the same resources (physical resource, modulation, coding) as the previous (re)transmission
. The benefit with synchronous non-adaptive HARQ is that the uplink control signalling can be minimized since the HARQ process id does not need to be signalled explicitly in the scheduling grant and a received HARQ NACK can serve as an implicit grant for a HARQ retransmission, i.e. no scheduling grants are needed for retransmissions.
However, the solution has the drawback that a fragmentation of the resources can occur which limits the efficiency of the uplink. As an example, consider the resource allocation for three UEs as illustrated in Figure 1 below.
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Figure 1 Illustration of resource fragmentation with synchronous non-adaptive HARQ

The three UEs are allocated in the same TTI and a retransmission is only needed for UE 2. Here it should be noted that  the single carrier property of the uplink requires that the resource allocation to a UE is contiguous in frequency. This means that in all TTIs where data to UE 2 is retransmitted, any other UE can only be allocated the resources that was previously allocated to UE 1 or UE 3 in the first TTI. Thus the whole available resource can not be used for a single UE. This could lead to inefficient usage of the resources and limit the throughput and capacity in the system.
3.
Potential solutions
One potential solution to the resource fragmentation problem is to use explicit scheduling grants also for retransmissions, which would allow to change the resource for the retransmissions. In the example in Figure 1 this would mean that the retransmissions for UE 2 could be moved in frequency such that a larger piece of contiguous resources are freed (e.g. the same resources as UE 1 used in the first TTI). However, if a scheduling grant is needed for each retransmission it leads to significant control channel overhead. E.g. in [2] it is reported that more than 2 HARQ transmissions in average may be an desired operation point for VoIP, which makes explicit scheduling of all retransmissions unattractive.

Another solution is to allow that the resource used for retransmissions can be changed when needed. I.e. normally only a HARQ NACK is sent from the eNodeB which means that the same resource shall be used for the retransmission as for the previous (re)transmission. If a resource grant is transmitted in the same TTI as the HARQ NACK it means that the indicated resource shall be used for the retransmission. This would correspond to a simplified version of the schemes outlined in [1]. This solution requires less overhead compared to sending explicit grants for each retransmission.
3.1
Discussion on error cases
Case 1: Missed grants

One potential error case with the proposed solution can occur when the UE misses a request to change the resource for a retransmission. E.g. if UE 2 in Figure 1 misses the request to move the retransmission from resource #2 to resource #1 and the eNB schedules a new UE on resource #2 that new transmission would collide with the retransmission from, UE 2. However, this is not expected to be an issue if the eNB applies the principle that if an explicit grant is sent to change the resource for a retransmission it shall also send an explicit grant for the remaining retransmissions for that UE. With this principle a missed scheduling grant only leads to a single colliding transmission (with the likely result that an additional HARQ retransmission is needed) which is not deemed critical. This increases the needed amount of scheduling grants somewhat but still the grants are only needed when the eNB decides to change the resource for retransmissions.
Case 2: HARQ ACK(NACK errors 

Another potential error cases is the situation where a UE sends data and receives a HARQ NACK together with an explicit grant. The UE would interpret this as if a retransmission shall be done on the resource indicated in the grant. However, this could also be the result of a HARQ ACK->NACK error, i.e. the eNB intended to schedule new data but the ACK was misread as a NACK in the UE. These cases can however be distinguished with a one bit new data indicator (NDI) in the scheduling grant which is likely to be needed anyway to avoid error cases with the uplink HARQ. 
3.2
Relation to persistent scheduling

For persistent scheduling we foresee the same operation as for dynamic scheduling, i.e. HARQ NACKs serve as implicit grants and explicit grants are only transmitted if the eNB needs to change the resource for retransmissions to a UE. Since a key target with persistent scheduling is to reduce the control channel overhead it is especially important to limit the amount of control signalling for retransmissions when persistent scheduling is applied.  
3.
Conclusion
We have presented the problem of resource fragmentation and discussed potential solutions. Our proposed solution is to 

· Keep the default operation of synchronous non-adaptive HARQ in UL

· Let HARQ NACKs serve as implicit grants, i.e. no explicit grant is needed if the resource does not need to be changed
· Allow the eNB to send an explicit grant to change the resource for retransmissions

· The eNB should preferably send explicit grants also for the remaining retransmissions

A stage 2 proposal is attached below. 
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9.1
HARQ principles

The HARQ within the MAC sublayer has the following characteristics:

-
N-process Stop-And-Wait HARQ is used;

-
The HARQ is based on ACK/NACKs;

-
In the downlink:

-
Asynchronous retransmissions with adaptive transmission parameters are supported;

-
Additional optimisations (e.g. less adaptive/synchronous) are FFS.

-
In the uplink:

-
HARQ is based on synchronous retransmissions;

-
Resource allocation and modulation and coding scheme is possible to adapt for retransmissions with a scheduling grant. When no scheduling grant is sent the same resource allocation and modulation and coding scheme as for the first transmission is used for the retransmissions.

-
The HARQ transmits and retransmits TBs;

6
Appendix: Example results

In the figure below an exemplary simulation results are shown where up to 4 grants can be sent per TTI. If a certain number of users are persistently scheduled each TTI a fraction of these users needs a retransmission, where the fraction equals the BLER operation point of the HARQ protocol. In a scheme were all retransmissions require explicit grants the number of grants equals the number of retransmissions. The figure shows how many persistent users that can be scheduled per TTI (x axis) with a certain block error rate (Y axis). As an example, with 30% retransmissions it would be possible to schedule around 8 users per TTI with 4 scheduling grant channels (assuming a drop probability of 1%). If, on the other hand, only the retransmissions where the resources need to be changed needs grants, the situation is different.
If e.g. 50% of the retransmissions needs other resources than the first transmission this implies that 15% of all persistently scheduled transmissions needs grants with the same BLER of 30%. In the figure it can be seen that this corresponds to more than 16 scheduled users per TTI, i.e., significantly more users can be scheduled per TTI compared to if each retransmission needs a grant. 

Note that this calculation does not consider that more than one HARQ retransmission may be needed. When more than one HARQ retransmission is needed, the difference between the schemes is bigger since grants would be needed for these retransmissions as well if retransmissions are scheduled.
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� It would also be possible to use different resources for the retransmissions as long as a pre-defined rule is used to determine which resources that are used, e.g. some type of resource hopping could be applied. That does however not change the basic problem outlined in this paper.
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