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1
Introduction

The new LTE architecture, which moves PDCP termination to eNodeB in the E-UTRAN [2], was approved by RAN plenary #35. This change of termination point raises issues for MBMS multicell transmission, where equal content should be provided by all the eNodeB:s participating in the MBSFN transmission.
This Tdoc questions whether it is useful to have header compression, and hence PDCP, in LTE MBMS, at least for services provided by multi-cell transmission. Removing PDCP from the multi-cell data distribution architecture could simplify its implementation at a cost of a small increase in average data rates.

2
Discussion

RAN3 are currently working towards defining the data distribution architecture for LTE MBMS. In particular for the case of multi-cell transmission there is a question regarding the location of PDCP. Locating PDCP in the eNBs of a multi-cell area appears to be difficult because ROHC implementations in a multi-vendor environment may not be identical and may not respond to missing or out of sequence packets in the same way1. Considerable effort can be foreseen both for ROHC and interoperability testing to ensure identical output from all compressor entities in a distributed environment. This suggests that PDCP termination in a central node (BM-SC or MCE-UP) would be a more straightforward solution, which would be a deviation from the unicast architecture, and necessitate implementing header compression in two levels of nodes in the network.

If header compression were omitted for multi-cell transmission then the implementation of the multi-cell data distribution architecture could be simplified. This would not preclude the use of header compression, in the eNB, for single-cell transmission, based upon a single IP multicast available for use for multi-cell and single cell transmission i.e. containing uncompressed packets.

Omitting header compression will mean that, for multi-cell transmission, the data rate reductions will not be obtained, however, it is argued that these reductions are likely to be small because of:

To enable a UE to receive the data stream at points within the transmission time the full RTP/UDP/IP header must be transmitted periodically. This full header should be transmitted a number of times, say 5, to ensure reliability.

The interval between full headers being sent will depend upon the acceptable delay in obtaining access to a service. If the value of 1 second indicated for mobile TV is accepted, then the transmission gain could be significantly reduced. The gain from header compression will be a function of packet size as is illustrated in the following table. 

	Pkt size
	Pkts/sec
	RTP/UDP/IP overhead (%)
	Compressed overhead (%)

	90
	333
	44.4
	6.1

	400
	75
	10.0
	1.8

	900
	33
	4.4
	1.1

	1500
	20
	2.6
	0.9


The table is based on an uncompressed RTP/UDP/IP header occupying 40 bytes and a compressed header 5 bytes, a source data rate of 240 kbps and 5 full headers being transmitted each 1 second. The uncompressed overhead is calculated on the basis of Number_of_packets x 40 bytes. The compressed overhead is calculated from 5 x 40 + (Number_of_packets – 5) x 5.

The table entries suggest that for larger packet sizes the gains from header compression are not large. If it is considered that the size of frames in a H.264 video trace encoded at 240 Kbps, 15 frames per seconds, are not likely to be lower than 900 Bytes and if it can be accepted that the average operational RTP packet size in MBMS is of 900 Bytes or greater then it could be questioned whether the complexity of including header compression in the multi-cell distribution architecture is necessary. 

2
Case study: analysis of Mobile-TV streaming trace

In this section, we study the saving in data rate that would be achieved using RoHC in the case of an example trace of mobile TV encoded with H.264, the only video codec currently recommended for MBMS [1].

2.1
Trace characteristics

The analyzed trace consisted of 120 seconds worth of UDP packets carrying H.264-encoded video with maximum bitrate set to 384 kbps, 1 second maximum keyframe interval and AAC audio with a maximum bitrate 64kbps. In general, the actual bitrate depends on the nature of content; in this case, the content was motor sports, and the total average bitrate (including UDP and excluding IP headers) was 370 kbps.

Figure 1 depicts the UDP packet size distribution in the trace. The cluster at around 200-300 octets consists of audio packets and the one beyond 900 octets of video packets. In addition, a small proportion of RTCP control packets with the constant size of 60 octets can be observed.
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Figure 1: Packet size distribution in the analyzed Mobile-TV trace

2.2
Assumptions in the analysis

The following uncompressed header sizes were assumed:

•
RTP header: 12 octets

•
RTCP header: 4 octets

•
UDP header: 8 octets

•
IP header: 20 octets

Based on previous studies, the average (and assumed here constant) size of a compressed RTP/UDP/IP header was assumed to be 5 octets. 
Because of the requirement for maximum channel switching time of 1 second, it was assumed that the compressor sends L=5 uncompressed RTP/UDP/IP headers in the beginning of every second, and otherwise sends only compressed RTP/UDP/IP headers.
For several reasons, the RTCP/UDP/IP headers were assumed uncompressed: the robustness of the control packet reception should be maximized, but first and foremost, the very small number of such packets per second (note that there were about 250 packets over the 120 seconds), combined with the channel-change time requirement, renders the gain negligible.
2.3
Result

Under the above assumptions, the following total sizes of the example trace (including IP headers) would have resulted:

•
Without header compression: 5.71 Mbytes

•
With header compression: 5.45 Mbytes

This means that the use of RoHC would have saved 4.6% of the required IP-level data rate.

3
Conclusion

Considering the current maximum channel change time of one second, some typical packet sizes, and an example  trace of H.264-encoded mobile TV data, it appears that the gains from header compression are not large. Therefore, to avoid the complexity of distributed header compressor engines and the architecture mismatch of different termination points for unicast and multicell MBMS, the removal of header compression from the MBMS multi-cell data distribution architecture should be considered.
It is suggested that RAN2 decides whether it could accept header compression (PDCP) to be removed from multi-cell MBMS architecture and if so, indicate to RAN3 that this option exists. 
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