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Discussion and Decision

1
Introduction
At the RAN2/RAN3/SA2 joint meeting in St.Louis, a package proposal on the SAE/LTE architectural principles has been agreed [1]. As part of the package, ciphering of the user plan was moved together with PDCP down to the eNB. Moving ciphering to the eNB naturally raises the question whether it should be kept as a part of the PDCP sublayer or – similarly as in UTRAN - included in RLC/MAC sublayers [3] [4]. This contribution compares the two and proposes a way forward for E-UTRAN.
2
Ciphering for the User Plane
Now that the PDCP sublayer has been agreed to be located at the eNB, it is worth discussing whether ciphering for the user plane should remain at PDCP or be moved down to RLC/MAC as in UTRAN. The following sections compare the two in terms of overhead, mobility and implementation.

2.1
Overhead
It has been argued in [4] that keeping ciphering at PDCP would increase the overhead due to the duplication of sequence numbers: one at PDCP for ciphering, one at RLC for ARQ operation. It is however commonly understood that having PDCP and RLC in the same node allows for some optimisations. For instance, by reusing the PDCP SN at RLC for ARQ operation and using some kind of offset only when segmentation is required, there is actually no significant overhead difference [5].
2.2
Implementation

2.2.1
Processing

Because segmentation at RLC has been agreed as being dynamic [2], the delay requirements for building the RLC PDUs are very strict: it requires the block size information from link adaptation to be available and therefore has the same delay requirement as the HARQ loop. Not having ciphering as a part of the RLC PDU building process would allow more processing time for the scheduling and MAC multiplexing, would make it easier (and cheaper) to achieve very high data rates, especially when multiple radio bearers are multiplexed (at MAC).

Furthermore, from an implementation viewpoint it is also easier to process larger blocks of variable size protocol units instead of multiple consecutive smaller ones (due to a smaller number of process initialisation, termination and memory transfers required per time unit). Here again, it is more efficient to have ciphering at PDCP (where all IP packets are ciphered) instead of having ciphering at RLC (where multiple segments of IP packets are ciphered).

It has also been suggested that RLC PDU ciphering could be implemented in hardware more easily than PDCP PDU ciphering. However, (de)ciphering at RLC PDU level depends on knowledge of the MAC multiplexing, RLC sequence numbering and RLC resegmentation. Having (de)ciphering on the hardware data path would require implementing the MAC layer and most of the RLC layer in hardware, which may not be feasible. So the hardware-accelerated (de)ciphering has to be separately performed under control of the protocol software, which is equally possible with both RLC PDU and PDCP PDU ciphering.
The UE implementation efficiency requires that the transmission and the reception share the security algorithm HW accelerator. As the timing requirements in the uplink transmission are very stringent, there's very little flexibility in the point of time when the HW accelerator is used by the transmission control. As mutual exclusion is required, it gives less freedom to the receiver side to use the HW accelerator for decryption and integrity checking. When the ciphering is in the PDCP, the procedures described above are much easier, because the timing of the security algorithm execution is not critical and the data formats are simpler (non-segmented IP blocks). The SW control of the HW accelerator is natural and the accelerator sharing is easy in the absence of tight timing constraints.

2.2.2
Memory
Keeping a simple relation between the PDCP PDUs and MAC PDUs decreases the memory requirements as simple pointers to a common memory can be used to address PDCP PDUs, RLC SDUs, RLC PDUs, MAC SDUs and MAC PDUs. With ciphering at RLC, that is not possible and additional temporary memory allocations are needed for storing the temporary copies of data.

In addition, the UE implementation efficiency requires that the transmission and the reception share the security algorithm HW accelerator. As the timing requirements in the uplink transmission are very stringent, there's very little flexibility in the point of time when the HW accelerator is used by the transmission control. As mutual exclusion is required, it gives less freedom to the receiver side to use the HW accelerator for decryption and integrity checking. In the worst case, the data must be buffered in the MAC layer for a while because the HW accelerator is busy processing the data to be transmitted.

2.2.3
Scalability

Security requirements for eNB in “physically insecure locations” [7] make it necessary to perform de-ciphering of S1 transport and ciphering for Uu in the same secure environment (e.g. within one processor) and vice versa in Uplink. With ciphering in PDCP this could be easily achieved, and at the same time, lower radio layers could still be processed on different processors / boards. If ciphering was moved to RLC we would need to have IPsec, PDCP and RLC together. This has considerable disadvantages for scalability.
In summary, keeping ciphering at PDCP relaxes processing requirements, requires less memory and has significant advantage is terms of scalability.
2.3
Mobility

Moving PDCP to the eNB should not change how E-UTRAN was agreed to provide mobility: the HO requirements should not be relaxed and inter-eNB mobility should remain as efficient. This means that a SN should be used and maintained for the HO procedure to be lossless, to avoid duplication and to ensure in-sequence delivery. In addition, selective forwarding must be used to avoid wasting radio resources and to minimise interruption time and overhead [6].

If ciphering were moved to RLC, only RLC SN would be available and RLC PDUs would have to be transferred from source eNB to the target eNB for the above requirements to be fulfilled. This introduces two problems:
-
Since RLC PDUs are dynamically built according to the radio conditions, it is very unlikely that at HO, the radio condition of the source would be equal to the radio condition of the target and thus, the forwarded RLC PDUs would have to be either concatenated or segmented in the target eNB. Having ciphering at RLC would therefore increase the overhead at HO. 
-
The data to be forwarded would have two different forms in the source eNB. There would be RLC PDUs that have already been transmitted, but not successfully received or awaiting acknowledgment, and there would be unnumbered RLC SDUs awaiting for the first transmission. Having ciphering at RLC would complicate the HO procedure.
The forwarding of RLC PDUs together with a SN does not seem straightforward. Since it is not an interesting option to have two SNs either, moving ciphering to RLC would then mean that a SN cannot be maintained at HO and that selective forwarding would not be possible. In other words, moving ciphering to RLC would waste radio resources, increase overhead and interruption time and introduce duplicates above PDCP. For a good support of mobility - as good as it was when PDCP was in a central node - it is therefore suggested to keep ciphering at PDCP.

2.4 Segmentation

Currently, there are several alternatives how to carry out the resegmentation of the RLC PDUs. Some alternatives re-segment the original RLC PDU so that the original RLC segmentation header is deleted and a resegmentation header is used instead. Other alternatives preserve the original RLC PDU and it is enclosed in the resegmentation format. If the ciphering were in the RLC, only the latter option would be available, because the original RLC PDU sequence number would be needed in the decryption of the RLC PDU. Consequently, the ciphering in the RLC would reduce the flexibility of RLC design and it would cause restrictions to its optimization. Keeping the ciphering in the PDCP will make the RLC design more flexible and independent of other layers. Similar restrictions are not present in the PDCP, because it does not have functions that would modify the SDUs in the same way as the RLC segmentation does.
4
Conclusion
Now that the PDCP of E-UTRAN has been agreed to be located in the eNB, it is worth discussing whether ciphering for the user plane should either remain at PDCP or be moved down to RLC/MAC. This contribution has compared the two approaches in terms of overhead, implementation and mobility. While both approaches do not differ much in terms of overhead (as long as RLC reuses the PDCP SN), keeping ciphering at PDCP significantly ease implementation and  makes inter-eNB mobility a lot more efficient. Therefore, we propose to keep the working assumption of having ciphering located in the PDCP layer.
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