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1
Introduction
In the Cannes meeting, RAN WG2 started discussing the elements that would form the basis for the radio resource assignment mechanisms in LTE. Two basic mechanisms were identified relying on Short lived and long lived allocations. It is well accepted that services such as voice are best served by long lived/persistent allocations. A number of contributions have discussed various approaches to ensure that the high capacity requirements for voice services can be met – some have corresponding RAN1 simulation results, while others do not.
In order to provide some clarity on the various mechanisms, this contribution examines what is required and how the different approaches meet some or all the objectives.
2
Discussion
2.1
Persistent Scheduling
2.1.1
Persistence in time

At the simplest level, persistent scheduling could be viewed simply as providing indications of the frames (sub-frames) that the UE could be scheduled in, i.e. scheduling in the time domain only. The UE then reads the corresponding control channel to determine if any resources have been assigned to it in the DL and UL. Even in the simplest case, the UE benefits from being able to sleep in between sub-frames allocated persistently, irrespective of whether the UE has been assigned resources or not in the corresponding persistent allocation. In the limit, every sub-frame can be allocated to a UE persistently – this would then be equivalent to a dedicated channel; however, in the case of voice this would be wasteful and rather onerous on UE battery consumption, especially for low-bit-rate services such as voice. In case the control channel is transmitted in a TDM fashion, i.e. the symbols carrying control channel signaling occupy only the initial few symbols of a TTI, then further savings in battery accrue, since the UE can then sleep until the next persistent allocation.
2.1.2
Persistence in Time + Blind Detection in DL

In the case of the DL, it is quite possible to do away with the associated DL control channel signaling – UEs assigned to a particular frame/sub-frame are required to then blindly detect if there is any data transmitted to the UE. The UE will need upfront identification of potential resource allocations in order to avoid having to hypothesize the large number of combinations possible in terms of resource blocks assigned and modulation/code rate used. In addition, all UEs assigned to the sub-frame will need to be assigned uplink feedback resources in order to send HARQ feedback, irrespective of whether a particular UE was addressed in the sub-frame or not.
In the case of UL, it is not possible to permit simultaneous assignments of radio resources due to resulting collisions.

2.1.3
HARQ

In order to support HARQ, straightforward persistent scheduling needs to allow UEs to use persistently allocated resources for retransmissions – both in the DL and in the UL. In the case of blind detection in the DL, multiple UEs may check for re-transmissions in similar fashion to the initial transmission and thus ACK/NACK resources would need to be provided for the re-transmission activity as well. In the case of the UL, it is not possible to simultaneously assign the same set of time-frequency resources to multiple UEs.

[image: image1.emf]DL Persistent Allocation 

to UE1 & UE2

Resource 

Assignment for 

UE2

Resource 

Assignment for 

UE1

UL ACK/NACK feedback 

resource for UE1

UL ACK/NACK feedback 

resource for UE2

UL Persistent Allocation 

to UE1 & UE2


Figure 1 above illustrates the case where two UEs have been persistently allocated sub-frames (every 3rd sub-frame); N=3 is further assumed for illustrative purposes only. It is possible to assign the same resource block to both UEs in the downlink; UEs1 and 2 then blindly check if there is a resource assigned to them during the corresponding sub-frames. In order to support HARQ combining it is also necessary to provide resources in the uplink for transmitting ACK/NACK for both UE1 and UE2 even though only one of the two UEs is being assigned resources in any given sub-frame. Note that while it is possible to share the uplink resource among users by using CDM, this introduces significant complexity at the base station.
In the absence of any control channel, UE1 and UE2 have to remain awake during the entire sub-frame in order to decode the data to check if an assignment has been made.

In the case of UL, UE1 and UE2 need to be assigned distinct resources in the sub-frame to preserve the orthogonality. Thus while there is savings in control signaling with persistent allocation, there is significant wastage of resources due to the lack of a priori knowledge at the scheduler regarding the need for resources at the UE.
In the DL, It is possible with some constraints to support TDM of users UE1 and UE2 on a given resource. Thus varying retransmission requirements of UE1 and UE2 can be to some extent handled by sharing resources – the possibility is however limited by the overall delay constraints. Hence appropriate pairing of UEs is needed in such cases. On the other hand, in the uplink, no such sharing of resources is possible. Hence, statistical multiplexing accommodating varying retransmission requirements is not possible.

2.1.4
Voice Service Characteristics
R2-060126, R2-062164, R2-062218 and R2-062379 have proposed to exploit some of the well-known characteristics of voice services. In particular, the voice codec outputs packets with known periodicity. In the case of AMR, during talk spurts, packets are output every 20 ms while during silence periods packets are output every 160 ms. Thus the scheduler can make use of this knowledge and provide persistent allocations appropriately. While the periodicity of the persistent allocations is governed by the code rate, the number of persistent allocations in a given time interval is dictated by the need for HARQ retransmissions and the aggressiveness of the scheduler. [1] suggests that HARQ combining may not be needed, instead relying on time diversity thus obviating the need for feedback – however, this is not very efficient in resource utilization. 
2.1.5
Talk Spurt/Silence Onset

The need for an assignment during a persistent allocation is triggered by the onset of a talk-spurt or silence period. While in the case of the downlink this is easily detected by the scheduler, in the uplink the UE needs to provide some indication to the scheduler of the corresponding transmission type (talk spurt/silence). This is accomplished through the uses of a synchronized RACH in the case of a talk spurt onset while for the silence period in-band signaling can be used. 

The various proposals listed above vary in terms of handling of the release of resources during the silence period. [1] relies on frequent indications sent periodically using a very short period; while [2] and [3] rely on the use of in-band signaling, packet size changes to indicate the onset of the silence period or lack of packet reception to identify this condition. Given the rather stringent QoS requirements of voice services, the use of in-band signaling is considered to be adequate; it is not necessary for the UE to send frequent periodic triggers indicating an empty buffer as in [1]. [1] while using the periodic transmissions is however able to avoid using a synchronous RACH channel for triggering the onset of talk spurt.
[1], [2] and [3] therefore all rely on very similar mechanisms with the differences being primarily in the mechanisms to indicate the onset of talk spurt and silence periods. In fact, [2] and [3] in particular are almost identical especially when considering some of the optimizations mentioned in [3], namely, use of persistence scheduling of SID frames during the silence period. 

2.1.6
Resource Utilization during talk spurt

However, all of the above proposals are inefficient in the use of resources during a talk spurt, primarily due to the use of persistent scheduling alone. The statistical multiplexing gains due to different retransmission requirements of UEs are not taken into account. [3] tantalizingly suggests “Hence, by appropriately designing HARQ termination statistic, bandwidth loss due to early HARQ termination can be virtually eliminated.” However, this would require constant divine intervention; if indeed such optimization were possible without accurate and frequent CQI feedback then in principle it would be possible to choose the precise MCR and power to be assigned to every user and utilize a single transmission to achieve the necessary BLER target. Unfortunately, therein lies the challenge of all wireless systems and hence this remains an elusive target.
2.1.7
Persistent Scheduling with fast on/off control

In contrast, the Motorola contributions [4] and [5] propose mechanisms to efficiently exploit the traffic activity during the talk spurt. UEs are persistently allocated to sub-frames and individual UEs assigned to a particular sub-frame are assigned a sub-frame specific identity. By using a single bit in a control bitmap, UEs are dynamically allocated and de-allocated the persistent allocation based on the retransmission requirement and activity.  
It should be noted that given perfect knowledge of the UE’s channel condition, the Motorola approach degenerates into the Qualcomm approach described in [3] with the proposed additional enhancement of tailoring the HARQ termination statistic – in this case no additional control bitmap is needed due to perfect knowledge. The resources (number of sub-frames, resource blocks, modulation/coding) can then be precisely tailored based on the exact need for each UE with no resulting wastage of resource. But such optimizations require very precise knowledge of the UE’s dynamic channel condition which is at least conditioned on its mobility. Hence some additional control mechanism is needed to exploit the statistical multiplexing gains due to retransmission activity.
By persistently allocating UEs to different sub-frames, and using a single bit in a bitmap to identify a UE for fast on-off control of the persistence allocation, over 30% increase [6] in voice capacity can be obtained over the proposal in [3].
3
Summary

Given that:


- LTE does not support the CS domain and all traffic is to be supported on the PS domain including voice, and

- in order to maximize data capacity, it is important to handle voice and all non-data services in the most efficient manner, irrespective of expected voice and data traffic mix, 
it is proposed that voice services in LTE be handled using voice-centric scheduling mechanisms proposed in [4], [5]. These mechanisms provide the following benefits over the other proposals:

1. Increased capacity, of 30% over plain persistent scheduling

2. Increased battery savings due to a very compact control channel indicating resource allocation, over and above the battery savings from persistent scheduling

3. Increased data capacity due to a very efficient handling of voice services, thereby improving the overall spectral efficiency of LTE.

The requirement of not optimizing conversational class services was a critical error in the design and standardization of HSDPA, as evidenced by current activity in RAN to improve the voice capacity of HSPA based systems. It is important that LTE support voice in the most efficient manner from the very start rather than attempting to improve capacity in later release as is currently being done with HSPA. Designing LTE to provide the maximum voice capacity will also provide a significant lead over nascent competing non-3gpp access technologies using OFDMA.
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