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1.
Introduction
In this document we stress some issues that have been identified with persistent scheduling and present an alternative solution, here called semi persistent scheduling, as a method to reduce the scheduling related control channel overhead in LTE.

The contribution focuses on the overhead caused by transmitting scheduling grants and assignments. Another issue, not addressed here, is the transmission of scheduling requests and scheduling information (e.g. buffer reports). Different solutions can be imagined for reducing the need for scheduling information but such optimizations are independent to the solutions discussed here.
2.
Issues with persistent scheduling

Persistent scheduling has been discussed for LTE as a solution to reduce the signalling load for various traffic sources, for example VoIP. VoIP is also used as an example in this document to illustrate the differences between different solutions. The main idea with persistent scheduling is that the scheduling can be performed on a slow basis where certain resources are pre-allocated according to a pattern that would be suitable for the traffic source (e.g. a fixed resource allocated once every 20 ms for VoIP). This would have the advantage that an UL scheduling grant or DL scheduling assignment would not need to be transmitted for each VoIP frame.

As already identified in earlier contributions persistent scheduling has a number of drawbacks:

· Persistent scheduling in combination with synchronous HARQ in uplink is not efficient since the synchronous retransmissions of data may collide with the persistently allocated resources.

· Potentially inefficient use of resources, if the persistently allocated resource includes room for HARQ retransmissions that may not be used

· No link adaptation since a predefined resource, modulation, coding and payload size is used. A limited link adaptation could be possible by allowing the UE to select coding and modulation but this would require that this information is signalled out-of-band in uplink which is costly.

· No channel dependent scheduling
· Need for signalling to change resource allocation between talk bursts and idle periods (continuously scheduling resources also during idle periods is, of course, also possible but would be very inefficient).

Note that for VoIP there are packets transmitted at least every 160 ms during silence periods. 
All in all it appears that pure persistent scheduling is not an efficient solution for VoIP and similar services. As indicated in [1], one of the main motivations to use persistent scheduling is to minimize the L1/L2 control channel overhead. We here outline an alternative scheme that reduces the signalling load significantly compared to dynamic scheduling while still avoiding the drawbacks with persistent scheduling.
3.
Dynamic scheduling of VoIP users
The current assumptions in RAN1 indicate that the size of the scheduling information needed for uplink grants and downlink assignments are around 46 bits and 36 bits, respectively [3]. For simplicity it is assumed in the following discussion that an assignment or a grant can be fitted into 40 bits including a 16 bits UE specific CRC
. This simplification does not change the conclusions. 
If we assume that an acceptable overhead for scheduling related control channels is 1 out of 14 OFDM symbols this gives, for a 5 MHz carrier, 600 coded bits per TTI. The coding rate needed for these control channels is still under discussion in RAN1 but assuming that a rate of 1/4 to 1/3 is needed this results in 150 to 200 information bits per TTI. In the following we assume that we can fit e.g. 4 control channels of 40 bits each, implying that e.g. 2 grants and 2 assignments can be transmitted per TTI. If the acceptable overhead is 2 out of 14 OFDM symbols this would give 4 grants and 4 assignments per TTI.  
Dynamic scheduling of VoIP users is an illustrative example of the restrictions that the control channel gives. In an approximation each VoIP user requires either a scheduling grant or a scheduling assignment every 20 ms depending on if the UE is transmitting or receiving (corresponds to a voice activity factor of 50%). The supported number of VoIP users under these assumptions is shown in the table below.
	Control channel overhead
	1 VoIP frame per TTI
	2 VoIP frames per TTI (bundling)

	1 of 14 OFDM symbols
	80 users
	160 users

	2 of 14 OFDM symbols
	160 users
	320 users


Table 1
Supported number of VoIP users in 5 MHz with dynamic scheduling

As can be seen in Table 1, a control channel overhead of 1/14 is only sufficient to support 80 VoIP users if no frame bundling is used. However it should be noted that the delay budget for VoIP often allows for 2 or more VoIP frames to be bundled and transmitted together, which would result in 160 supported VoIP users. If a control channel overhead of 2/14 is acceptable these numbers are doubled. Note that even if these numbers seem rather high it assumes that no other traffic is served in the cell. It could therefore still be beneficial to find more efficient solutions that require less control channel overhead.
4.
Semi-persistent scheduling
The approach taken here is to configure most of the information carried in the scheduling assignment and scheduling grant via RRC signalling. For the downlink it would be possible to pre-configure a set of resource indications and transport formats and for the uplink it would be possible to pre-configure a set of resource assignments and transport formats. The following description includes both scheduling grants and scheduling assignments but it should be noted that the detailed physical layer information for grants and assignments is slightly different.
Sine the physical layer information is pre-allocated, a short grant or assignment can be used to indicate when the pre-configured resources shall be used by the UE. The short grant/assignment only have to indicate:

· UE id

· Index to one of the pre-allocated resource sets

· HARQ info (in DL)

However, unless an efficient coding of the UE id is used the gain of using short grants and assignments is not very significant (It has here been assumed that a 16 bit UE specific CRC is used to indicate the UE id for dynamic scheduling). It is therefore proposed that a grouping of UEs is used. It is here assumed that 4 UEs is present in each group and a UE is identified through the group id and the position in the group.
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Figure 1 Illustration of the concept of semi persistent scheduling. The figure shows the case where 2 out o4 4 UEs are scheduled in a TTI.
The basic principle is illustrated in Figure 1. In the example resources have been pre-allocated for two users in the group (resource SET 1 and SET 2), which allows two users to be scheduled per TTI.  Within the group, UE 1 and UE 4 are scheduled. Since UE1 is the first scheduled UE in the group it gets a resource in SET 1 and since UE is the second scheduled UE in the group it gets a resource in SET 2. In the example UE1 is assigned downlink resource index R2 and UE2 is granted uplink resource index R1. Note that both UEs can also be assigned the same resource index since the actual physical resources are different. It is assumed that the scheme is used as a complement to dynamic scheduling. The UE listens to two IDs, one dedicated ID and a group ID and the UE can at any point in time be addressed through any of these IDs. The number of pre-allocated resources via RRC can therefore be kept small since a UE can be addressed with the dedicated ID in case there is no pre-allocated resources left in a TTI. In case only some of the UEs in the group need HARQ retransmissions, these retransmissions can either be scheduled through the group grant or through individual dynamic grants.
With the above assumptions a short scheduling grant/assignment would then consist of

· UE group id (16 bit group specific CRC)
· And for each UE in the group:

· 3 bits to indicate one out of 8 resources/TB sizes/modulations 

· 5 bits for HARQ related info in downlink (process id, RV) 

In total this gives 16 + 4*7 = 48 bits for the whole group which should be possible to fit into one control channel. The uplink scheduling grant could in principle be made smaller since no HARQ info is needed due to synchronous HARQ in uplink, but it is here assumed that the uplink scheduling grants have the same size as the assignments for simplicity.  

Note that it is possible to indicate either a downlink or an uplink resources to each UE in a UE group. If it is necessary to indicate both an uplink and a downlink resource for the same UE one of the indications either must be delayed a TTI or a normal dynamic grant can be used to indicate the resource in one of the directions.
With the same assumptions on the control channel as in section 2 it is possible with the described scheme to transmit 16 grants or assignments per TTI.

The supported number of VoIP users under these assumptions is shown in the table below.

	Control channel overhead
	1 VoIP frame per TTI
	2 VoIP frames per TTI (bundling)

	1 of 14 OFDM symbols
	320 users
	640 users

	2 of 14 OFDM symbols
	640 users
	1280 users


Table 2
Supported number of VoIP users in 5 MHz with semi persistent scheduling

As seen from Table 1 and Table 2 the semi persistent scheduling can support significantly more users than the dynamic scheduling. It also by far exceeds the target of supporting 200 active users (or alternatively 200 VoIP users can be supported simultaneously as other traffic).
The semi persistent scheduling described here can be seen as an extension of the scheme proposed in [4] where a grouping of users is also foreseen but a bitmap is used to address an individual UE in the group. The proposal in [4] is to have one bitmap for scheduling grants and one bitmap for scheduling assignments. Some drawbacks with that scheme is that it is difficult to apply any link adaptation and the scheme does not consider asynchronous HARQ for DL where HARQ info would need to be indicated together with the grant.
With the semi persistent scheduling a limited link adaptation can be applied where one of a number of different (e.g. 4) resource assignments/ code rates/modulations can be selected for transmission in each direction (uplink/downlink). This allows for adaptation to varying radio resources and varying payload size due to SID frames, varying header sizes due to header compression or packet bundling. As shown in [5] it is beneficial from a capacity perspective to allow packet bundling where a few VoIP frames are scheduled in the same TTI, which is possible with this scheme. 
Due to the possibility to apply link adaptation there is no need to have a fast switching mechanism between UE groups. It should be sufficient to change group seldom (if at all) and this can be handled via RRC signalling.

5.
Discussion and Decision
We have outlined a scheme with the following properties:
· The overhead for scheduling control is significantly decreased compared to dynamic scheduling and the number of supported VoIP users by far exceeds the target of supporting 200 users in active state

· A limited link adaptation can be applied in both uplink and downlink to consider variations in radio conditions and payload size 
· No need for fast changes in the allocated resources or changes in UE group between talk bursts

· No interaction problems with sync HARQ. Since the transmission time is selected by the scheduler, data can be scheduled when free resources exist, avoiding the problems that are seen for persistent scheduling
· A UE group can be scheduled in any TTI since the UE grouping is not coupled to specific sub-frames but instead the UE group is scheduled through a group id.

We therefore propose the following working assumption:

· Semi persistent scheduling as outlined above should be used as a complement to dynamic scheduling

· Persistent scheduling, in the meaning that both physical resources and timing of grants/assignments are allocated via RRC, should not be used for LTE   
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� Note that the current RAN1 assumptions on the size of the scheduling grant is somewhat pessimistic. Separate coding of information for different users and for uplink and downlink  is assumed here but the conclusions in this contribution are not directly dependent on that assumption..


� In case a UE is not scheduled through the group ID in a TTI this would be indicated through a reserved value on the 8 bits, e.g. all bits set to zero.
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