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1. Introduction

Registration in WCDMA and related systems has historically been based on mobility between statically defined routing areas.  This practice has the virtue of simplicity but results in some well-known problems, especially related to load balancing.  For instance, a large body of users crossing from one routing area to another together (as on a commuter train) gives rise to a correspondingly large local spike in uplink traffic due to registrations.

In addition, there are issues at the scale of individual UEs, such as “ping-pong” registrations when a UE is essentially stationary near a routing area boundary.  These cases are intended to be infrequent and therefore not to present a large loading problem for the network, but certain service environments make it difficult to arrange the network to avoid them; in any case, those UEs that are affected by the problem experience drastically lowered battery life, and the affected users are unlikely to take much comfort from knowing that the network as a whole is able to absorb their problem.

A distance-based registration policy as described in [1], in which the UE registers whenever its serving cell is sufficiently distant from the cell where it last registered, can ameliorate these problems.  This document examines how distance-based registration can be expected to perform, as compared to the “classic” static-routing-area approach, in representative service environments.

2. Discussion

It is clear that the effects of a change in registration policy will depend greatly on the distribution and behaviour of the user population.  At one extreme, a UE that never travels far from “home” would never perform a distance-based registration (though it would presumably perform periodic registrations), but might sometimes cross an RA boundary, so this UE would clearly be better served by a distance-based policy.  At the other extreme, a UE whose mobility takes place only in long trips across many RAs will tend to perform more registrations under a distance-based policy—the exact factor depends on the shape of the static RAs, but in general the registration distance needs to be less than the diameter of a static routing area for the resulting areas to cover the same area (Figure 1).
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Figure 1: Straight-line mobility in different registration regimes

To judge from Figure 1, it appears that switching from static routing areas to distance-based registration will cause a general increase in registration traffic (in this case, by a factor of
[image: image2.wmf]p

).  In fact, the figure is artificially favourable to the static-RA scheme, in that the mobile takes a direct route across the breadth of each routing area, with no erratic wanderings or brief “visits” to the corners of nearby RAs that would give rise to additional registrations.  Avoiding such “extra” registrations is one of the major strengths of distance-based registration.

In addition to minimising registrations due to highly local variations in mobility or RF fluctuations, distance-based registration eliminates problems with constant registration from mobiles that are essentially stationary near a routing-area boundary.  At the systemic scale, these problems are not supposed to be major—if they are, the routing areas are badly configured; however, for mobiles unfortunate enough to be the victims of this ostensibly minor problem, the cost in battery life is quite significant.  Moreover, the alignment of routing areas to prevent this problem from occurring on a larger scale causes an otherwise unnecessary level of complexity in network planning.

This section investigates the behaviour of different registration regimes under two models that represent different assumptions about the network geometry and user population.  Both are broadly realistic, albeit in (very) different real-world environments; we characterise them as the “Los Angeles” and “London” models.

2.1.  Model 1: “Los Angeles”
In the “Los Angeles” scenario, mobility is dominated by long trips over highly restricted routes between separated dense areas.  Here a “long” trip means “larger than the diameter of a routing area”, so that each trip involves at least one registration.  Figure 2 shows a simplified map of this sort of area, with three RAs connected through a bottleneck in an “islands and freeways” architecture.  For this illustration, RA 1 is a residential area, the other two commercial, so that the major source of mobility between RAs is commuter traffic spreading out from RA 1 into RAs 2 and 3 (or returning home via the reverse routes).  Other user mobility is presumed to take place within an RA (no one goes home for lunch), so registration traffic from mobility other than the long commuter trips is negligible.
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Figure 2: Los Angeles: islands connected by freeways, with commuter routes
Each commute crosses an RA boundary and so gives rise to a registration. Indeed, because of an asymmetry at the central bottleneck, any route from RA 1 to RA 2 passes briefly through RA 3 and so causes two registrations; this is obviously a weakness of the network design, but not an implausible one in an environment of highly restricted routes (the freeway interchange has to be part of some RA).  Note that all registrations take place in the group of  three cells in which each RA meets the common bottleneck.
In this situation, it is clear that switching to distance-based registration will spread out the load peaks from these central cells.  There will still be a tendency for UEs to register somewhere close to the central bottleneck, but since the UEs start in different positions within RA 1, they reach the registration distance at different stages along their routes.  On the other hand, it should be expected that the amount of registration traffic could increase; this long-distance mobility is fairly similar to the situation illustrated in Figure 1, with UEs crossing large spans of static routing areas—but to the extent that a UE makes brief “visits” to certain RAs, rather than traversing them in their entirety, some registrations can be avoided, partially (or, as Section 3 will show, almost entirely) compensating for the increased traffic.

Figure 3 illustrates the mobility of a small population of UEs in the “Los Angeles” model, with registration taking place whenever a UE travels four cell diameters from its last registered cell.  (The numbers shown are UE identifiers; a phone with an R represents a registration.)
Of course, this example is unrealistically small, for convenience of illustration; in particular, real routing areas would be significantly larger, which serves to spread out registrations further (since the distances travelled by UEs that start within the same routing area vary in approximate proportion to the size of the RA).
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Figure 3: Mobility in Los Angeles (distance-based registration)
Each of the five UEs starts in RA 1 (upper left) and moves into the bottleneck, and from there into one of the two other routing areas.  Because the UEs start at different locations within RA 1, they encounter their distance threshold at different stages, and the corresponding  registrations occur in different cells scattered around the  bottleneck, rather than being entirely concentrated in the cells at the RA boundaries.  In addition, the two phones travelling to RA 2 are not forced to double-register by their brief dalliance with RA 3.  On the other hand, two phones (numbers 2 and 3) with unusually long commutes do experience a second registration at the end of their trips, for a total of seven registrations.
The same UE behaviour with RA-based registration would again result in seven registrations; five would occur in the “central” cell at the bottleneck (the same cell showing three registrations in Figure 3), the other two in the cell to its upper right (as UEs 2 and 4 cross into RA 2).  The difference in the concentration of uplink traffic is evident even in this “toy” example.

2.2. Model 2: “London”
In the “London” model, mobility consists of short (comparable to an RA diameter) trips, distributed within a large area, containing multiple RAs, in which the density of users is roughly homogeneous.  Much of this mobility will take place within a single routing area and cause no registrations; however, because of the size of the area, it is inevitable that a proportion of these locally-mobile users will be near an RA boundary.  Figure 4 shows a map of routing areas, together with mobility tracks for two hypothetical users, with registrations shown for a routing-area-based registration regime.
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Figure 4: Routing areas and mobility in London (RA-based registration)
The equivalent picture for distance-based registration is not shown, for the simple reason that it would include no registrations.  The two registrations needed in the RA-based case are something of an accident; UE #2 has the poor luck to be situated near the boundary between RAs 1 and 2, and a very small amount of mobility results in two registrations to put the UE virtually back where it started.  If the user population were characterised by distinct clusters, such registrations could be avoided by better network planning, but in a large environment with a homogeneous user population, the routing area boundaries have to be somewhere, and will inevitably give rise to these “accidental” registrations.
In this (artificial) example, the load on the system is actually reduced by switching to distance-based registration.  Whether such a reduction can be expected in a more realistic situation depends on the behaviour of real user populations.  A mobile that “lives” within the area and never moves further than the registration distance (the user lives near work and shops, and never goes on vacation) will only perform periodic registrations; a “commuter” mobile that comes into the city in the morning, moves around in a small area during the day, and leaves again in the evening will register twice, rather than gratuitously registering every time it crosses an RA boundary within the city.  These phenomena suggest at least the possibility of a decrease in registrations.  In addition, as in the “Los Angeles” model, a distance-based registration policy will spread out the rush-hour activity peaks from commuter mobiles.

2.3. Implementation Issues: Paging and Topology
Under a regime of routing-area-based registration, the location of an idle UE is clearly (if somewhat imprecisely) known: It is somewhere within the RA in which it last registered.  This principle still holds for distance-based registration, except that “the RA in which it last registered” is replaced by “all cells within a certain distance of the cell in which it last registered”; this set of cells functions as a kind of virtual routing area.  (To look at it another way, distance-based registration is precisely the same as a system of multiple overlapping routing areas, in which the number of RAs to which each cell belongs is the same as the number of cells per routing area—a kind of “super URA_PCH” arrangement.)
This arrangement does not affect the aggregate paging load as compared to a static RA-based regime, assuming that the number of cells per routing area is approximately the same.  It does change the distribution of paging traffic; in cases where all RAs carry approximately equal paging loads, the changes in paging distribution will balance one another, but in the case that one (static) RA has an unusually high paging load, distance-based registration should offer some reduction in that load on a per-cell basis.

In general, in either a static or distance-based regime, the choice of routing-area size (resp. registration distance) involves a tradeoff between limiting registration traffic (large RAs) and limiting paging traffic (small RAs).  From the perspective of network planning, a distance-based approach removes the additional constraints introduced by the requirement to avoid inconvenient placement of RA boundaries.

To implement a distance-based registration scheme, the network needs to maintain a database containing the distance-based routing area for each cell, for use in paging.  This database is static and only needs to be built once (barring general changes in network geometry, which of course would require various other network-planning adjustments as well).

In addition, each cell needs to inform the UE of its distance from other cells in the network.  The most efficient way to do this is for the cell to broadcast its own latitude and longitude.  This information, if aggregated across cells, would provide a geographic map of the entire network, which might not be desirable.  However, since the registration arrangements depend only on relative distances, there is no reason why the cell locations need to be accurate; they only need to be accurate relative to each other.  Indeed they could be entirely fictitious; for example, an operator could (without impact on specifications) report fictitious cell locations that showed the distance between any two cells to be (for instance) half of the true geographic distance, and adjust the registration distance to compensate.  In general, any number of fictitious network topologies can be imagined and used for the registration process, without harm to the operation of the system or impact on specifications.
3. Simulations

This section presents the results of some simulations.  The underlying models are based on the “Los Angeles” and “London” models described above.  In each case, each of a population of 10000 UEs was assigned a “home” and “work” location, and moved from home to work and then back, while keeping track of both routing-area-based and distance-based registrations.  Each model was run in both a “purposeful” and “irresolute” version; purposeful users travel in a straight line from point to point, whereas irresolute ones tend to take the same route, but at each step along it have a chance (in these cases a 20% chance) of taking a step in a random direction.
For the “London” scenarios, the placement of home and work is entirely random for each UE in the population, with no restrictions on routes between the two.  In the “Los Angeles” scenarios, the “home” and “work” locations are always placed at near-maximal distance from one another, and there are two “bottleneck” points which UEs are required to approach in the course of their trips; each UE proceeds from home to a bottleneck, then on to work, and returns by travelling from work to the bottleneck and then to home.  (Each UE chooses the bottleneck that minimises the total distance of the trip.)

For all scenarios, the “world” is a hexagonal lattice of cells on the surface of a torus (to prevent edge effects), 72 cells by 48, with routing areas consisting of 12x12 “rectangles”.  (A smaller version of this arrangement is shown in Figure 5, overleaf; the complete version is visually useless at a size that fits on a page.)  The length of a UE “step” is 1/5 the diameter of a cell.
These assumptions are not entirely unrealistic, as it turns out.  If the diameter of a cell is assumed to be 1 km, then the average “commute distance” in Los Angeles should be approximately 25 km, and that in London approximately 12 km; these values compare extremely well with the reported real-world values of 24 km ([2]) and 11.5 km ([3]), respectively.

Radio conditions are not modelled in any of these scenarios; the geographically-nearest cell is assumed to be the one serving the UE at all times.

[image: image6.emf]
Figure 5: It’s a small toroidal world (colours represent static routing areas)
3.1. Results: London

The results from the London scenario are shown in Table 1.  As expected, the total registration traffic was higher under distance-based regimes; however, in all cases the increase was smaller than the naïve expectation of a factor of 
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.  In particular, the “irresolute” scenario (with users taking random steps during their trips) showed only a 17.65% increase.
More dramatic is the change in distribution of registrations across cells.  The rightmost columns of Table 1 show the standard deviation in the distribution of percentage of registrations in cells (there are 3456 cells, so the mean is approximately 0.029); the value is lower by nearly an order of magnitude in the distance-based regime.

The maximum registrations in any one cell, measuring in some sense the worst-case load that the cell was called on to support, decreased by well over 50% in both cases.

	Model
	Total registrations
	Max. registrations in one cell
	Standard deviation of distribution

	
	RA-based
	Distance-based
	Change
	RA-based
	Distance-based
	Change
	RA-based
	Distance-based
	Change

	Purposeful
	62714
	95826
	+52.80%
	128
	49
	-61.72%
	0.049
	0.006
	-87.49%

	Irresolute
	81789
	96226
	+17.65%
	172
	48
	-72.09%
	0.049
	0.007
	-86.57%


Table 1: Results from London
In all statistics, the difference between the “purposeful” and “irresolute” cases essentially vanishes under distance-based registration.
Overleaf, Figure 6 and Figure 7 show the results for the purposeful and irresolute cases, respectively.  The peaks at RA boundaries, obvious in the RA-based graphs, are absent in the distance-based ones.
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Figure 6: Purposeful Londoners
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Figure 7: Irresolute Londoners

3.2. Results: Los Angeles
The simulation results for Los Angeles are shown in Table 2.

	Model
	Total registrations
	Max. registrations in one cell
	Standard deviation of distribution

	
	RA-based
	Distance-based
	Change
	RA-based
	Distance-based
	Change
	RA-based
	Distance-based
	Change

	Purposeful
	109248
	171267
	+56.77%
	5018
	2971
	-40.79%
	0.218
	0.103
	-52.62%

	Irresolute
	134209
	172685
	+28.67%
	5135
	2637
	-48.65%
	0.168
	0.088
	-47.89%


Table 2: Results from Los Angeles
The broad effects of the change from RA-based to distance-based registration are the same as in London: There is an increase, albeit a sublinear one with respect to the routing area diameters, in total registration traffic; a substantial reduction in the maximum registrations in a single cell; and a dramatic decrease in the standard deviation of the distribution of registrations across cells.  All effects are less pronounced than in the London model, suggesting that bad urban planning is a more powerful force than good network planning.
On the other hand, as an inspection of the graphs in Figure 8 (purposeful) and Figure 9 (irresolute; both overleaf) shows, the problem of uneven distribution of registrations that the distance-based regime attempts to address is very much worse in Los Angeles than in London.  The problem is the freeway bottlenecks; as users converge on these two locations, they all tend to cross RA boundaries in the same few cells.  This explains the pronounced dual peaks (one peak for each bottleneck) that persist, though much lowered and spread out, in the distance-based graphs below.  (In an earlier run of the simulator, a bottleneck happened to be placed on a routing-area boundary—hopefully an unrealistic piece of network planning—with the result that the cell containing it carried more than 6% of all registrations in the system.)
Again, the effect of the change from “purposeful” to “irresolute” modes is minimal, except in the total number of registrations, where it causes a significant jump in traffic in the static case but no significant change in the distance-based one.
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Figure 8: Purposeful Angelenos
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[image: image15.emf]Distance-based registrations
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Figure 9: Irresolute Angelenos
4. Conclusions
The benefits of distance-based registration are evident from the analysis above.  We therefore suggest that support for it should be included in the LTE design.
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