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1. Scope

This document describes a model for the allocation and management of carriers in the frequency domain within an LTE system, and the implications of the model for idle mobility, paging, and system acquisition.

For discussion purposes, we assume that the minimum UE capability requires it to be able to listen to 5 MHz of bandwidth simultaneously; this number is not intended to be definitive, but as a not unreasonable assumption to facilitate discussion.
2. Terminology
We adopt the following terminology.

System Band(width): The full contiguous bandwidth allocated to a single PLMN.  For discussion purposes we generally assume a 20-MHz system, but systems on narrower or wider bands could exist.  In particular, spectrum allocation could mean that bands as narrow as 1.25 MHz are allocated to LTE.

Carrier: A subset of the system band defined by a range of frequencies.  We assume these could have sizes of 1.25 MHz, 2.5 MHz, 5 MHz, 10 MHz, possibly 15 MHz, and 20 MHz; however, it is not obvious that there is any value in having a carrier smaller than the minimum UE capability, except in cases where the system bandwidth itself is less than that capability (and in such cases the system band would probably be treated as one carrier, with no finer structure in the frequency domain).
ERFN: An identifier for the central frequency of the system band, the equivalent of ARFCN (GSM) or UARFCN (UMTS).  The natural term would be EUARFCN, but this is unwieldy to say the least, and we therefore suggest truncating it to this shorter form.  The range of possible ERFN values is not yet decided; a plausible range might be from 0 to 6.5535 GHz in increments of 100 KHz (i.e., 16 bits giving 65536 values).

Intra-/inter-frequency: These terms can be understood as meaningful only from the perspective of a single UE.  A resource or procedure is “intra-frequency” if the UE can use the resource or carry out the procedure without retuning; that is, it is in some sense resident on a carrier to which the UE is listening.  It follows that the same behaviour may be inter-frequency for one UE and intra-frequency for another; for instance, a 5-MHz-capable UE on a 20-MHz system needs to make inter-frequency measurements to compare other carriers on the same system, while a 20-MHz-capable UE can measure all carriers as intra-frequency.

Carrier ID:  Within an ERFN, a carrier can be uniquely identified by its bandwidth and a frequency offset relative to the base frequency of the system bandwidth.  Figure 1 shows how a 20-MHz system could be divided into carriers in several different ways, with each carrier labelled in this manner.
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Figure 1: Carriers identified by bandwidth and offset
In fact, these carriers could be overlaid on each other, so that for instance the range from 5 to 10 MHz could simultaneously be viewed as carrier (5,5) and as part of carrier (10,0).  This arrangement could be useful if the operator wanted to use the 10-MHz carrier for unicast data to high-capability UEs, but also transmit a paging channel (which would need to be monitored by UEs of any capability) in certain slots within a 5-MHz carrier.  The various divisions shown in Figure 1 could all coexist within a single system band, which would have a bewildering variety of carriers over which to distribute UEs (and in practice it is unlikely that such a haphazard combination of carriers would be of much use).  Figure 2 shows a more plausible example, however, in which 5-MHz and 10-MHz services are time-multiplexed in a way that suggests overlapping carriers.
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Figure 2: Realistic overlapping carriers

For over-the-air signalling, it would clearly be sensible to assign carrier identifiers using a lookup table.  The example shown in Table 1 assumes that carriers can be of widths 20, 15, 10, 5, 2.5, and 1.25 MHz, and that the possible “offset” frequencies within the system band are spaced at intervals of 1.25 MHz.  For brevity, some lines are elided.
	Carrier ID
	Bandwidth (MHz)
	Frequency offset

(MHz, relative to system base)

	0
	20
	0

	1
	15
	0

	2
	15
	1.25

	3
	15
	2.5

	4
	15
	3.75

	5
	15
	5

	6
	10
	0

	7
	10
	1.25

	8
	10
	2.5

	9
	10
	3.75

	10
	10
	5

	11
	10
	6.25

	12
	10
	7.5

	13
	10
	8.75

	14
	10
	10

	15
	5
	0

	16
	5
	1.25

	...
	...
	...

	26
	5
	13.75

	27
	5
	15

	28
	2.5
	0

	29
	2.5
	1.25

	...
	...
	...

	41
	2.5
	16.25

	42
	2.5
	17.5

	43
	1.25
	0

	44
	1.25
	1.25

	...
	...
	...

	58
	1.25
	18.75


Table 1: Carrier IDs
For this discussion, we use the term “carrier ID” for either the pair (bandwidth,offset) or an index into a lookup table, indiscriminately.  The discussion below uses the mapping of carrier IDs from Table 1.

A channel is viewed as being “on” a certain carrier if its entire span in the frequency domain is within that carrier.  This means that there is not a unique carrier for each channel; the same channel may be seen by one UE in a 5-MHz carrier, by another in a larger 15-MHz carrier, and so on.  Indeed, a network with sufficiently enthusiastic resource management could almost dispense with the carrier concept entirely, simply assigning frequency resources as its whim dictated and relying on on-the-fly decisions to maintain the structures required for the system (e.g., to make sure that all UEs have access to a PCH).  However, there will be some situations that require a certain subset of the system frequency band to be managed differently from the rest (e.g., E-MBMS), and in general the carrier concept is helpful to bring a sense of order to the distribution of resources across the downlink.
3. BCCH Considerations

The BCCH (and any other services that need to be available to all UEs, including the PCH; see section 4 below) need to be confined to carriers no larger than the minimum-UE-capability bandwidth of 5 MHz.

Clearly, a BCCH is needed wherever idle UEs are to be able to camp.  However, there is no particular reason why camping should be allowed on every carrier; if the paging load permitted, a network could in principle send the BCCH (and PCH) on only a single 5 MHz carrier, and use the rest of the system bandwidth for traffic only.

More generally, a UE should not be viewed as camping on a particular carrier at all, but only on a particular BCCH and PCH.  Since an idle UE will never have data to receive except through one of these channels (leaving aside the case of E-MBMS), there is no sense in which it can really be said to be associated with the entire carrier.  In this light, mobility within a single system band takes place not between frequencies but between BCCH/PCH allocations; when a UE changes which BCCH or PCH it is monitoring, the change is comparable to a cell reselection, and it requires a registration procedure to allow the network to page the UE on the new channel.

Note that there could be subfrequencies carrying a BCCH but no PCH, which would be used for acquisition only.  The BCCH on these subfrequencies could be restricted, providing only enough information for the UE to determine whether it is allowed service on the network and to direct it to a subfrequency with a PCH and complete BCCH (Figure 3).
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Figure 3: Acquisition assisted by a BCCH
If two adjacent 5-MHz carriers both carry a BCCH, so that a 10-MHz-capable UE can listen to both at once, the question arises of which BCCH such a UE should monitor and act on.  This question will need to be resolved in the cell-reselection procedure.

4. Paging, Mobility, And Acquisition
4.1.  Paging

With camping considered in terms of a BCCH/PCH allocation rather than a particular carrier, the question of which carriers could be considered to carry a paging channel does not really arise.  The E-UTRAN simply needs enough paging channels to handle the expected load, distributed in the system band with only a few restrictions:

· Every PCH must share a 5-MHz (or smaller) carrier with a BCCH;

· When multiple PCHs are sent on the system, there must be some unambiguous way for the E-UTRAN and UE to agree on which one a given UE should monitor (remembering that high-capability UEs will sometimes be able to receive more than one PCH).

As noted above, there is no reason why each 5-MHz carrier should contain a PCH; certain carriers could be entirely reserved for traffic.  In the extreme case, a single PCH could carry all the paging for the entire system, with all idle UEs listening to that one channel.

In general, however, it seems likely that the network will prefer to operate multiple paging channels (e.g., to reduce false alarms), and as a result, when a UE registers, the E-UTRAN needs to be able to determine what PCH it should page that UE on.  Moreover, any change of PCH should normally cause a registration—otherwise the E-UTRAN has to page the UE on both PCHs and might as well merge the two into a single channel.

On a similar note, while a single carrier could contain multiple PCHs (as long as the UE had enough information to disambiguate them), there is no benefit to such a scheme; since the minimum UE capability is 5 MHz, any UE listening to the carrier would be receiving all the PCHs, and combining them into a single channel would offer better opportunities for statistical multiplexing.

The exact method for an E-Node B to determine the PCH on which to page a UE that enters the service area without registering is FFS; presumably the paging instructions delivered to the E-Node B would need to specify a tracking area or equivalent information to allow the E-Node B to choose a PCH.
4.2. Mobility

Under this scenario, idle mobility proceeds as follows.  The UE performs measurements on (5-MHz carriers within) neighbouring cells based on the contents of the neighbour list on the serving BCCH (note that this list will be limited to the carriers within neighbouring cells that carry a PCH, since these are the only ones that allow camping).  It determines what cell to reselect to using criteria similar to the existing ones in WCDMA, moves to the new cell, and acquires the BCCH there.  If the BCCH indicates that the UE has changed tracking area, it enters the LTE_ACTIVE state for a tracking area update, then returns to LTE_IDLE.  At this level, the procedure is essentially unchanged from WCDMA.
A neighbouring carrier to be measured is “intra-frequency” from the point of view of the UE if the UE’s reception capabilities allow it to measure that carrier without abandoning the PCH it is receiving on the serving cell, and “inter-frequency” otherwise.  This distinction seems to maintain the intent of the WCDMA design.
As noted in section 4.1, the main complication in idle mobility is the question of what PCH an idle UE is listening to after cell reselection into a new E-Node B in the same tracking area.  This question could be resolved in a number of ways, most of which would seem to require some coordination of PCH allocations across tracking areas during system planning.  The exact resolution is FFS.  It is clear, however, that any inter-frequency cell reselection would require registration, since the UE would no longer be listening to its old PCH.
Active-mode mobility also presents no particular problem in this setting; the E-UTRAN assigns the UE to a particular set of resources in the frequency domain, i.e., to a carrier appropriate to its capabilities, and handovers take place as in WCDMA (with the network and UE mutually aware of what resources are “inter-frequency”, since they both know the UE’s capabilities).

4.3.  Acquisition

Initial system acquisition is also little changed from WCDMA at the higher procedural levels: The UE searches for pilots in some order, and upon finding one and obtaining synchronisation, attempts to find a BCCH.  This process is possible on a carrier of any size, so the UE should search as broad a carrier as its capability permits; however, a UE that searches a carrier larger than 5 MHz could encounter two BCCHs at once and need to choose between them.  (Transmitting two BCCHs within 5 MHz is pointless and will tend to confuse UEs, since in this case all UEs on the carrier will face this dilemma; the E-UTRAN should not do this!)
If the carrier contains no BCCH, the UE continues searching; otherwise, it acts on the contents of the BCCH.  In the “normal” case where the same carrier contains both BCCH and PCH, the UE registers and camps in the familiar manner; if the carrier contains only a BCCH and no PCH, the UE uses the contents of the BCCH to determine where it can find a carrier with a PCH.
Note that the system information needs to contain the ERFN of the serving carrier to make the carrier IDs unambiguous.
5. Conclusion
We have described a model for considering the system bandwidth of an E-UTRAN downlink as a set of carriers in the frequency domain, and the consequences for a variety of aspects of the system.
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