Error! No text of specified style in document.
1
Error! No text of specified style in document.

TSG-RAN WG2 Meeting #48bis
                 Tdoc  R2-052749
Cannes, France, 10th-14th October  2005



Agenda Item:
18
Source: 
Ericsson 
Title:  
User plane protocol enhancements
Document for:
Discussion and Decision

1.  Introduction

In this document we propose a number of user plane protocol enhancements applicable for HS-DSCH and E-DCH targeted for release 7. The proposed enhancements give several benefits compared to the release 6 protocols such as reduced padding and protocol overhead, increased peak data rates, and avoids the need to optimise the RLC PDU size for specific services. 

2.
Proposed user plane protocol enhancements

The protocol entities in the Release 6 user plane protocol stack can be seen in Figure 1 below. 
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Figure 1 Protocol entities in the Rel-6 user plane protocol stack (for downlink).

The following protocol enhancements are described with focus on HS-DSCH but are equally applicable to E-DCH as well. The changes listed for MAC-hs would thus be implemented in MAC-e/es.

2.1 RLC enhancements

Packet centric RLC with variable PDU size

When HS-DSCH (and later E-DCH) was introduced the RLC layer was kept unchanged for simplicity reasons. This implies that the RLC layer has some limitations that lead to suboptimal performance when used on HS-DSCH or E-DCH. As already discussed in RAN2 in the past, the throughput of the RLC protocol is limited by the sequence number space and the RLC PDU size. The RLC PDU size could be increased to combat this problem but this would lead to significant padding overhead and coverage problems at the cell border. A straight forward solution to the RLC throughput problem would be to increase the sequence number space which has been proposed already for HS-DSCH. However, also with an increased sequence number space the RLC protocol is rather inflexible. The presence of padding and protocol overhead caused by the segmentation mechanism (length indicators) leads to that the efficiency of the protocol is not optimal. We therefore propose to modify the RLC protocol as described in the following:

Instead of using a fixed RLC PDU size as in Rel-6 we propose to have a variable RLC PDU size, where the PDU size is adopted to the payload size. The RLC PDU size is thus selected to exactly match the payload (SDU) size and there is therefore no segmentation, concatenation or padding involved. For TCP/IP traffic this means that the RLC PDU size is equal to the IP packet size. The RLC PDU size is assumed to be indicated in the Iub frame protocol, i.e. it does not have to be indicated in the RLC PDU header (even if such a solution is also feasible).

The sequence number space in RLC can be kept the same as in release 6 (12 bits for RLC AM and 7 bit for RLC UM) or it could even be reduced for RLC AM since the PDU sizes at high data rates are significantly larger than in release 6 (e.g. 1500 octets compared to 40 or 80 octets in release 6 reference bearers). This implies that much higher peak data rates can be achieved with the same (or reduced) sequence number space as in release 6.

Retransmission indicator

It is also proposed to use the header extension (HE) field to indicate if an AMD PDU is a retransmitted PDU or not. This would allow the scheduler in MAC-hs to prioritize retransmitted RLC PDUs which would increase the performance. Note that with the proposed solution some code points in the HE field are freed and can be used for this purpose.

2.2
MAC enhancements

Since no segmentation is performed at the RLC layer the size of the RLC PDUs can be as large as 1500 octets (not including the RLC header), which needs to be considered in the MAC design. It is proposed to introduce a segmentation functionality in MAC-hs, with similar functionality as the current release 6 RLC level segmentation. The advantage of doing the segmentation in MAC-hs instead of in RLC is that the MAC PDU size can be adapted to the instantaneous radio conditions and be integrated in the link adaptation. In many cases segmentation is not needed at all leading to a reduced header overhead compared with the release 6 approach with a segmentation into fixed size PDUs at RLC level. In case the payload (RLC PDU) is larger than what can be transmitted in a TTI the MAC-hs segmentation is performed jointly with the TB size selection such that the payload exactly fits one available TB size. This implies that only one MAC-hs SDU is needed in the TTI (leading to reduced header overhead) and the MAC-hs padding is eliminated (no padding is needed to pad up to an existing TB size).

The current concatenation functionality in MAC-hs is assumed to be kept.

In order to support the proposed functionality the MAC-hs header needs to be modified. Instead of the SID field used in release 6 (which provides a mapping to a previously configured RLC PDU size) the payload size needs to be explicitly indicated. The payload size can be up to 1500 octets which requires 12 bit. In addition 1-2 bits may be needed to control the segmentation, e.g. to indicate if a payload starts in the MAC-hs PDU or not. Since the current SID and N fields in the MAC-hs header are removed, the header size is only increased by around 4 bit for the case where a single IP packet is transmitted in a TTI.

Note that the current HS-DSCH MAC PDU format is efficient in the case where many consecutive RLC PDUs of the same size are included in the same TTI. This is typically the case if segmentation to a fix RLC PDU size is used but is less probable in the proposed solution.

Note also that the proposal is backwards compatible in the sense that old release 6 UEs and release 7 UEs following the proposed solution can share the same HS-DSCH (or E-DCH).

3
Benefits with the proposal

3.1
Padding and header overhead  reduction

The padding and overhead is reduced for several reasons. First the RLC level padding is removed due to the removal of the RLC segmentation. Secondly the RLC length indicators are no longer needed. Thirdly the MAC-hs padding is not needed when segmentation is performed in MAC-hs since the payload is segmented to exactly fit an available TB size.

See some numerical examples below. The examples are chosen to highlight the concept. The largest gains are achievable for small to medium packet sizes where the packet size is varying (e.g. HTTP web browsing and VoIP).

Example 1; consider the transmission of one 1500 octet IP packet.

In release 6:

Assume that a RLC PDU size of 320 bit (40 octets) is used, implying that the IP packet is segmented into 38 RLC PDUs.

The RLC header overhead equals 38*2 octets + 1 octet length indicator in the last RLC PDU, i.e. in total 77 octets. The padding in the last RLC PDU equals 19 octets, i.e. the total RLC overhead equals 96 octets.

Assuming that all RLC PDUs containing segments of the IP packet can be transmitted in the same TTI, the total MAC-hs payload equals 38*42=1596 octets. The smallest possible TB size that can carry this payload is 12943 bit, i.e. 154 bit MAC-hs overhead is added (21 bit header and 133 bit padding).

In total 922 bit header and padding overhead is needed in RLC and MAC-hs to transmit the 1500 octet IP packet

In the proposed solution:

In the proposed solution the IP packet is carried in one single RLC PDU. No RLC length indicator is added i.e. the total RLC overhead is 2 octets (it is here assumed that the RLC PDU size is indicated in the Iub frame protocol).

The MAC-hs header size is around 25 bit, i.e. the total MAC-hs PDU size equals 12041 bit. The closest available TB size equals 12048 bit, i.e. 7 bit added padding.

In total 27 bit overhead is added in RLC and MAC-hs for the 1500 octet packet 

Note that in case segmentation in MAC-hs is performed, the payload size is chosen to fit one of the available TB sizes and the MAC-hs padding is eliminated completely

Example 2; consider the transmission of one compressed TCP ACK

In release 6:

Assume that a TCP ACK is compressed by a header compression protocol down to 4 octets. The RLC protocol adds a 2 octet fixed header and a one octet length indicator and adds padding up to the RLC PDU size. With the typical RLC PDU size of 320 bit this implies 38 octets header overhead and padding.

The smallest possible TB size that can carry this payload in MAC-hs equals 365 bit, including 21 bit MAC-hs header and 8 bit padding.

In total 333 bit header and padding overhead is added in RLC and MAC-hs to transmit the compressed TCP ACK of 4 octets.

In the proposed solution:

In the proposed solution the TCP ACK is again transmitted as a single RLC PDU. No RLC length indicator is added i.e. the total RLC overhead is 2 octets (it is here assumed that the RLC PDU size is indicated in the Iub frame protocol). The RLC PDU size thus equals 6 octets (48 bit). 

The MAC-hs header size is around 25 bit, i.e. the total MAC-hs PDU size equals 73 (48+25)bit. The closest available TB size equals 137 bit, i.e. 64 bit added MAC-hs padding.

In total 80 bit overhead is added in RLC and MAC-hs for the 4 octet packet with the proposed solution compared  to 333 bit in release 6. Note that the majority of the overhead in the proposed solution in this case comes from the padding needed because the smallest possible TB size in MAC-HS is much larger than the transmitted payload.

Note that in case segmentation in MAC-hs is performed, the payload size is chosen to fit one of the available TB sizes and the MAC-hs padding is eliminated completely.  

3.3
Increased peak data rate

The peak data rate of the RLC protocol is limited by the RLC PDU size, the RTT and the RLC window size. For reasonable RLC PDU sizes (320 or 640 bit) the RLC protocol can not sustain the peak data rate of the physical layer in HS-DSCH [1] (it should here be noted that large RLC PDUs in release 6 also implies large overhead due to RLC padding). With the proposed protocol enhancements the RLC PDU sizes at high data rates can be assumed to be much larger (typically 1500 octets) which means that the RLC protocol is no longer limiting the data rates.

3.4
Simplified RAB handling

In order to reach high efficiency with the current RLC protocol, some services may require that the RLC PDU sizes are selected to fit the particular service. This has been discussed for VoIP where the RLC PDU sizes potentially need to be selected to fit the payload sizes produced by a particular codec (using RLC UM). Even if the number of possible payload sizes for a given codec may be large due to header compression this approach is possible in release 6
. It may however require that a RAB is optimised for a particular codec, or at least for a specific service (e.g VoIP). With the proposed protocol enhancements such an optimisation towards specific services is not needed, since the PDU sizes are automatically selected to fit the generated payload sizes. That means that services like e.g. VoIP can be supported efficiently regardless of the used codec. This also leads to reduced number of RABs. From a RLC PDU size perspective there is only need for one AM RAB and one UM RAB over HS-DSCH and E-DCH.

3.5
Layer 2 processing reduction

The layer 2 processing requirements are rather high for the peak data rates that can be achieved in HSDPA. A lot of the L2 processing is proportional to the number of PDUs/TTI rather than the number of bits/TTI since some RLC actions are performed for every PDU (updating of counters and state variables, Tx/Rx window handling, checking if complete SDUs can be delivered to higher layers etc). Since the proposal leads to much larger RLC PDUs than in release 6 this also leads to a decreased processing requirement in UE, RNC and most likely also Node B.

4.
Conclusion

A number of enhancements for the Release 7 user plane protocols have been proposed.  The proposal includes:

· Removal of segmentation and concatenation from RLC by introducing an varying RLC PDU size equal to the SDU size (typically the IP packet size)

· Introduction of segmentation in MAC-hs (and MAC-e for UL)

· Enhancements are supported over HS-DSCH (and E-DCH)

In summary the proposed changes have the following benefits compared to release 6:

· The padding and protocol overhead is reduced due to the adaptation of the RLC PDU size to the payload size

· The peak rate limitation in release 6 RLC due to window stalling is removed

· No detailed information about the payload of different services is needed since the RLC size is not configured: No service specific radio bearer realisation is needed on RLC level

· The solution typically leads to larger RLC PDUs compared to release 6 RLC, leading to lower processing requirements in both network and UE.

The proposal is backwards compatible in the sense that it is possible to mix Release 6 UEs and release 7 UEs following the proposed scheme on the same HS-DSCH. It is proposed that the described solution is discussed and adopted for release 7 for HS-DSCH and E-DCH. 
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� Note that in the case where an RLC PDU size is configured for each possible SDU size in release 6 is somewhat similar to the proposed solution. The existing MAC protocol however requires explicit configuration of each possible SDU size whereas this is not needed in the proposed solution.
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