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1.
Introduction
For Rel-6, thanks to the combination of HSDPA and EUL, UEs will be able to support very high data-rates both on downlink and uplink. These new capabilities will however have to come at the cost of substantial increases in the UE processing requirements. Concerns have already been raised on this issue (see [1], [2]). In this document we are discussing a method for reducing the UE processing power requirement and how it could be integrated in the EUL design.
2.
Problem Description

The UE requirements in support of EUL are quite stringent. The UE is expected to achieve tight turn-around timing constraints in order to take the absolute and relative grant commands into account before putting together a MAC-e PDU for the next TTI. Also, it is expected to run a still relatively elaborate E-TFC selection scheme, whose complexity will depend heavily on the configuration (number of bearers to multiplex, different types of multiplexing restrictions, different types of grants, etc.). 
The processing requirement distribution is therefore likely to vary widely based on EUL itself, but also based on the traffic received on downlink. Dimensioning the UE processing power for the worse possible case would result in more expensive and more power-hungry UEs. 
In order to simplify the implementations we propose to leave UEs some room to “miss a beat”, i.e. skip an uplink transmission, if the circumstances are such that it was unable to build the MAC-e PDU in time. Similar simplifications are routinely allowed for networks. For example, asynchronous re-transmissions for HSDPA allow the network to take as much time as it wants to schedule re-transmissions. Similarly, on UL the Node B is allowed to request an extra re-transmission if it is unable to decode the transmission in time. Very few hard constraints are introduced for networks compared to what is done for UEs.
Of course, UE implementations might use a proprietary behavior to cope with these corner conditions. However we feel that it is beneficial to increase industry awareness by raising the issue in 3GPP, and hope that the group will be able to converge on the least intrusive behavior from the system perspective.
3.
Discussion
3.1
General objective
UEs will always initiate the “build” of a MAC-e PDU a specific amount of time prior to the beginning of the upcoming TTI. This time is dictated by the RGCH and AGCH timing. Depending on the exact timing allowed (the RGCH RTT depends on the UE frame offset), on the UE DL processing load, on the uplink granted rate and on the uplink configuration, there is a chance that the MAC-e PDU would not be completed in time for the transmission.

The objective is to find a UE behaviour that minimizes the complexity and performance impact both from the UE and the system point of view. In this context, it would be preferable to avoid impacts on the service Block Error Rate as well as on the UTRAN RRM algorithms and the UE granted rate.
Note that from the UE implementation point of view, once the MAC-e PDU building process is initiated it is impossible to “shove” the requested data back into the RLC buffers. Supporting a “revert” scheme to “undo” the operation would be very complex. Therefore, if the transmission cannot be completed the data will be lost and would need to be re-transmitted at RLC level if RLC-AM is used. For RLC-UM, the BLER would increase commensurably.

Of course, we are not proposing to loosen the UE performance requirements. We just want to introduce a standard-compliant scheme for supporting such scenarios. 
3.2
Failed transmission handling

Since in this scenario the actual MAC-e PDU will not be available for transmission, the UE will have to have some kind of alternative behaviour. We see two viable alternatives. The first, and most intuitive, would be to DTX the transmission, meaning that the UE would not transmit at all. The alternative would be for the UE to transmit a useless payload, e.g. a padding packet or plan junk using the grant that it was provided.

DTX would of course reduce the amount of interference generated in the system. However it does raise some questions about both the system and the UE performance. 
From the system point of view, if the user has been allocated a large grant (most likely cases of “processing power crunch”) and is therefore expected to contribute a large part of the RoT, DTXing would cause a sudden change in the uplink interference experienced by other UEs. This could impact the performance of the inner loop which will have a hard time tracking the large variations in the load. 
From the individual UE point of view, this behaviour may severely impact the granted rate. Indeed, the relative grant commands in the EUL Rate Control scheme are relative to past TTIs. If a relative grant is sent on an empty transmission, the UE may suddenly find itself with a zero grant.
Note also that the conditions in which the UE is most likely to experience problems is when it is granted a very high rate, in which case it would need to be close to the serving cell. The interference this user generates to other cells would therefore be relatively low. As for the serving cell, it would not benefit much from the reduction in interference given that it will already have allocated the RoT to the particular UE.

Of course, we could consider the entire spectrum of solutions in-between these two extremes. Therefore, the UE could back-off by a certain amount from its granted rate in order to maintain a certain level of stability in the system interference while still not creating too much un-necessary interference.

Conclusion: It may make more sense to transmit some useless data than completely DTXing the transmission.

3.3
UTRAN awareness
There is a general question of whether UTRAN needs to be aware of the fact that the UE experienced problems with the transmission. If the UE DTXs the transmission, the Node B scheduler may be thrown off. Especially if the DPCCH level is good, the Node B may be able to detect the DTX very accurately. Some implementations may cross-reference with the last transmitted scheduling information or they may just decide to take away the UE grant altogether. Similarly, if the UE transmits junk, there is a benefit for the system if this transmission can be interrupted as quickly as possible. The UE could simply fake a NACK->ACK misinterpretation and start the transmission of the next packet. This however may affect the UTRAN adaptive schemes for tuning the ACK/NACK power settings. Therefore, there is a benefit for the UTRAN to be aware of the problem.
There are a few ways for this to be achieved. In the case of DTX, the Node B could just rely on discrepancies with the Scheduling Information to figure out that there is a problem. In the case where junk is transmitted, this would be more complicated. The E-DPCCH does not have any room left to indicate this in addition to providing the regular information. The only alternative would be to replace the information (e.g. DTXing the E-DPCCH anyway, or using a specific code-point of the E-TFI). This would provide the UTRAN with direct knowledge of the “processing crunch” event, but it would also preclude the indication of the exact interference generated by the UE (the standard way of measuring the load would be to take into account the DPCCH power level and adjust by the power offset corresponding to the rate indicated by the E=DPCCH). It would be possible to go around this problem by setting the power level in direct relationship with the previous transmission on this HARQ process, however the non-serving Node Bs may not necessarily have this information.
Conclusion: If we decide to optimize system performance, there is a point to informing UTRAN when such events occur.

3.3
Delayed packet handling

As was explained above, during this “power processing crunch” situation the MAC-e PDU will not be available for the transmission itself. However it will eventually be built and will need to be transmitted unless we are willing to tolerate the loss of the entire packet. Given potential changes in the power and grant conditions, there is no guarantee that the UE will be “allowed” to transmit this PDU. There would therefore be a need to introduce some kind of provisions in the Rate Control process to handle this case. Below we consider different alternatives.
3.3.1
Handle built PDU as a re-transmission on the same HARQ process
The first possibility is to handle the MAC-e PDU as a re-transmission on the same HARQ process as the original failed transmission attempt. This process would be consistent with the current Rate Control scheme as retransmissions are not bound by constraints on power level and granted rate. On the downside, this scheme would:

· Increase of the transmission residual error rate and/or delay.
The UE would need to wait to transmit the data on the same HARQ process and the packet itself would be allowed one fewer retransmissions.
· Preclude sequential decoding of the E-DPCCH.
Better E-DPCCH decoding performance can be achieved by combining the E-DPCCH transmissions, taking into account the correlation in specific parts of the information (RSN increases by 1, TB size remains the same, etc.). If we allow the E-DPDCH contents to be different, the sequential decoding performance would degrade.

3.3.1
Handle built PDU as a new transmission

If we handle the MAC-e PDU from the aborted transmission as a new PDU then there will be circumstances in which the UE will not be allowed to transmit it due to a reduction in the supportable and/or granted rates. Of course delaying the transmission until the circumstances change would be out of the question since it might result in additional out-of-sequence.

The only way to avoid any un-necessary packet loss would be to allow the UE to occasionally “bend” the power limitation and rate-control rules in order to transmit such aborted packets immediately.

Conclusion: If we do not want to incur a packet loss every time this processing power crunch situation occurs, we need to introduce some provisions in the Rate Control scheme.
4.
Conclusion/Summary
We propose to simplify the UE behaviour by allowing the delaying of a transmission in case of “processing power crunch”.  
The set of questions the group needs to agree on are the following:
· Whether to specify a particular UE behavior for these scenarios?

· How to handle missed transmissions (DTX vs. useless transmission)?

· Whether to inform the UTRAN when a transmission is aborted/delayed? 

· For DTX, useful to explain discrepancy between SI and transmission.

· For junk transmission, useful to avoid re-transmissions without impacting system RRM.

· Whether to modify the procedures to avoid packet loss in these conditions? If so, whether to handle it as a re-transmission or a first transmission?
Based on these decisions, Qualcomm would volunteer to provide a CR at the following RAN2 meeting.
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