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1. Introduction

This paper proposes to introduce priority bits on the AGCH to allow a grant to apply to only data from logical channels of certain priorities. How it works together with the current working assumptions on scheduling and E-TFC selection is explained through the included text proposal to TS25.309.

2. General motivation

In order to obtain good end-user performance and to efficiently use the assigned radio resources, it is important for the UE to get “immediate” access to high data rates whenever possible. This is especially essential for flows with high priority.

In a lightly loaded scenario, the UE should be able initiate a transmission without a prior request phase
. With the use of e.g. common and dedicated signaling
 and with the agreed dual identities this can be achieved. However, even with moderate load in the network, one could envision that the request free transmission of high priority data should be possible, while UE wanting to send low priority data would have to first make a rate request.

Hence, for increasing load in the cell, we can identify three possible ‘phases’ of the scheduling policy: 

1. At low load, grants are given out in advance to all UEs to allow request-free access

2. At moderate loads, grants are also given out in advance, but they only apply to data from higher priority logical channels. For low priority data, the UE has to make a rate request. 

3. At a load near the cell capacity, assuming full QoS support is desired, dedicated scheduling is employed.

If phase 2 does not exist, it means that phase 3 has to be employed at a lower load, which in turn means that request-free access can more seldom be used. This has a negative impact on end-user performance.

In the following we describe in more detail the proposed solution to support phase 2.  

3. Priority Based Scheduling Grants

With current scheduler working assumptions, at increasing load the probability of collision, or excessive interference and the presence of occasional interference limitations leads to that the transmission attempts and delays increase. The system will in this case lower the maximum resource allocation to the UEs. Simple common grant scheduling has no means for differentiation in priority between data transmissions, and therefore dedicated scheduling must be used to maintain QoS. Otherwise it would not be possible to accommodate the distinction of flows with different priorities and thus give high grants to UEs with high priority data.

As explained before, dedicated scheduling in practice means that request-free access is not supported[2]. 

With this in mind there should be possibilities to differentiate the UEs based on the priority of the data in the UE buffer and at the same time provide request free type of access to high priority flows. It could be especially useful in order to maintain the use of a common scheduling at higher loads. 

It would thus be valuable if there are means of differentiation between logical channels:

· At high to medium load, high priority data can always use request-free access. For example with a common Absolute Grant valid for all data over a specified priority X
.

· Low to medium priority data must use the Scheduling Information to obtain the resource allocation.  

The scheme could easily be implemented by adding signaling bits on the E-AGCH indicating the logical channel priority for which the grant is valid. Since there are several logical channel priorities and we foresee that it is not necessary to distinguish between all of these, it is proposed that pre-reconfiguration over RRC would provide the mapping from the priority bits on AGCH to the logical channel priority. 

Regarding the number of priority bits on AGCH, we observe that there is a likely need to distinguish between:

· High priority services (streaming, and other scheduled RT services and SRBs if they are scheduled); 

· Mid priority services, such as Interactive flows with high traffic handling priority; and 

· Low priority Interactive/Background services.

Thus, we arrive at a minimum of three code points for the grant priority, which translates to a need for 2 bits. 

Priorities would be “accumulative” so that any priority upwards from the one indicated is allowed. This means that the UE still only needs to maintain one SG, and that E-TFC selection is as simple as before: the loop in the pseudo code in Annex A[3] simply stops when it reaches the logical channel priority indicated by the last received Absolute Grant. 

Proposal: It is proposed to add two information bits on the E-AGCH to accommodate means of priority based scheduling as outlined above.  The AGCH information would indicate a maximum power offset and what priorities the grant is valid for. The mapping between those two bits and which logical channel priorities they correspond is signaled in advance over RRC.

4. Power Consumtion Aspects

The proposed bits naturally have some impact on the power consumption of the AGCH. In the following we reiterate that this impact is very limited. 

The following E-AGCH contents aspects have been agreed upon:

· 16 bit ID-specific CRC

· 1 bit HARQ process activation flag

· 5 bit maximum E-DPDCH/DPCCH power ratio.

Additional bits are under discussion.

In the link results showed in [1], we provided an indication on the E-AGCH error sensitivity and power consumption. From the results, an indication of the required Ec/N0 for the scenarios was shown. The comparison was made using an error probability of 10e-3 and 10e-4. The notable difference was approximately 1.3 dB between 4 and 10 information bits for the Absolute Grant, regardless of the operating point. With two bits for the priority indication as example, thus comparing 6 and 8 information bits, we could see that this difference was down to approximately 0.3 dB. 

In the system simulation results[1], we could note that the power consumption per cell for one E-AGCH typically was between 1% and 3 % of the total power with an Ec/No target around 23dB.

5. Conclusion

The importance of using request-free access as often as possible has been highlighted. We have proposed to introduce a two-bit priority indication on the E-AGCH indicating the priorities for which the grant is valid. This makes it possible to reduce the data rate for low priority services at high load while still maintaining high data rates and request-free access for high priority services. 

It is proposed to incorporate this proposal in the current framework. A text proposal to stage 2, TS 25.309, can be found below.

--------------- Start Text Proposal ------------------

9
Node B controlled scheduling

9.1
General Principle

The Node B controlled scheduling is based on uplink and downlink control together with a set of rules on how the UE shall behave with respect to this signaling.

In the downlink, a resource indication (Scheduling Grant) is required to indicate to the UE the maximum amount of uplink resources it may use. When issuing Scheduling Grants, the Node B may use QoS-related information provided by the SRNC (see subclause 11.1.1) and from the UE in Scheduling Requests (see subclause 9.3.1)

The Scheduling Grants have the following characteristics:
-
Scheduling Grants are only to be used for the E-DCH TFC selection algorithm (i.e. they do not to influence the TFC selection for the DCHs);

-
Scheduling Grants control the maximum allowed E-DPDCH/DPCCH power ratio of the active processes. For the inactive processes, the power ratio is 0 and the UE is not allowed to transmit;

-
All grants are deterministic;

-
Scheduling Grants can be sent once per TTI or slower;

-
There are two types of grants:

-
The Absolute Grants provide an absolute limitation of the maximum amount of UL resources the UE may use;

-
The Relative Grants increase or decrease the resource limitation compared to the previously used value;

-
Absolute Grants are sent by the Serving E-DCH cell:

-
They are valid for one UE, for a group of UEs or for all UEs;

-
The Absolute Grant contains:

· the identity (E-RNTI) of the UE (or group of UEs) for which the grant is intended;
· the maximum power ratio the UE is allowed to use, on 5 bits;
· in case of 2ms TTI, an HARQ process activation flag indicating if the Absolute Grant activates or deactivates one or all HARQ processes.. For the 10ms TTI, the use of the bit encoding the flag is FFS.
· Priority, [2] bits. This field indicates that the Absolute Grant is only valid for a certain logical channel priority and higher. The mapping between Priority indication and logical channel priority is provided by RRC.
-
Group identities or dedicated identities are not distinguished by the UE. It is up to the UTRAN to allocate the same identity to a group of UEs;

-
Up to two identities (E-RNTIs), one primary and one secondary, can be allocated to a UE at a time. In that case, both identities shall use the same E-AGCH channel. Whether or not the UE behaviour is different upon reception of primary and secondary identity is FFS. The allocation is done by the Node-B and sent by the SRNC in RRC.

-
The identity consists of 16 bits (16 bits CRC at layer 1);

-
Relative Grants (updates) are sent by the Serving and Non-Serving Node-Bs as a complement to Absolute Grants:

· The UE behaviour is exactly the same for Relative Grants for one UE, for a group of UEs and for all UEs;
-
The Relative Grant from the Serving E-DCH RLS can take one of the three values: “UP”, “HOLD” or “DOWN”;

-
The Relative Grant from the Non-serving E-DCH RLS can take one of the two values: “HOLD” or “DOWN”. The “HOLD” command is sent as DTX. The “DOWN” command corresponds to an “overload indicator”;

-
For each UE, the non-serving Node-B operation is as follows:

-
If the Node-B could not decode the E-DPCCH/E-DPDCH for the last n1 TTIs (where n1 is TBD) because of processing issue, it shall notify the SRNC;

-
The non-serving Node-B is allowed to send a “DOWN” command only for RoT reasons (maximum allocated uplink RoT in the cell is exceeded) and not because of lack of internal processing resources.

9.2
UE scheduling operation
9.2.1
Grants from the Serving RLS
The UE shall be able to receive Absolute Grant from the Serving E-DCH cell and Relative Grant from the Serving E-DCH RLS. 

The UE shall handle the Grant from the Serving E-DCH RLS as follows:

-
The UE maintains a “Serving Grant” (SG) and a Lowest Priority Limit;

· The SG is used in the E-TFC selection algorithm as the maximum allowed E-DPDCH/DPCCH power ratio for the transmission of the active HARQ processes;

· The SG is valid for logical channels with priority equal or higher than the Lowest Priority Limit.
-
The SG is updated according to the following algorithm, regardless of the transmission/retransmission status of the HARQ process. The SG is not used for the E-TFC selection algorithm if the HARQ process is in retransmission;

-
Each Absolute Grant and Relative Grant is associated with a specific uplink E-DCH TTI i.e. HARQ process. This association is implicit based on the timing of the E-AGCH and E-RGCH (see 25.214). The timing is tight enough that this relationship is un-ambiguous;

-
When receiving an “Absolute Grant” on the E-AGCH of the serving E-DCH cell:

-
Absolute Grants with the primary identity always affect the SG;

-
Absolute Grants with the secondary identity only affect the SG if the SG was previously zero, or if the latest Absolute Grant that affected the SG had the secondary identity. Optimisations of precedence rules between the two E-RNTIs are FFS;
-
If the Absolute Grant affected SG, the UE updates lowest Priority Limit parameter with the logical channel priority corresponding to the priority bits in the Absolute Grant.
-
In case of 10ms TTI, SG is set to the received value;

-
In case of 2ms TTI: 

· If the received value is non-zero, the SG is set to that value and the following activation mechanism is applied to processes that are not disabled as per L3 signalling:

· In case of an AG associated to an inactive process, the process activation flag indicates whether all processes or only this particular process becomes active;

· In case of an AG associated to an active process, the process activation flag will indicate whether all processes become active (‘all’) or the activation status of the processes is not changed (‘single’); 

· If the received value is zero, the process activation flag tells whether all active processes or only one active process become(s) inactive (if a process was inactive it remains inactive, if a process was active it becomes inactive).

-
If no “Absolute Grant” is received by the UE, then the UE shall follow the “Relative Grant” of the Serving E-DCH RLS:

-
A Serving Relative Grant is interpreted relative to the UE power ratio in the previous TTI for the same hybrid ARQ process as the transmission which the Relative Grant will affect (see figure 9.2.1-1);
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Figure 9.2.1-1: Timing relation for Relative Grant

-
When the UE receives an “UP” from Serving E-DCH RLS:

-
New SG = Last used power ratio + Delta;

-
When the UE receives a “DOWN” from Serving E-DCH RLS:

-
New SG = Last used power ratio – Delta;

-When the UE receives a “HOLD” (i.e. DTX) from the Serving E-DCH RLS:

- 
SG remains unchanged;

9.2.2
Grants from the Non-serving RLS
Node-B from the Non-serving E-DCH RLS will only send Relative Grants to the UE. The UE shall handle the RG from the Non-serving E-DCH RLS as follows:

-
When the UE receives a “DOWN” from at least one Non-serving E-DCH RLS:

-
New SG = Last used power ratio – Delta;

-
The Delta may be dependent on the bit rate;

-
The option to use a calculated offset is FFS (e.g. the offset may be function of the measured CPICH power on the overloaded cells in relation to the measured CPICH power on the serving cell);-
When the UE receives a “DOWN” from a Non-serving E-DCH RLS, a hysteresis is applied. During the duration of the hysteresis period, the UE ignores “DOWN” commands from all non-serving RLSs. Optimizations for dealing with multiple "DOWN"s from a single non-serving RLS are FFS. The length of the hysteresis is [20ms] for 2ms TTI and [40ms] for 10ms TTI;

-
When the UE does not receive a “DOWN” from any Non-serving E-DCH RLSs;

-
The UE shall follow the Serving E-DCH RLS’s Scheduling Grants.

9.2.3
Reception of Grants from both the Serving and Non-serving RLS
In the case of a UE receiving grants from both the Serving and Non-Serving RLS, the UE behaviour is the following:
-
When the UE receives a scheduling grant from the Serving E-DCH RLS and a "DOWN" command from at least one Non-Serving E-DCH RLS:

· new SG is set to the minimum between the Last used power ratio minus Delta and the received AG/RG from serving RLS;

--------------- TFC Selection text
 ------------------
11.2 TFC and E-TFC selection

Logical channels mapped on the DCHs are always prioritised over those mapped on E-DCHs.

The principle of the TFC selection across E-DCH and DCH is the following:

-
The UE performs TFC restriction for the CCTrCH of DCH type;

-
The UE performs the TFC selection for the DCHs;

-
E-TFC restriction is performed with the following characteristics;

· The E-TFC restriction mechanism is independent of the existing TFC restriction;

· The E-TFC states defined per MAC-d flow are managed independently of the TFC states;

· The UE uses the power offsets for the reference E-TFC(s), the signalled power offset attributes for its MAC-d flows, the required E-TFC dependent backoff, and the UE remaining power to determine the E-TFC states;

· The HS-DPCCH, DPCCH, DPDCH and E-DPCCH powers are taken into account when calculating the remaining power;

· The result of E-TFC restriction is a state (blocked or supported) per E-TFC and MAC-d flow;

· The minimum set of E-TFCs is defined as the number of bits that can be transmitted in a TTI independent of the power situation in the UE, provided there is nothing sent on the DCH, and is configurable from the RNC as one E-TFC per UE. When there is nothing sent on DCH, the E-TFCs belonging to the minimum set are in supported state;

-
Then the UE performs the E-TFC selection for the E-DCH, taking into account the following rules:

· The E-TFC selection is based on logical channel priorities like in the Release '99, i.e. the UE shall maximise the transmission of higher priority data;

· The UE shall not include scheduled data of lower logical channel priority than the Lowest Priority Limit indicates;
-
The UE shall respect the allowed combinations of MAC-d flows in the same MAC-e PDU;

-
The UE shall use the multiplexing list of the different MAC-d flows to see if a certain MAC-d flow can use the power offset of the highest priority MAC-d flow to be transmitted;

-
The supported/blocked E-TFCs for a MAC-e PDU including MAC-d PDUs coming from one or several MAC-d flows are obtained as follows:

-
The UE uses the E-TFC restriction result (i.e. blocked/supported E-TFCs) associated to the MAC-d flow with the highest priority logical channel in the MAC-e PDU;

-
Among the supported E-TFCs, the UE selects the smallest E-TFC that maximises the transmission of data according to the non-scheduled grant(s) and the serving grant.

-
For each transmission, the MAC-e entity gives the selected power offset of E-DPDCH(s) relative to DPCCH to the L1 in addition to the E-TFC;

-
In case the maximum UE transmit power is exceeded, the UE shall scale down the E-DPDCH only on TTI level for retransmissions. At slot level all uplink physical channels are equally compressed. The scaling down of only E-DPDCH at slot level remains FFS.

-
In case the selected E-TFC leads to a case where the maximum UE transmit power is exceeded because the selected E-TFC is part of the minimum set,the UE shall power scale down all physical channels present;

11.3
Setting of Power offset attributes of MAC-d flows

Power offset attributes of MAC-d flows are part of the HARQ profiles of the MAC-d flow. They are provided by the UTRAN to the UE according to the following principles:

-
The DPCCH transmission power is controlled the same way as in Release '99;

-
In case where there is no need for a DCH (i.e. the SRBs are mapped on the E-DCH), a size 0 TrBlck may be required (FFS);

-
With each MAC-es PDU transmitted to the SRNC, the Node-B includes the number of transmissions that have been required to correctly decode the PDU; 

-
Using the information provided by the Node B, the SRNC may maintain up to date power offsets;

-
The SRNC may decide to signal to the UE and the node Bs in the E-DCH active set new values for the power offset attributes for one (or several) MAC-d flows.

-
No other power management/control mechanism is needed for E-DCH.

--------------- End TFC Selection text ------------------
12
Signalling parameters

12.1
Uplink signalling parameters

12.2
Downlink signalling parameters

With RRC signalling, the UE will in addition be informed about:

· The E-HICH configuration

· Including signature sequence number and channelisation code;

· The E-RGCH configuration

-
Including signature sequence number, channelisation code and Serving/Non-serving E-DCH RLS ID;

· The E-AGCH configuration

-
Including E-RNTI and channelisation code;

-
Including mapping between E-AGCH Priority bits and logical channel priorities;
· The E-DPCCH configuration

· Including E-DPCCH/DPCCH Power Offset;

· The E-DPDCH configuration:

-
A UE is allocated one and only one TB size table by RRC. A total of four TB size tables are defined by the standard: 

· Exponentially distributed TB sizes over the corresponding dynamic range for both 2 and 10ms TTI;
· Optimized TB sizes for 336 bit RLC PDU size for both 2 and 10ms TTI;
-
For each reference E-TFC a (nominal) beta factor is calculated based on the power offset signalled for each reference E-TFC via RRC (number of reference E-TFCs is FFS);

-
A minimum set of E-TFCs, which is the largest E-TFC that can be used by the UE independent of the UE power situation, given that a valid grant is available and there is no transmission on DCH;

-
HARQ Incemental Redundancy Version configuration. Always use RV=0 or use the RV table;

-
Maximum number of E-DPDCH channelisation code;

-
Minimum SF;

-
PLnon-max (Puncturing Limit used to determine the combination of SF and the number of codes that are used for transmitting E-DCH with a certain data rate); ;

· E-DCH Scheduling Information parameters:

-
Logical channels for which Scheduling Information is expected to be reported by the UE;

-
Logical channel identity of logical channels mapped to E-DCH;

-
Period for sending Scheduling Information (applicable when no Scheduling Grant has been received);

-
Period for sending Scheduling Information (applicable once a Scheduling Grant has been received) ;

-
Power offset to use when sending Scheduling Information alone;

-
Threshold (in TTIs) used by the UE when evaluating the time needed to completely empty its buffers. Used as a conditions for setting the ‘happy’ bit in E_DPCCH.

RRC will signal the mapping between logical channel, MAC-d PDU size, MAC-d flow ID and Data Description Indicator (see clause 7).

RRC will signal for each MACd-flow, the MAC-d flow specific power offset, the maximum number of transmissions, and the multiplexing list (indicating with which other MAC-d flows, MAC-d PDU’s of this flow can be multiplexed in the same MAC-e PDU).

--------------- End Text Proposal ------------------
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Annex A: Pseudo-Code for E-TFC Selection

The pseudo-code below describes one possible implementation of the E-TFC Selection. The addition in revision marks illustrates the very limited impact of the introduction of AGCH priority bits.

-
select a MAC-d flow that would allow some highest-priority data to be transmitted (see NOTE);

-
based on the HARQ profile of this MAC-d flow, identify the power offset to use;

-
based on this power offset and the TFC restriction procedure, determine the maximum supported payload (i.e. maximum MAC-e PDU size or E-TFC) that can be sent by the UE during the upcoming transmission;

-
set “Remaining Available Payload” to the maximum supported payload;

-
set “Scheduled Grant Payload” to the highest payload that could be transmitted according to the current serving grant (SG) and selected power offset;

-
for each MAC-d flow with a non-scheduled grant, set the “Remaining Non-scheduled Payload” to the value of the grant;

-
perform the following loop for each logical channel, in the order of their priorities for as long as the “Remaining Available Payload” or any of the MAC-d flows’ “Remaining Non-scheduled Payload” is not zero:

-
if this logical channel belongs to a MAC-d flow with a non-scheduled grant, then:

-
consider the “Remaining Non-scheduled Payload” corresponding to the MAC-d flow on which this logical channel is mapped;

-
fill the MACe PDU up to MIN(“Remaining Non-scheduled Payload”,  Available Data for the logical channel, “Remaining Available Payload”);

-
subtract the corresponding bits from “Remaining Non-scheduled Payload” and “Remaining Available Payload”;

-
else:
-
if the logical channel priority is equal or higher than the Lowest Priority Limit, then:
-
fill the MACe PDU up to MIN(“Scheduled Grant Payload”, Available Data for the logical channel, “Remaining Available Payload”);

-
subtract the corresponding bits from “Scheduled Grant Payload” and “Remaining Available Payload”;

-
Determine the smallest E-TFC that can carry the resulting MAC-e PDU.
NOTE:
when more than one MAC-d flow allows data of the same highest priority to be transmitted, it is left to implementation to select which MAC-d flow to prefer to identify the power offset.







�  As an example, with one TTI request transmission, one TTI scheduling decision in the Node B, one TTI grant transmission and up to one TTI delay prior the grant takes effect in the UE, the total delay from the appearance of data in the UE to the assignment of a suitable data rate can be up to 4 TTIs. This corresponds to 40 ms and 8 ms for the two possible E-DCH TTI values, respectively, which can be a significant delay, at least for the longer TTI. Note that a differential rate adjustment typically is even slower in changing the data rates.


� With respect to a NW point of view. 


� Note: The current framework for E-DCH allows for the setting of MAC-d multiplexing rules for transmission in a MAC-e PDU. This allows for inclusion of data with different priorities. The power offsets and H-ARQ profile will follow one of the data characteristics in the multiplexed flow. With the scheme above it could be envisioned that with a grant level set to the, for example highest priority only, multiplexing of high priority data with low priority is inhibited. Consequently, a rate request is required for all other data with priorities different from (below) the priority indicated in the E-AGCH.


� This is to clarify what the impact is on E-TFC selection. It is not a specification text proposal.
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