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1. Introduction

This contribution addresses the open item number 4.3 concerning the handling of the non-scheduled transmissions.

As described in section 10.1 of the latest revision of the HSUPA stage 2 document 25.309 [1], multiplexing of MAC-d flows within the same MAC-e PDU is possible. The SRNC controls the allowed combinations which are signalled to the UE in RRC. 

MAC-d flows / logical channels using non-scheduled transmission may be defined by the SRNC and provided in the UE and in the Node B, for example to support delay-sensitive guaranteed bit rate services or SRBs. The UE can transmit data belonging to such flows without first receiving any scheduling grant. 

It is then important to consider how scheduled data should be multiplexed in the case of two flows (one non-scheduled and one scheduled) being transmitted at the same time.

2. Transmission of Non-scheduled flows

2.1 Requirements

We propose that an important requirement should be that:

When data is transmitted in response to a scheduling grant, the non-scheduled flows (which may include SRBs or GBR services) must be able to be transmitted with at least as good a QoS as when no scheduled data is being transmitted.  

In other words, the delay for transmission of the non-scheduled flows must not be increased by the occurrence of a scheduling grant.

The MAC-d multiplexing must ensure that this requirement is met. We need to consider whether scheduling based on priorities alone can guarantee the support of the required QoS for the non-scheduled flows. Scheduling purely on priorities could cause the strange result that any lower-priority non-scheduled MAC-d flows could end up with a lower QoS than they would have had if the UE had no scheduling grant. 

We now consider a variety of ways in which the above requirement could be satisfied.

2.2 Priority-based scheduling with priority of non-scheduled flows always higher than priority of scheduled flows

One possible way to meet the above requirement is to make all non-scheduled MAC-d flows higher priority than all the others (scheduled flows). Then the non-scheduled flows would always be multiplexed into the MAC-e PDU first, and the scheduled flows would occupy any remaining space. 

In some situations, it may be satisfactory to rely solely on priorities in this way. If this solution is adopted for all situations, it would need to be specified that non-scheduled flows must never have a lower priority than other flows (otherwise the proposed requirement in section 2.1 would not always be satisfied).

However, in other cases, such as with variable-rate non-scheduled flows, a non-scheduled flow could prevent the scheduled flows from transmitting any data during the scheduling grant unless some way is provided to reserve some capacity for scheduled flows.  In general, during a scheduling grant it may not always be desirable to give the highest priority to more non-scheduled data than could be transmitted if there was no scheduling grant. 

2.3 Limiting the amount of data from non-scheduled MAC-d flows

One way to ensure that data from scheduled MAC-d flows can be transmitted when the UE has a scheduling grant is to limit the amount of data that can be transmitted from non-scheduled flows during the scheduling grant. 

The limit could for example be set at the same level as is allowed when the UE has no scheduling grant.  As discussed in [3], the limit could be a total for all non-scheduled flows, and/or an individual limit for each non-scheduled flow (this detail will not be discussed further in this document). 

However, this raises the question of how non-scheduled flows could use the capacity provided by a scheduling grant in cases when the non-scheduled flows had more data to transmit than was allowed by the autonomous minimum set, while the scheduled flows did not have enough data to use all the capacity provided by the scheduling grant. 

2.4 Combination of non-scheduled and priority-based scheduling

From the discussion of the options above, what seems to be required is to give highest priority to multiplexing the non-scheduled flows into the MAC-e PDU, up to the ceilings imposed by the autonomous minimum set. Then remaining space in the MAC-e PDU can be used to multiplex both scheduled and non-scheduled flows based on their respective priorities. 

This would allow some scheduled flows to have higher priority than data from non-scheduled flows, while guaranteeing that the non-scheduled flows can transmit at least as much data in each MAC-e PDU as when the UE has no scheduling grant. 

The following example shows how this might work:

2.5 Example of combination of non-scheduled and priority-based scheduling

Suppose the minimum set for autonomous transmission allows a maximum of x bits to be transmitted per MAC-e PDU, and the following MAC-d flows are set up:

	Flow
	Scheduled / Non-scheduled?
	Priority level

	Flow A
	Non-scheduled (i.e. can be transmitted autonomously)
	1

	Flow B
	Non-scheduled (i.e. can be transmitted autonomously)
	3

	Flow C
	Can only be transmitted when UE has a scheduling grant
	2

	Flow D
	Can only be transmitted when UE has a scheduling grant
	6

	Flow E
	Can only be transmitted when UE has a scheduling grant
	7


Suppose a scheduling grant is received allowing y bits to be transmitted in a MAC-e PDU (y>x).

First, x bits are multiplexed from the autonomous Flows A and B, according to the rules defined for non-scheduled transmissions (see discussion in ).

Then any additional data from Flow A is multiplexed into the MAC-e PDU (since Flow A has the highest priority).

Then as much data as possible is multiplexed from Flow C (which has the second highest priority level but can only be transmitted when there is a scheduling grant).

If spare space remains in the MAC-e PDU, further data can be multiplexed from Flow B, followed by data from Flows D and E, up to the maximum of y.
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Figure 1 UE Multiplexing buffer

Figure 1 illustrates the principle of the ceiling for non-scheduled transmissions.

3. Conclusions

The process of multiplexing MAC-d PDUs into MAC-e PDUs is responsible for ensuring that MAC-d flow priorities are taken into account in an appropriate way. In the simplest case, this multiplexing would simply follow the priorities directly. However, special consideration needs to be given to the case of non-scheduled transmissions in combination with scheduled transmissions.

We have seen that:

1. When there is a scheduling grant, the non-scheduled flows must be able to be transmitted with at least as good a QoS as when no scheduled data is being transmitted, and

2. Strictly priority-based multiplexing of MAC-d PDUs into the MAC-e PDUs would be too inflexible to satisfy all QoS requirements. 

From the different options discussed above, a simple solution is to give highest priority in a given MAC‑e PDU to the non-scheduled flows, up to the ceilings imposed by the “autonomous minimum set” (or similar). Then remaining space in the MAC‑e PDU can be used to multiplex both scheduled and non-scheduled flows in accordance with their respective priorities.

We believe that it is not necessary to specify the MAC-d multiplexing process in any more detail than this.

A text proposal to address this issue in TS25.309 is shown below. 
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� Note that it has not yet been defined whether a scheduling grant can be smaller or must always be at least as large as what can be transmitted in the non-scheduled transmissions. Another contribution [2] discusses this situation and the possible options in this case.
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QoS control


10.1
General Principle


The QoS of ongoing flows mapped on E-DCH for a UE is maintained by the serving Node B and by the UE. The Node B controls the resources allocated to a UE versus other UEs by means of scheduling as specified in clause 9. The UE controls the QoS of all its logical channels mapped on E-DCH by means of E-TFC selection as specified in subclause 10.2, and by HARQ operation, specified in clause 8.


In addition to these mechanisms, guaranteed bit rate services for MAC-d flows / logical channels (FFS) are also supported through non-scheduled transmission. A flow using non-scheduled transmission is defined by the SRNC and provided in the UE and in the Node B. The UE can transmit data belonging to such flow without first receiving any scheduling grant. 

When a UE has a valid scheduling grant, the highest priority in a given MAC‑e PDU is given to the non-scheduled flows, up to the amount of non-scheduled data permitted when the UE has no scheduling grant. Then remaining space in the MAC‑e PDU is used to multiplex both scheduled and  non-scheduled flows in accordance with their respective priorities.


