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1.
Introduction
An effort has been going on for some time now to try to examine RoHC in more detail and determine whether it is useful to provide the UTRAN with better control over RoHC configuration. The intention of this document is to provide a short analysis of some of the RoHC parameters and identify the ones that would be most linked to the radio configuration. 
2.
Background on RoHC
RoHC supports several modes. U-mode is “unidirectional”, O-mode is “optimistic” with feedback and R-mode is “reliable” with feedback. These modes share most of the basic functionality.
De-compressor states

The de-compressor states are linked to the amount of reliable header information that it holds. The three de-compressor states in de-creasing order of completeness are: FC (Full Context), SC (Static Context) and NC (No Context). The transitions among these states are driven by the reception of new headers and by the outcome of RoHC header CRC checks. 

For example, the reception of a full header would lead the de-compressor to transition to FC state. Similarly, the failure of a given number of CRCs could lead it (linked to k1/n1 and k2/n2) to transition toward SC or NC.

Compressor states
The compressor state determines the degree to which the header will be compressed. There are three states. In increasing order of compression level, they are: IR, FO (First Order) and SO (Second Order). These states attempt to capture as accurately as possible the compressor knowledge of the de-compressor state. Transitions among them are triggered either by periodic mechanisms or due to de-compressor feedback.
Header formats
Probably the most important questions on the header formats are the level of compression and the type of CRC that is included. In U-mode and O-mode, the most compact header (1 Byte) includes 3 bits of CRC. In O-mode, the most compact header (1Byte) does not include a CRC at all. Instead, a larger header is sent periodically, which includes 7 bits of CRC.

How often the format with a CRC is sent out in O-mode (R-0-CRC header) is driven by the configuration of m1 and m2.

Feedback

As is indicated by the name, in U-mode there is no feedback. In O- and R-mode there is the possibility to send both ACK and NACK feedback, indicating respectively a successful or failed CRC check. NACKs are only sent once the de-compressor has transitioned to SC or NC states. The feedback can actually indicate the state of the de-compressor (i.e. the amount of reliable information that it has) in order to help the compressor adjust its state accordingly.

The transmission of NACKs and ACKs are respectively governed by the parameters k/n and k3/n3. 
3. Discussion
Below, we try to categorize the parameters depending on their relevance in this analysis. For a more detailed description of each of these parameters one can refer to [1].

3.1
Straightforward
Parameters that are needed
These parameters identify information that is needed. Of course, it may be relevant to discuss whether for example the supported profile information needs to be signalled or if the group would like to mandate the support of specific profiles based on the UE release.
Parameters: PROFILES, MODE.
Parameters that are not needed
In the framework of 3GPP, RoHC would be used on top of RLC. Since RLC supports arbitrary SDU sizes through segmentation and concatenation in AM and UM modes, it is unlikely that we would need the RoHC configuration parameters linked to this functionality unless we want to support RoHC over TM. This possibility was ruled out in the context of Rel-6, but may need to be considered for later releases. 
Parameters: MMRU, NO_OF_PACKET_SIZES_ALLOWED/ PACKET_SIZES_ALLOWED, NO_OF_PACKET_SIZES_USED/ PACKET_SIZES_USED/ PAYLOAD_SIZES.
Parameters managed through independent RRC configuration/procedures
Here, we refer to parameters or configuration that can be inferred from existing RRC configuration or functionality. For example, FEEDBACK_FOR can be inferred from the RB configuration. Similarly, CONTEXT_REINITIALIZATION can be triggered internally in the UE once e.g. the SRNS relocation procedure is triggered, with no explicit signalling for RoHC.
Parameters: FEEDBACK_FOR, CONTEXT_REINITIALIZATION.
Parameters mentioned in [1] but not relevant in practice

The parameters below are either already included as part of the RoHC configuration, or applicable only for peer to peer communication and therefore beyond 3GPP control.

Parameters: MAX_CID, CID_INCLUSION_INFO, TS_STRIDE.

3.2
Parameters requiring more discussion
CLOCK_RESOLUTION
This scheme allows to make use of local clocks at the compressor and de-compressor in order to improve the compression efficiency. It is mostly useful in the case where RTP time-stamps do not vary in a consistent manner as would likely be the case for video or at the boundary of silence periods for VoIP.

This configuration may be useful within the context of 3GPP since the clock synchronization between compressor and de-compressor should be quite good. It may be useful to discuss further the level of improvement that could be expected, and potentially to liaise with SA4 to determine the level of variation of RTP time-stamps for applications that might use RoHC in the future.
REVERSE_DECOMPRESSION_DEPTH

This scheme allows the de-compressor to buffer compressed data until the context can be updated with the correct information. Because of the additional delay it entails, it is unlikely to be useful for conversational services. It could however be quite useful for streaming services such as MBMS. 
If it is adopted, the memory usage should be taken into account in figuring the L2 memory allocation in the UE capabilities.

Upward transition interval (IR->FO, FO->SO)

This parameter controls the number of headers of a given compression level that need to be sent out before the de-compressor transitions to the next higher compression level. The optimum value should be the result of a compromise between the delay in communicating the compression context to the de-compressor and the overhead on the link. 
In the case of O- and R-mode, if all the transmissions carrying the header fail, the de-compressor will be informed through the NACK feedback. The header information will therefore be re-transmitted a RTT later. In the case of U-mode the impact is more severe as the compressor will not be informed and therefore all the data will be lost until the next periodic update.
The conclusion is that this parameter does affect performance and it might be useful to be able to set it in conjunction with the radio configuration. A reasonable default value could be found for common scenarios.

Timeout packet interval/time (period of transition to FO or IR)

These parameters govern the period after which the compressor will spontaneously move to lower compression states and therefore start transmitting more header information. These parameters are mostly linked to U-mode, as for O- and R-mode the feedback constitutes a much more efficient means of updating the de-compressor context information.

The value to use should be the result of a trade-off between overhead and delay in starting de-compression. It may therefore be appropriate to select it based on the type of service considered.

Parameters governing the detection of errors in the de-compressor context

The relevant parameters are: k_1/n_1 (FC->SC) and k_2/n_2 (SC->NC), which are applicable for all three modes. In each case, a context error is declared when k out of n consecutive RoHC CRCs fail. Increasing the parameter k allows to reduce the false alarm probability, whereas increasing n allows to reduce the probability of miss.
There are two reasons why RoHC CRCs could fail. The first is errors in the RoHC context and the second is residual channel errors. Since we are trying to detect errors in the RoHC context, an error due to residual PHY errors should not be allowed to affect the RoHC state. Note that this type of errors would normally be detected by the PHY CRC and the corresponding frames discarded before reaching RoHC. It is only in case of un-detected PHY errors that such an occurrence could arise.

Similarly, since the RoHC CRC has finite length (3bits for U- and O-mode, and 7 bits for R-mode) it is possible that, even though the RoHC context is corrupted, the CRC would not fail. It is possible to increase the reliability of this test by increasing the value n. 
The PHY CRC can vary between 12 and 24 bits. Given a typical BLER of less than 5%, a 12 bit CRC would imply an undetected frame error rate above PHY of: 0.05/4096=12.2e-6. The likelihood of having more than one such occurrence in close proximity is therefore extremely low. Similarly, given a CRC of 3 bits, the probability of a miss on a given context check is 1/8. Below we provide an ROC (Receiver Operational Characteristic) curve for the case where PHY residual error rate is 1e-5 and the RoHC CRC residual error rate is 1/8:
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From the figure it is obvious that given the strength of the physical channel CRC, the probability of false alarm is consistently low. It is therefore possible to increase the value of n and thus reduce the probability of miss without incurring much of a penalty. Obviously, operating with k=2 gives better results, but it also means that n would need to be larger at equal probability of miss. Indeed, k=1 has the useful property that it does not really require a sliding window. Therefore, in the end we could use n=1 without losing anything in performance. The curve above can be seen more as a representation of the delay in detecting the context de-synchronization. In considering whether to use k=2, we should also keep in mind that even a single residual error from the physical layer could cause a de-synchronization of the ciphering in the RLC-UM entity. In that case, the connection would need to be torn down anyway. 
Therefore, we believe that the best solution for systems with solid PHY CRC is to use k=n=1. This will give the shortest turn-around delay and also not result in any significant amount of false alarm. Of course, it might be possible to allow UTRAN to reconfigure these values, but we should still pick some reasonable default values.
Parameters governing the transmission of feedback

The relevant parameters are: k_3/n_3 (ACKs) and k/n (NACKs). These parameters are only applicable for O- and R-mode. They allow to adjust how often feedback is sent out and therefore to fine-tune the trade-off between delay and overhead. This trade-off is likely to have different optimal values for different applications. Therefore, we would suggest making these values configurable.
k_3 defines the number of ACKs to send back within n_3 successful CRC decodes. 

n defines the number of consecutive NACKs to send out once it has been established that the context is corrupted.

k defines the interval at which to send  NACKs once it has been established that the context is corrupted (after the first n).

Note that the compressor handling of ACKs is left up to implementation.
Parameters governing CRC transmission

In the case of R-mode, the parameters m1 and m2 define the rate at which headers including a 7 bit CRC (R-0-CRC) should be sent out. 

m1 defines the number of consecutive R-0-CRC headers to send out within 64 frames, when the compressor is in SO state.
M2 defines the number of consecutive R-0-CRC headers to send out within an RTT, when the compressor is in FO state.

These values need to be set high enough to ensure that at least k_1 out of n_1 or k_2 out of n_2 transmissions are received correctly. In case k_1=k_2=n_1=n_2=1, these values just need to be set high enough to ensure that one of the R-0-CRC frames is received correctly. For SDU error rates in the order of 1 – 10%, values of 3 or 4 should be more than sufficient.

Again, this is linked to the expected SDU error rate. Therefore, although it may be possible to select a value for the specific case of VoIP, it would probably be useful to allow UTRAN to configure these values as well.
4.
Proposal

It is proposed to discuss the set of RoHC parameters identified above, identify the parameters that UTRAN needs to be able to configure and the range of values that are applicable. Also, we feel it would be useful to define default parameters for the case of VoIP which is likely to represent the most common use of RoHC. 
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