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1. Introduction

Triggered by a discussion on optimised RABs for transmissions of conversational services over IP it was decided that ROHC is a mandatory requirement. By ROHC the size of packet headers can be compressed to a minimum. This allows for allocation of low bandwidth, comparable with the requirements for conversational services in CS Domain. In the case of RTP/UDP/IPv6 packets, which are used for transmission of conversational services over IP, the header size can be reduced from 60 bytes to some few bytes.

Currently in 25.323 and 25.331 some ROHC parameters are described. However, in order to find an optimised solution for VoIP it is important to discuss by what parameters ROHC can be configured and how these parameters can be set for appropriate ROHC functionality.

This paper tries so give an overview on the most important ROHC parameters, and to clarify how they could be set, with the focus on VoIP.

2. ROHC Parameters

For details to the parameters see [1].

2.1 ROHC configuration parameters

ROHC configuration parameters are mandatory and must be configured between compressor and decompressor peers so that they have the same values at both compressor and decompressor.

For further details see also [2].

MAX_CID

This parameter is signalled by RRC. In UL it is the highest context ID number to be used by the UE compressor. In DL the highest context ID number to be used by the UE decompressor.

LARGE_CIDS

This is not configured by upper layers but inferred from the configured value of MAX_CID according to the following rule:
If MAX_CID > 15 then LARGE_CIDS = TRUE else LARGE_CIDS = FALSE

Note that MAX_CIDs can be asymmetric, but LARGE_CIDS must be the same in both directions.

For VoIP it is not expected that CID > 15 is needed.

PROFILES

This parameter is signalled by RRC. It defines the Profiles supported by both compressor and decompressor in both UE and UTRAN. Profile 0 shall always be supported. For VoIP Profile 1 must be supported also.
Profile 0x0000 is for uncompressed IP packets.

Profile 0x0001 is for RTP/UDP/IP compression.

Profile 0x0002 is for UDP/IP compression.

Profile 0x0003 is for ESP/IP compression
FEEDBACK_FOR
Optional reference to a channel in the reverse direction. If provided, this parameter indicates which channel any feedback sent on this channel refers to.

Whether this parameter is needed for VoIP is ffs.

MMRU (Maximum reconstructed reception unit)

This is the size of the largest reconstructed unit in octets that the decompressor is expected to reassemble from segments. If MRRU is negotiated to be 0, no segment headers are allowed on the channel. The parameter is currently not signalled by RRC. Note that ROHC segmentation is not needed for VoIP.
CID_INCLUSION_INFO

This parameter is signalled by RRC. It is not part of RFC 3095. It defines whether RFC3095 CID values are transferred within PDCP headers or RFC3095 packet format. See chapter 5.1.3.1 in 25.323 for more information. PDCP configured to support only ROHC would typically be configured not to introduce a PDCP header.

2.2 ROHC implementation parameters

ROHC implementation parameters are optional. They make it possible for an external entity to stipulate how an implementation of a ROHC compressor or decompressor should operate. Implementation parameters have local significance, are optional to use and are thus not necessary to negotiate between compressor and decompressor. Some implementation parameters are valid only at either of compressor or decompressor.  Implementation parameters may further be divided into parameters that allow an external entity to describe the way the implementation should operate and parameters that allow an external entity to trigger a specific event, i.e., signals.

2.2.1 ROHC implementation parameters at compressor

CONTEXT_REINITIALIZATION

This parameter triggers a reinitialization of the entire context at the decompressor, both the static and the dynamic part. The compressor MUST, in this case, back off to the IR state and fully reinitialize the context by sending IR packets with both the static and dynamic chains covering the entire uncompressed headers until it is reasonably confident that the decompressor contexts are reinitialized. When triggered the compressor shall reinitialise all contexts.
This parameter is required in case of SRNS relocation if context information is not transferred from source RNC to target RNC.

An optimised solution for VoIP should allow for transmission of the full RTP/UDP/IPv6 header during the call. The influence on the call quality should be kept as low as possible. However this context reinitialization should happen only rarely.

NO_OF_PACKET_SIZES_ALLOWED

This parameter is signalled by RRC. It may be set to specify the number of packet sizes a ROHC implementation may produce. With this parameter set, the ROHC implementation at the compressor MUST NOT use more different packet sizes than defined by the value of this parameter. This parameter is not required for VoIP.
NO_OF_PACKET_SIZES_USED

This parameter is set by the ROHC implementation to indicate how many packet sizes it will actually use. It can be set to a large value to indicate that no particular attempt is made to minimize that number. This parameter is not required for VoIP.
PACKET_SIZES_ALLOWED

This parameter is signalled by RRC. This is a list of positive integer values that mandate the packet sizes that are allowed to be produced by ROHC. Packet sizes not in the set of values for this parameter MUST NOT be used.  Hence, the ROHC implementation can be mandated to produce packet sizes that fit pre-configured lower layers better. This parameter is not required for VoIP.
PACKET_SIZES_USED

This parameter describes which packet sizes a ROHC implementation uses if NO_OF_PACKET_SIZES_ALLOWED or PACKET_SIZES_ALLOWED is used to stipulate how many packet sizes a ROHC implementation should use. The information about used packet sizes in this parameter, may then be used to configure lower layers. This parameter is not required for VoIP.
PAYLOAD_SIZES

This parameter can be set if one wants to make use of the PACKET_SIZES_USED parameter to indicate which payload sizes can be expected. This parameter is not required for VoIP.

2.2.2 ROHC implementation parameters at decompressor

MODE

This parameter triggers a mode transition when the parameter changes value, i.e., to U-mode (Unidirectional mode), O-mode (Bidirectional Optimistic mode) or R-mode (Bidirectional Reliable mode).  The mode transition is made from the current mode to the new mode as signalled by the implementation parameter.  For example, if the current mode is Bidirectional Optimistic mode, MODE should have the value O-mode.  If the MODE is changed to R-mode, a mode transition MUST be made from Bidirectional Optimistic mode to Bidirectional Reliable mode. MODE should not only serve as a trigger for mode transitions, but also make it visible which mode ROHC operates in.

There are two reasons for mode change. The use of a certain Mode is either a choice of the decompressor, or it is mandated that the decompressor will select this mode.

Since for VoIP RABs need to be optimised, it is important to define what mode ROHC should operate in. Above all, U-mode seems unacceptable, since this mode requires periodic header updates, with high bandwidth requirements. The exception is that compression with ROHC MUST start in the U-mode.
CLOCK_RESOLUTION

This parameter indicates the system clock resolution.  A zero (0) value means that there is no clock available.  If nonzero, this parameter allows the decompressor to use timer-based TS compression and SN wraparound detection. In this case, its specific value is also significant for correctness of the algorithms.

- Timer based TS compression is based on the fact that the timestamp in the RTP header, which identifies the number of the first sample in the payload, will be a linear function of the time of day for conversational media like VoIP. In addition there may be some deviation due to the delay jitter (and the clock inaccuracies) between the source and the decompressor.

By using a local clock the decompressor can obtain an approximation of the TS in the header to be decompressed by considering its arrival time. The approximation can then be refined with the k LSBs of the (scaled) TS carried in the header. The value of k is determined by the compressor.

The advantage of this method is that the size of the compressed TS is constant and small. In particular, it does NOT depend on the length of silence intervals.

To what extent this method is beneficial for VoIP in practice is ffs.

- SN wraparound detection might be beneficial when many consecutive packets are lost. In this case there will be a risk of sequence number LSB wraparound, i.e., the SN LSBs being interpreted wrongly because the interpretation interval has not moved for lack of input. The decompressor might be able to detect this situation and avoid context damage by using a local clock.

The advantage is that re-synchronisation due to lost synchronisation between compressor and decompressor is not required.

However, we can assume that long interruptions in transmission are rather rare events. Furthermore in this case transmissions of IR headers have minor importance compared to the lost speech frames.

It is therefore ffs whether CLOCK_RESOLUTION should be used.

TS_STRIDE

This parameter is used for scaled RTP timestamp encoding. The RTP Timestamp (TS) will usually not increase by an arbitrary number from packet to packet.  Instead, the increase is normally an integral multiple of some unit (TS_STRIDE). In the case of audio, where the sample rate is normally 8 kHz and a voice frame is 20 ms, the RTP increment is always n * 160.

When using scaled RTP Timestamp encoding, the TS is downscaled by TS_STRIDE before compression, to save bits for each compressed TS.

TS_STRIDE is explicitly communicated to the decompressor.

REVERSE_DECOMPRESSION_DEPTH
This parameter is signalled by RRC. It determines whether reverse decompression should be used or not, and if used, to what extent. The value indicates the maximum number of packets that can be buffered, and thus possibly be reverse decompressed by the decompressor. A zero (0) value means that reverse decompression MUST NOT be used.

For VoIP it is proposed not to use reverse decompression.

2.2.3 Additional parameters that can be configured at an endpoint

2.2.3.1 Parameters for U-Mode

Compression with ROHC MUST start in the Unidirectional mode.

The transition logic for compression states in Unidirectional mode is based on three principles: the optimistic approach principle, timeouts, and the need for updates.

2.2.3.1.1 Upward transition in compressor

Transition to a higher compression state in Unidirectional mode is carried out according to the optimistic approach principle. This means that the compressor transits to a higher compression state when it is fairly confident that the decompressor has received enough information to correctly decompress packets sent according to the higher compression state.

The compressor therefore sends several packets with the same information according to the lower compression state:

Upward transition interval (IR -> FO)

This parameter defines the number of IR packets sent by the compressor before moving to FO state. Note that this parameter may possibly also be used in O-Mode, depending on the decompressor.

Upward transition interval (FO -> SO)
This parameter defines the number of FO packets sent by the compressor before moving to SO state. Note that this parameter may possibly also be used in O-Mode, depending on the decompressor.

It is proposed to use these parameters for VoIP. It can be expected that the ROHC implementation supports these values. They could be set to a long value with respect to the round trip time in order to get suitable feedback from the decompressor. Note that the feedback may be delayed due to packet loss.

2.2.3.1.2 Downward transition in compressor
In the optimistic approach there will always be a possibility of failure since the decompressor may not have received sufficient information for correct decompression. Therefore, the compressor MUST periodically transit to lower compression states. Periodic transition to the IR state SHOULD be carried out less often than transition to the FO state.

Different timeouts SHOULD therefore be used for these transitions:

Timeout packet interval (SO -> FO)

This parameter defines an upper limit on the number of packets with compressed headers sent in SO state after which the compressor transits to FO state.

Timeout packet interval (FO -> IR)

This parameter defines an upper limit on the number of packets with compressed headers sent in FO state after which the compressor transits to IR state.

Timeout packet interval (SO -> IR)

This parameter defines an upper limit on the number of packets with compressed headers sent in SO state after which the compressor transits to IR state.

To avoid too long time between timeouts, caused by low packet rate, following additional timeouts are defined:

Timeout time (SO -> FO)

This parameter defines an upper bound on the time after which the compressor transits from SO state to FO state.

Timeout time (FO -> IR)

This parameter defines an upper bound on the time after which the compressor transits from FO state to IR state.

Timeout time (SO -> IR)

This parameter defines an upper bound on the time after which the compressor transits from SO state to IR state.

Note that in Optimistic mode there are no timeouts.

It can be assumed that these parameters are not needed for VoIP since transmission of RTP packets should be done in either O-Mode or R-Mode. However, it can be expected that the ROHC implementation supports these values. Therefore it would be useful to specify default values for them.

2.2.3.1.3 State transitions in decompressor

k_1, n_1 (full context -> static context rule)

This parameter defines after how many unsuccessful decompressed packets (k_1) out of n_1 received packets the decompressor transits from “full context state” to “static context state”. These parameters are also used in O-Mode and R-Mode.

Note ,that when in the Static Context state, only packets carrying a 7- or 8-bit CRC can be decompressed (i.e., IR, IR-DYN, or UOR-2 packets)
k_2, n_2 (static context -> no context rule)

This parameter defines after how many unsuccessful decompressed packets (k_2) out of n_2 received packets the decompressor transits from “static context state” to “no context state”. These parameters are also used in O-Mode and R-Mode.

Note, that in the No Context state only IR packets, which carry the static information fields, may be decompressed.

Note that before the state transition there are some other mechanisms in case of failed CRC check. First, the decompressor attempts to determine whether SN LSB wraparound is likely, and if so, attempts a correction. Second, if the previous step did not attempt a correction, a repair should be attempted under the assumption that the reference SN has been incorrectly updated. Furthermore when CRC checks fail only occasionally, residual errors in the current header can be assumed and the packet is simply discarded.

These parameters are needed independent from VoIP. They are critical for timely detection of corrupted context.  The best values for k_1/n_1 and k_2/n_2, though, are currently ffs.

2.2.3.2 Parameters for O-Mode

In O-Mode the optimistic approach principle is used and transitions occasioned by the need for updates are performed.

Therefore the parameters Upward transition interval (IR -> FO) and Upward transition interval (FO -> SO) may possibly also be used in O-Mode.
The Optimistic mode makes use of feedback from decompressor to compressor for transitions in the backward direction and for OPTIONAL improved forward transition.

Upon reception of a NACK (STATIC-NACK) the compressor transits back to the FO (IR) state and sends updates to the decompressor. 

In addition to NACKs, positive feedback (ACKs) MAY also be used for UOR-2 packets in the Bidirectional Optimistic mode.  Upon reception of an ACK for an updating packet, the compressor knows that the decompressor has received the acknowledged packet and the transition to a higher compression state can be carried out immediately.  This functionality is optional, so a compressor MUST NOT expect to get such ACKs initially.

k_3, n_3 (expecting ack rule)

This parameter defines after how many (k_3) received ACKs out of the last n_3 update events, the compressor will expect ACKs. A compressor which expects ACKs will repeat updates (possibly not in every packet) until an ACK is received.

These parameters seem to be useful independent from VoIP. However, it can be assumed that they are less critical than k_1/n_1 and k_2/n_2.  Again, it’s not clear what the best values should be.
Furthermore the parameters k_1, n_1 and k_2, n_2 (see 2.2.3.1.3) are defined also for O-Mode.
2.2.3.3 Parameters for R-Mode

The compressor starts in the IR state by sending IR packets.

The upwards transition is determined by the secure reference principle. This means that the compressor bases its confidence only on acknowledgments received from the decompressor. This ensures that the synchronization between the compression context and decompression context will never be lost due to packet losses.

Downward transitions are triggered by the need for updates or by negative acknowledgment (NACKs and STATIC_NACKs).

Only a packet carrying a 7- or 8-bit CRC can update the decompression context and be used as a reference for subsequent decompression. The generation of a CRC is infrequent since it is only needed for an update packet.

The update may lead to a transition to higher compression efficiency (meaning either a higher compression state or smaller packets in the same state).

Note that the parameters k_1, n_1 and k_2, n_2 (see 2.2.3.1.3) are defined also for R-Mode
2.2.3.3.1 Sending of update packets

The parameters m1 and m2 can be used in R- Mode for following algorithm for sending update packets:

m1:

Let pRTT be the number of packets that are sent during one round-trip time. In the SO state, when (64 - pRTT) headers have been sent since the last acked reference, the compressor will send m1 consecutive R-0-CRC headers, then send (pRTT - m1) R-0 headers.  After these headers have been sent, if the compressor has not received an ACK to at least one of the previously sent R0-CRC, it sends R-0-CRC headers continuously until it receives a corresponding ACK.  m1 is an implementation parameter, which can be as large as pRTT.

m2:

In the FO state, m2 UOR-2 headers are sent when there is a pattern change, after which the compressor sends (pRTT - m2) R-1-* headers. m2 is an implementation parameter, which can be as large as pRTT. At that time, if the compressor has not received enough ACKs to the previously sent UOR-2 packets in order to transit to SO state, it can repeat the cycle with the same m2, or repeat the cycle with a larger m2, or send UOR-2 headers continuously (m2 = pRTT). The operation stops when the compressor has received enough ACKs to make the transition.

Whether the parameters m1 and m2 should be set for VoIP depends on the used algorithm. However, if R-Mode is used we can expect implementations to use this algorithm and therefore m1 and m2 would have to be specified. The values are ffs.

2.2.3.4 Feedback

When the round-trip time between compressor and decompressor is large, several packets can be in flight concurrently.  Therefore, several packets may be received by the decompressor after feedback has been sent and before the compressor has reacted to feedback.

In O-mode, the decompressor SHOULD limit the rate at which feedback on successful decompression is sent, if sent at all.

When decompression fails, feedback SHOULD be sent only when decompression of several consecutive packets has failed. In this case the feedback rate SHOULD be limited to one out of every k packets provoking the same (kind of) feedback. Note that k is implementation dependent, e.g. 1-3 times per link round-trip time.

This parameter k has to be set, also for VoIP. The value is ffs.

Note that several packet formats for feedback information in ROHC RTP are defined. Many of them carry the SN field which contains LSBs of the RTP Sequence Number of the header which caused the feedback information to be sent. Usually the feedback packets have a size of 1 to 3 Bytes.

3. Conclusion

This paper gives a summary on the most important ROHC parameters. Further parameters that should be taken into account, in particular for VoIP applications, may exist.

It is proposed to use this document as a starting point for discussions on the ROHC functionality and the corresponding parameters.
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