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On recent meetings, the problem of RLC RESET of RBs mapped to the HS-DSCH” was discussed. The last contribution on this topic [1] was on RAN2#37 by Samsung. 

Currently, the problems analysed in [2][5] are solved by enforcing a configuration, in which an AM RLC entity is configured only with one logical channel for both RLC Data PDUs and RLC Control PDUs. 

This has the drawback that it is impossible for a RB mapped to the HS-DSCH to have RLC Control PDUs protected by a stronger FEC than RLC Data PDUs. It is this stronger FEC for RLC Control PDUs, because of which R99 allows for the configuration of an RLC entity with two logical channels.

This contribution considers new options to deal with this problem.

1. Introduction

The concept of mapping an RLC entity to 2 logical channels was introduced already in R99, in order to provide the possibility of configuring a more reliable TrCH for control-PDU transmission. 

25.322 also mentions that control PDUs should have priority over data PDU transmission, and that retransmissions of data PDUs should have priority over new transmissions of data PDUs. In this context, priority is obviously only meant with respect to the RLC-internal handling rather than prioritization on MAC level in the sense that control PDUs are carried via a logical channel with higher logical channel priority than the logical channel used for data transmission.

As was stated on RAN2#36, the RLC protocol was designed under the assumption that the layers below RLC provide in-sequence transmission of both data and control PDUs, i.e. that a control PDU that was sent after a data PDU, will also always be received after this data PDU, and cannot pass the data PDU.

If it is still intended to keep the possibility of providing control PDUs with a better FEC for RBs mapped to the HS-DSCH (meaning that a more robust MCS is used for control PDUs), the current description does not allow for it: As discussed in previous meetings (RAN2#34 + RAN2#36) a configuration which maps these 2 logical channels to different MAC-hs priority classes would need additions in order to avoid problems with the RLC RESET procedure: Since using different MAC-hs priority classes inherently means a prioritisation of one of the logical channels (i.e. the one that is used for carrying control PDUs) in MAC-hs, in the downlink, RLC Control PDUs could pass RLC Data PDUs, e.g. an RLC RESET PDU could pass RLC Data PDUs sent before the RLC RESET PDU, with the bad implications discussed in [2][5], the worst being initiation of an additional RLC RESET procedure. 

In the discussion on previous RAN2 meetings it was also raiseed the point that it is unclear whether other control procedures of the RLC protocol (e.g. SDU discard) would face problems resulting from the fact that control PDUs can pass data PDUs, so that a potential solution to the problem of the RLC RESET of RBs mapped to the HS-DSCH should not be “optimised” only for the RLC RESET.

2. Other approaches to the problem and its solution

According to the above, the important R99 feature is provision of better FEC for control PDU transmission rather than configuration of an RB with two logical channels as such, if the RB is mapped to the HS-DSCH.

2.1 Approach 1: Making the scheduler in MAC-hs aware of RLC Control PDUs

An easy way to achieve this could be to indicate to the scheduler on NodeB that a MAC-hs SDU actually contains an RLC control PDU. With this knowledge the scheduler could make sure that this MAC-hs SDU is sent (potentially with other MAC-hs SDUs, which may or may not contain RLC control PDUs) in observing in-sequence in a MAC-hs PDU with a more robust MCS than the one, it would usually choose. 

If the more robust MCS is not achieved by increasing the number of channelisation codes, the transport block size has to be reduced (while still keeping the number of codes and the modulation scheme), this may mean that RLC Data PDUs sent after an RLC Control PDU are scheduled for transmission in a MAC-hs PDU B that comes after the MAC-hs PDU A, which contains the RLC Control PDU, since for A the MCS was intentionally made more robust, meaning that the number of MAC-hs SDUs to be accommodated in A has to be smaller than without making the MCS more robust.

2.1.1 The two cases, where MAC-hs PDU loss can occur

MAC-hs PDUs and therefore RLC Control PDUs contained therein can be lost in two cases:

a) A NACK>ACK-misinterpretation happens, so that the scheduler does not send the requested retransmission

b) The scheduler decides to abort transmission of a MAC-hs PDU, e.g. because a maximum number of retransmissions has been reached.

Ad a): For the normal case that NACK>ACK misinterpretation has a probability of 10-3 to 10-4, so that loss of RLC Control PDUs would then also be in this area or lower. On the other hand, since the scheduler is not able to detect that a NACK>ACK misinterpretation has happened, it cannot react to it. The only way to improve reliability of the RLC Control PDU transmission is here to choose, with foresight, a more robust MCS for MAC-hs PDUs, which contain RLC Control PDUs.

Ad b): In case of MAC-hs PDU abortion the scheduler is aware of the fact that data will be lost. Hence, it could take counter-actions: For the MAC-hs PDU “A” which is about to be aborted, the scheduler could consider those MAC-hs SDUs (contained in “A”), which accommodate RLC Control PDUs, to be put in a smaller MAC-hs PDU “B” (and hence with a more robust MCS), while re-using the TSN of  “A”, after toggling the NDI of the HARQ process, on which “A” was retransmitted, and thus aborting transmission of  “A” in order to continue with “B”. This concept is already available, however to improve the reliability of transmission of RLC Control PDUs, it would be required that the scheduler knows about whether a MAC-hs SDU contains an RLC Control PDU or not.

In summary, in order to provide a better FEC for control-PDUs the only thing required is to provide the scheduler with an indication that a MAC-hs SDU contains a control-PDU, while still keeping in-sequence delivery strictly. Hence providing a better FEC would then per se no longer be linked to a mapping of the RLC entity to two logical channels.

This indication could be 

· Explicit (marking MAC-d PDUs, which accommodate an RLC Control PDU), i.e. entailing a modification of the frame protocol, or 

· implicit, which would then require that the scheduler analyses each MAC-hs SDU to see whether it contains an RLC control PDU or RLC data PDU, by looking into the contained RLC header. This implicit indication would then need information in NodeB about whether a MAC-d PDU contains an AM or UM RLC PDU, and whether MAC multiplexing is applied or not, in order to really find the RLC PDU Type field at the correct place.


2.1.2 Potential throughput problems

If the scheduler were to send RLC Control PDUs always in MAC-hs PDUs with a more robust MCS and therefore usually with a smaller transport block size so that the number of MAC-hs SDUs, which can be accommodated in the MAC-hs PDU could potentially reduce the achievable throughput on the HS-DSCH. This might be true, however, only for RLC Control PDUs, which are sent relatively frequently. This could apply to STATUS reports indicating to the UE, which RLC PDUs were received correctly by the SRNC. In contrast to this, 

· the RLC RESET PDU, RLC RESET ACK PDU, 

· the STATUS PDU containing an MRW SUFI, STATUS PDU containing an MRW_ACK SUFI

· the STATUS PDU containing a WINDOW SUFI

are obviously not sent frequently. In addition the loss of a STATUS report (sent more frequently) is certainly more tolerable. Hence, in order to avoid potential throughput problems, there is the option to restrict the special handling of RLC Control PDUs by the scheduler (i.e. usually transmitting them in MAC-hs PDUs with more robust MCS, and inserting Control PDUs with priority in a MAC-hs PDU, for which the concept of “Abortion with TSN reuse” is applied) only to these RLC Control PDUs, which are sent rarely, and the loss of which is more critical.

2.2 Approach 2: Configuring a RB mapped to the HS-DSCH with two logical channels, which are carried by different priority classes in MAC-hs and modifying the RLC reset procedure

As explained above mapping the logical channel used for RLC Control PDUs to a different MAC-hs priority class in MAC-hs with the current design of the RLC protocol will cause problems with “orphan RLC PDUs”, which were passed by an RLC RESET [ACK] PDU and are still kept in NodeB buffers (or even in the reordering buffer on the UE side) after the RLC reset is finished.

The negative implication of these “orphan RLC PDUs” lies in the fact that their sequence numbers may be within the RX  window of the peer RLC entity on the UE after the reset, where the lower edge of the RX window is initialised to “0” by the reset. If they are outside the RX window, they are simply discarded due to the RLC error handling rules, and then the only drawback is that they are uselessly sent via the air interface in case they are kept in the buffer on MAC-hs. This little waste of downlink resources is probably not a big issue, while the negative effects of “orphan RLC PDUs” with sequence numbers within the RX window after the reset is certainly critical (SDUs assembled from invalid segments, initiation of a further RLC reset procedure [2][5]).

Obviously the critical implications of “orphan RLC PDUs” can be avoided by a slight modification of the RLC procedure such that

a) the lower edge of the TX window is not initialised to “0” but is kept equal to the value it had before an RLC RESET [ACK] PDU is received, 

b) the RLC RESET [ACK] PDU contains an additional 12-bit-field (LEWI: “Lower Edge of the Window” Indicator), which accommodates the lower edge of the TX window of the RLC entity, which sends the RLC RESET [ACK] PDU, which lower edge was valid before the transmission of the RLC RESET [ACK] PDU, and

c) the entity receiving the RLC RESET [ACK] PDU does not initialise the lower edge of its RX window to “0” but to the value of the 12-bit-LEWI-field contained in the RLC RESET [ACK] PDU, 

With this modification, it obviously does no longer matter, if RLC RESET [ACK] PDUs pass RLC Data PDUs. The stronger FEC for control PDUs is achieved by reserving, on the HS-DSCH, one priority class for transmission with stronger FEC, i.e. for the control PDUs of different AM RBs. The scheduler would apply this stronger FEC by choosing usually a robust MCS. This seems possible, since the traffic resulting from control PDUs of different RBs is expected to be limited.

2.2.1 Other RLC control procedures

Any solution considered to solve the RLC reset problem must not affect other RLC control procedures. The solution explained above has two aspects:

a) the slight modification of the RLC reset procedure

b) the usage of two logical channels of different priority, so that RLC control PDUs can often pass RLC data PDUs.

For the Status report procedure there is obviously no issue, since STATUS Reports sent in the downlink refer to uplink transmissions.

For the “SDU discard with explicit signalling” procedure there seems to be no issue, since the MRW SUFI, which indicates to the receiving side, which RLC data PDUs of the discarded RLC SDU to delete, also advances the RX window of the receiving side in such a manner, that the sequence numbers of the deleted RLC data PDUs are below the updated RX window. Thus, if the UE receives (via the HS-DSCH) the MRW SUFI before some of the RLC PDUs, which the MRW SUFI indicates to delete, and these RLC PDUs are therefore received after the RX window was advanced, their RLC sequence numbers are necessarily outside the updated RX window, and are therefore lost.

If a STATUS PDU with an MRW_ACK SUFI (sent via the HS-DSCH) overtakes RLC data PDUs, there is no issue, since the MRW_ACK SUFI refers to an “SDU discard” procedure refering to an uplink transmission.

For a STATUS Report (sent via the HS-DSCH) containing a WINDOW SUFI, there is no issue if the STATUS Report overtakes RLC data PDUs in the DL, since the WINDOW SUFI affects the TX window on the UE, and there is no relation between the RLC data PDUs sent in the DL and the TX window of the transmitter on the UE.

According to the above there is good reason to assume that the RLC protocol has no problems with RLC Control PDUs passing RLC Data PDUs except for the RLC reset procedure. However, one has to be careful in this respect, and it seems safe to spend more time on looking into this further.

Though this solution has some attractiveness due to its simplicity w.r.t. the MAC-hs layer, it has the drawback that the modification of the RLC reset procedure would not be backwards-compatible, so that there would be a Rel-5 functionality of the RLC protocol. This might not be the best approach, unless there are also problems with R99- and Rel-4 implementations (i.e. that a RESET [ACK] PDU can pass RLC Data PDUs also in R99, Rel-4 in some cases).

3. Conclusion

The problem of the “RLC Reset of an RB mapped to the HS-DSCH” was preliminarily solved by assuming that a RB mapped to the HS-DSCH is never configured with two logical channels. This implies that reliability of RLC control PDU transmission is the same as for RLC Data PDUs for RBs mapped to the HS-DSCH.

Two possible solutions are discussed, which allow for providing better reliability of RLC control PDU transmission than of RLC data PDU transmission for RBs mapped to the HS-DSCH:

1. In providing an implicit or explicit indication to the scheduler in MAC-hs on the NodeB, whether a MAC-hs SDU contains an RLC Control PDU or an RLC data PDU, it is possible for the scheduler to keep in-sequence, and at the same time make sure that RLC control PDUs are sent in MAC-hs PDUs with a robust enough MCS. Since in-sequence is kept (the scheduler is only told “please send this MAC-hs SDU in a MAC-hs PDU with a really robust MCS” without changing the PDU sequence e.g. by prioritising the control PDUs), this solution will always work for all RLC control procedures.

2. Slight modification of the RLC reset procedure, such that a RB mapped to the HS-DSCH can be configured with two different logical channels, one of which is used for RLC Control PDU transmission. In this case RLC Control PDUs may pass RLC Data PDUs, the problems of which are avoided by the modification of the RLC reset procedure. Such a modification would be particularly helpful, if it turns out that also in R99 there are problems with RLC reset PDUs passing RLC Control PDUs.

Philips maintained the point-of-view that a solution to the RESET problem should not affect logical channels (e.g. cause loss of PDUs), which are not linked to the RLC entity, which is reset. This is covered by the above solutions.

RAN2 is asked to give their opinion on the proposed improvement, and if enough companies agree to keeping the possibility of providing better FEC for RLC control PDUs, if they are sent via the HS-DSCH, come to an agreement w.r.t the introduction of one of the proposed solutions.
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