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1.
Introduction
During the previous RAN WG2 meeting (#36), and the joint session with RAN WG1, it was agreed that outer-coding showed promise as a means for improving physical layer performance when broadcasting delay-tolerant content over an entire cell.
The main questions that came up during that meeting related mainly to the complexity of the scheme. However, some questions were also raised about how it could be integrated into the existing 3GPP architecture. This contribution attempts to answer the latter question.
One of the main requirements for MBMS service is the possibility to switch transparently between Point To Point (PTP) and Point To Multipoint (PTM) modes in order to limit the power requirements. In general it is much more power efficient to operate in RLC AM for delay tolerant data. In PTM however it is not foreseen to have a reverse-link channel set up, therefore RLC AM is out of the question. Hence, in order to obtain the best possible performance it would be necessary to support the switch between different RLC modes when switching between PTP and PTM. 

The best performance, in terms of service continuity during switching between PTP and PTM can be obtained by integrating the new outer-coding functionality into a new sub-layer sitting above RLC. In the rest of the document we shall call this sub-layer the FEC (for Forward Error Correction).
In this document we provide a full proposal of such an FEC layer.

2.
Layer Characteristics

As explained in [1], the FEC layer requirements are following:

· Support arbitrary SDU sizes (constrained to multiples of 8 bits)
· Support variable-rate source

· Support out-of-sequence reception of packets from lower layers

· Support reception of duplicate packets from lower layers

· Perform Outer-coding/decoding
· FEC PDU sizes are constrained to multiples of 8 bits
The following functions need to be supported by the FEC sub layer:
-
Segmentation/ Concatenation/ Padding and reassembly.

-
Transfer of user data.

-
Error correction.

-
In-sequence delivery of upper layer PDUs.

-
Duplicate detection.

-
Sequence number check.
3.
Definitions

In this document we will use the standard OSI nomenclature for data units flowing in and out of a protocol. SDUs (Service Data Units) are the data units exchanged with the protocol sitting above and PDUs (Payload Data Units) are the data units exchanged with the protocol sitting below the protocol of interest. If the identity of the protocol of interest is ambiguous, then a specific mention will be made in the name (e.g FEC-PDUs are the PDUs of the FEC layer). 
As outlined in [1], higher layer SDUs need to be concatenated and segmented into equal size rows. These can then be passed through the outer-code encoder (see [2]) to generate the parity rows. The combination of information rows and parity rows will be called an Encoder Packet (EP) in the rest of this document.

As per the description in [2], the outer-code is assumed to be a systematic (n,k) block code, where each symbol is a byte of information. This means that for every k information bytes, the code produces n coded symbols the first k of which are identical to the information symbols.

4.
Overall Protocol Structure
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The new FEC layer is assumed to sit above the RLC layer and at the same level as BMC. Each service would have its own FEC entity.
5.
FEC layer model
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5.1
Transmitting Side
The transmitting side of the FEC entity receives FEC SDUs from the higher layers and stores them in an SDU Buffer.

Once the scheduler establishes that there is enough data accumulated, or that the maximum acceptable packet transmission delay has been exhausted, it would trigger the creation of an encoder packet. It would therefore select the FEC PDU size out of those configured by RRC resulting in the least possible padding, and would request the Segmentation & Concatenation function to format the SDUs into k blocks of size PDU_size – FEC_Header_size. This size would include the re-assembly information.
These k blocks are then run through the Outer Code to generate n-k parity blocks. A sequence number is appended at the front of each block, in the same sequence as what was used in the encoder to create PDUs. These PDUs are finally stored in the transmission buffer, to be submitted to MAC when requested.
5.2
Receiving Side
PDUs are re-ordered and duplicates are eliminated based on their sequence numbers. Once it is decided that there will be no more data received for a given encoder-packet, missing PDUs are identified as erasures, the sequence numbers are removed and the data is passed to the outer-decoding function to recover missing information. Independently of whether the de-coding was successful or not, the data is delivered to the re-assembly function and SDUs put together successfully are delivered to the higher layers.
6.
Scheduler

As explained in [1], there is an advantage in terms of the frame-fill efficiency to have flexibility in deciding when to start packing the data. The scheduler is supposed to determine how long it is possible to wait between a packet needs to be sent out. This can be done based on QoS profile of the service.
Once the scheduler decides that the data can no longer wait, it has to select the PDU size that would result in the least padding. The total amount of data considered should include the overhead incorporated by the concatenation and segmentation function. The concatenation and segmentation function would then be asked to produce k PDUs of that size, i.e. enough to generate an encoder packet.

7.
Re-ordering/Duplicate Detection/Alignment with EP
7.1
Rationale

As explained in [1], 3GPP networks will require the hand-off between asynchronous base-stations. In order to preserve continuity of MBMS service and to avoid the submission of duplicate information, it is necessary to be able to re-align the data coming from the two streams. Since this synchronization cannot be provided intrinsically by the physical layer, it is necessary to introduce a sequence number to explicitly identify the order in which each packet should be considered. This sequence number will make up what we will call the FEC header.

This header needs to be appended to both information and parity PDUs. It would therefore be appended after the encoding is performed. Since it is needed for the de-coding, the sequence number cannot be protected by the outer-code. Therefore, it can only contain trivial information associated with the PDU ordering. If it were to contain for example an LI presence bit as in the case of RLC, the SDUs could not be re-constructed even if the outer decoding was successful because the LI information would not be available.
In order to achieve continuous reception despite the need to decode encoder packets, the UE has to be able to buffer incoming PDUs while performing the decoding. 
Let’s assume the following:

· (16, 12) block code

· 64kbps MBMS stream

· TTI duration is 20ms

The UE has to be able to decode the packet within 16*20ms = 320ms in order to be able to receive continuously. If we assume that it needs the full 320ms to perform the decoding, it has to be able to receive n (decoded EP) + k (buffered EP) PDUs, which corresponds to (16+12) * 20ms * 64kbps = 36kbit = 4.5kByte.
Note that because the timing ambiguity is not expected to exceed 100ms, there is no reason to attempt to receive data from more than two encoder packets in parallel. Note also that because the PDU size is variable, the amount of buffering needed for continuous reception will vary.

Below we are providing examples of an FEC Header Format and a re-ordering protocol. Note that the re-ordering protocol does not strictly speaking need to be specified, but we are providing an example for the sake of completeness.
7.2
FEC Header Format

As explained in the introduction, it is desirable for the FEC layer to be able to inter-operate with all RLC modes. Since RLC AM and UM require SDUs to have sizes in multiples of 8 bits, it would be necessary for the FEC layer to also adhere to this requirement. 

The outer-code being proposed for the FEC layer (see [2]) is operating on byte size increments of data. Therefore, the EP row size would also need to be an integer number of bytes. Hence, the FEC header size also needs to be a multiple of 8 bits for the FEC PDU size to be acceptable for RLC. 
Since it is expected that only one PDU will be sent per TTI (see [2]) and since the transmission timing of different cells is not expected to drift significantly (<100ms), the sequence number ambiguity will not be very high. Therefore, an 8 bit sequence number would be more than enough to foot the bill.
In addition to re-ordering and duplicate detection, the sequence number is required to align the data with an encoder packet. To facilitate this, it would be beneficial to split into intra-EP and EP parts. In the case of the outer code design proposed in [3], n is 16. Therefore, 4 bits would be allocated for identifying the location of the PDU within the EP (IEPSN), 3 bits would be allocated to identify the EP (EPSN) and 1 bit could be reserved:
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7.3
Re-ordering Protocol
State Variables:

VR(EPd): EPSN of the next encoder-packet to be de-coded. Initial value is 0.
VR(EPb): EPSN of the encoder-packet being buffered. Initial value is 1.
ExtraBuffer: Buffer in the UE in excess of what it needs to achieve continuous reception.
VT(EP): EPSN of the encoder packet being transmitted. Initial value is 0.
VT(IEP): IEPSN of the next PDU to be transmitted. Initial value is 0.
Transmitter Operation:

If the new PDU is not the very first one, or belongs to a different encoder packet than the previous one:

-
increment VT(EP);

-
set VT(IEP) to 0;

Create a new FEC header and:

-
set EPSN to VT(EP);

-
set IEPSN to VT(IEP);

-
pre-pend the FEC Header to the PDU;

-
submit the PDU to the transmit buffer;

-
increment the IEPSN;
Receiver Operation:

When receiving a new PDU:
-
if EPSN is equal to VR(EPd):

-
add the PDU in the corresponding EP buffer at the position indicated by IEPSN;

-
if the buffer for this EP contains k PDUs then deliver them to the decoder;

-
else, if EPSN is equal to VR(EPb):

-
add the PDU in the corresponding EP buffer at the position indicated by IEPSN;

-
if the buffer for this EP exceeds the value ExtraBuffer then:

-
deliver the PDUs available for EPd directly to the re-assembly function (no need to decode);
-
set VR(EPd) = VR(EPb);

-
increment VR(EPb) and flush the corresponding buffer.

-
else, if EPSN > VR(EPb):

-
deliver the PDUs available for EPd directly to the re-assembly function (no need to decode);

-
deliver the PDUs available for EPb directly to the re-assembly function (no need to decode);

-
set VR(EPd) = EPSN;

-
set VR(EPd) = EPSN + 1;

-
flush the corresponding buffers.

-
else:

-
discard the PDU;

8.
Outer-code

The outer-code is assumed to be an (n, k) erasure-decoding block code. 

The data of consecutive PDUs will be assumed to correspond to different symbols in the code-words as explained in [2].

The following assumptions are made about this layer:

· Delivered PDUs correspond to rows of the encoder packet matrix (see [2]).

· PDUs that did not pass the CRC test will be replaced by erasures.

· PDUs will have sizes in multiples of 8 bits.

Transmitter

Performs the encoding on k rows of information of equal length and delivers to the lower sub-layer n PDUs of that same size. The first k are identifcal to the ones it receives the following n-k correspond to the parity information.

Receiver

If all k PDUs containing information are received correctly, or fewer than k out of n PDUs are received correctly:

· it is not necessary to run the decoding, simply deliver the information PDUs to the re-assembly function.

else:

· pad PDUs up to the size of the parity PDUs according to the pre-determined padding scheme;

· perform outer decoding to recover the missing information PDUs;

· deliver the information PDUs to the re-assembly function.

Note that when-ever it is useful to perform outer-decoding there will be at least on parity PDU available at the receiver. Note also that the padding sequence should start at the point indicated by the length indicators as the start of the padding, rather than the end of the PDU.

9.
Segmentation/Concatenation/Padding – Re-assembly

In 3GPP, RLC provides the framing for higher layers. Since the FEC layer will be sitting above RLC it will have to provide framing itself, lest there be some level of duplication. In RLC, the end of each SDU is indicated by the presence of an LI. The end of the SDU is identified relative to the PDU, rather than the SDU. Given that the PDU size is typically smaller than that of the SDU this helps in reducing the overhead.
Although it is expected that the FEC PDUs for MBMS will be larger than RLC PDUs used in R’99, the same principle applies. It is therefore proposed to keep a similar scheme based on LIs. This scheme is both proven and there are a number of existing implementations which could be leveraged in creating the FEC layer.
It is not possible to keep the exact same scheme because (as explained in section 7.1) it is not possible to use a bit in the FEC Header to indicate the presence of an LI. It is therefore necessary to add a fixed header within the outer code payload that indicates the presence of LIs. Also, because we want to allow the LI length to change with FEC PDU size, it is proposed to introduce a new special value for the one byte LI indicating that the previous SDU ended one byte short of filling the last PDU. This will not affect the performance as it is possible to use the Piggy-back status report indication which is not needed. In the case of the two-byte format there is no need to make any change as the range is already larger than what might be needed.
Below, we outline two methods for introducing this fixed overhead, we provide some comparison in overhead and we conclude by choosing one of the two schemes and providing the associated text. 
9.1
LI Presence Bit in each PDU
In this scheme, a byte would always be added at the beginning of each EP row. The first bit would indicate the presence of the LI. In order to accommodate this presence bit, the length indicator data would have to be shortened by one bit. This means that, taking into account the additional special LI relative to R’99 and the reduction by one bit, the single byte format could be used for FEC PDU sizes up to 61 bytes (488 bits). Beyond this, the two byte format would need to be used. The extension bit present in RLC is preserved with the same significance. Therefore, there are three different formats.
No LI included:

	Bit
	0
	1
	2
	3
	4
	5
	6
	7

	First LI
	0
	Padding


LI Included, PDU size ≤ 61 bytes:

	Bit
	0
	1
	2
	3
	4
	5
	6
	7

	First LI
	1
	LI
	Extension

	Subsequent

LI
	Reserved
	LI
	Extension


LI Included, PDU size > 61 bytes:

	Bit
	0
	1
	2
	3
	4
	5
	6
	7

	First LI
	1
	LI

	
	
	Extension

	Subsequent LI
	Reserved
	LI

	
	LI
	Extension


The two byte header case would be used for PDU sizes up to 16000bytes, which is bigger than anything that could ever be needed.
9.2
LI Presence Bits in first PDU
Instead of adding the overhead at the beginning of each PDU, this scheme proposes to add the presence bits for all k information PDUs at the beginning of the first PDU of the EP. In the case of the (16, 12) code proposed in [3], this header would be:
	Bit
	0
	1
	2
	3
	4
	5
	6
	7

	Presence Header
	PDU0 LI Present
	PDU1 LI Present
	PDU2 LI Present
	PDU3 LI Present
	PDU4 LI Present
	PDU5 LI Present
	PDU6 LI Present
	PDU7 LI Present

	
	PDU8 LI Present
	PDU9 LI Present
	PDU10 LI Present
	PDU11 LI Present
	Reserved


Of course, it would be possible to extend this scheme to different codes.

Since the presence bit does not need to be included within the LI header, the applicability of the header is aligned with the RLC LI, except for the need for one extra special LI. Therefore, the single byte format can be used for PDU sizes up to 124 bytes (992 bits). The two LI formats in this case would therefore be:
LI Included, PDU size ≤ 125 bytes:

	Bit
	0
	1
	2
	3
	4
	5
	6
	7

	First LI
	LI
	Extension

	Subsequent

LI
	LI
	Extension


LI Included, PDU size > 125 bytes:

	Bit
	0
	1
	2
	3
	4
	5
	6
	7

	First LI
	LI

	
	LI
	Extension

	Subsequent LI
	LI

	
	LI
	Extension


Again, the two byte header case would be used for PDU sizes up to 16000bytes, which is bigger than anything that could ever be needed.

9.3
Performance Comparison

Advantages of Presence bit in each PDU:

· SDUs can be decoded when the EP decoding fails even if the first PDU is missing, resulting in lower residual error rate.
· Applicable for real-time concatenation/segmentation (see [1]).

Advantages of Presence bit at the beginning of EP:

· Less overhead when having large SDUs and/or small PDUs.

· Implementation is closer to RLC LI scheme.

Overhead

Let’s first figure how often LIs would be strictly needed, based on the size of the SDUs and the MBMS service data-rate:

	LI Frequency
	TTI (ms)

	SDU (B)
	500
	10
	20
	40
	80

	Data-rate (kbps)
	16
	5.33%
	10.67%
	21.33%
	42.67%

	
	32
	10.67%
	21.33%
	42.67%
	85.33%

	
	64
	21.33%
	42.67%
	85.33%
	170.67%

	
	128
	42.67%
	85.33%
	170.67%
	341.33%

	
	256
	85.33%
	170.67%
	341.33%
	682.67%


It means that for a 64kbps MBMS service running over 20ms TTIs, there would be a need for LIs to be sent every other LI. Based on these probabilities, it is possible to derive the overhead (expressed in fraction of the EP size) for each of the two schemes:

	Overhead Scheme 1
	TTI (ms)

	SDU (B)
	500
	10
	20
	40
	80

	Data-rate (kbps)
	16
	3.75%
	1.88%
	1.14%
	0.67%

	
	32
	1.88%
	1.14%
	0.67%
	0.43%

	
	64
	1.14%
	0.67%
	0.43%
	0.40%

	
	128
	0.67%
	0.43%
	0.40%
	0.40%

	
	256
	0.43%
	0.40%
	0.40%
	0.40%


	Overhead Scheme 2
	TTI (ms)

	SDU (B)
	500
	10
	20
	40
	80

	Data-rate (kbps)
	16
	0.83%
	0.51%
	0.36%
	0.48%

	
	32
	0.51%
	0.36%
	0.48%
	0.44%

	
	64
	0.36%
	0.48%
	0.44%
	0.42%

	
	128
	0.48%
	0.44%
	0.42%
	0.41%

	
	256
	0.44%
	0.42%
	0.41%
	0.40%


As expected, Scheme 2 has the edge for smaller Encoder Packet sizes (fewer SDUs per EP), whereas Scheme 1 has the edge for larger ones (more SDUs per EP). In the range of data-rate and TTI duration that is expected to be used (32 – 64kbps, 20-40ms TTI), the overhead is comparable. Similarly, when considering larger SDU sizes, Scheme 2 becomes better, whereas when considering smaller SDU sizes, Scheme 1 becomes better.

This performance makes it that Scheme 2 has a more even relative overhead distribution than Scheme 1. However, given that this is a broadcast service, it is likely that the absolute overhead may be more significant than the relative one.

Residual Error Rate

Scheme 2 only results in additional residual errors when the first PDU is lost and the outer decoding fails. The base-line operating point that is being considered currently is: 10% FEC-PDU error rate, resulting in 1% EP error rate. This means that the cases in which scheme 2 will result in additional errors is: 10% * 1% = 0.1% (assuming independence between EP decoding failure and error in first PDU). This is therefore the maximum residual error gain that can be provided by Scheme 1.
9.4
Proposal
Conclusion
Based on the comparison in terms of overhead, residual error rate and implementation complexity (in light of the existence of an RLC implementation), we propose to adopt scheme 2.

Text Proposal

A “Presence Header” is always included in the first PDU of an encoder packet. The bit corresponding to a given PDU will be set to 1 if at least one LI is present in this PDU, 0 if none is present.

A "Length Indicator" is used to indicate the last octet of each FEC SDU ending within the PDU.

Except for the predefined values reserved for special purposes and listed in the tables below, the "Length Indicator" shall:

-
be set to the number of octets between the end of the FEC header and up to and including the last octet of an FEC SDU segment;

-
be included in the PDUs that they refer to.

The size of the "Length Indicator" may be either 7 bits or 15 bits. The value of a "Length Indicator" shall not exceed the values specified in subclauses 11.2.4.2 and 11.3.4.5 respectively for UMD and AMD PDUs.

The "Length Indicators" which refer to the same PDU shall be in the same order as the FEC SDUs that they refer to.

If the current FEC PDU size is ( 125 octets:

-
7-bit "Length Indicators" shall be used.

else:

-
15-bit "Length Indicators" shall be used.

The size of the “Length Indicator” shall be updated together with the FEC PDU size being used.

-
if the FEC SDU begins in the beginning of the FEC PDU:
-
if 7-bit "Length Indicator" is used:

-
the "Length Indicator" with value "111 1100" may be used;

-
if 15-bit "Length Indicator" is used:

-
the "Length Indicator" with value "111 1111 1111 1100" may be used.
In the case where the end of the last segment of an FEC SDU exactly ends at the end of a PDU and there is no "Length Indicator" that indicates the end of the FEC SDU:
-
if 7-bit "Length Indicator" is used:

-
a "Length Indicator" with value "000 0000" shall be placed as the first "Length Indicator" in the following PDU;

-
if 15-bit "Length Indicator" is used:

-
a "Length Indicator" with value "000 0000 0000 0000" shall be placed as the first "Length Indicator" in the following PDU.

In the case where a PDU contains a 15-bit "Length Indicator" indicating that an FEC SDU ends with one octet left in the PDU, the last octet of this PDU shall:

-
be padded by the Sender and ignored by the Receiver though there is no "Length Indicator" indicating the existence of Padding; and

-
not be filled with the first octet of the next FEC SDU data.

In the case where 15-bit "Length Indicators" were used in a PDU and the last segment of an FEC SDU is one octet short of exactly filling the PDU:

-
if a 15-bit “Length Indicator” is used for the following PDU:

-
the “Length Indicator” with value “111 1111 1111 1011” shall be placed as the first “Length Indicator” in the following PDU;

-
the remaining one octet in the current PDU shall be padded by the Sender and ignored at the Receiver though there is no “Length Indicator” indicating the existence of Padding;

-
if a 7-bit “Length Indicator” is used for the following PDU:

-
the “Length Indicator” with value “1111110” shall be placed as the first “Length indicator” in the following PDU.

When one or more padding octets are present in the FEC PDU after the end of the last FEC SDU:

-
if a 7 bit “Length Indicator” is used in a FEC PDU:

-
indicate the presence of padding by including a “Length Indicator” with value “1111111” as the last “Length Indicator” in the PDU.

-
if a 15 bit “Length Indicator” is used in a FEC PDU and two or more padding octets are present in the FEC PDU after the end of the last FEC SDU:

-
indicate the presence of padding by including a “Length Indicator” with value “111 1111 1111 1111” as the last “Length Indicator” in the PDU.

NOTE:
After the “Length Indicator” indicating the presence of padding has been included in the FEC PDU, the length of the padding may be zero.
If a “Length Indicator” is still awaiting transmission and there is no FEC SDU available, an FEC PDU consisting of this “Length Indicator”, the appropriate padding “Length Indicator” and padding may be transmitted.

Predefined values of the “Length Indicator” are used to indicate padding. The values that are reserved for special purposes are listed in the tables below depending on the size of the “Length Indicator”. Only predefined “Length Indicator” values can refer to the padding space. These values shall only be placed after all other “Length Indicators” for a PDU.

Length: 7 bits

	Bit
	Description

	0000000
	The previous FEC PDU was exactly filled with the last segment of an FEC SDU and there is no “Length Indicator” that indicates the end of the FEC SDU in the previous FEC PDU.

	1111100
	UMD PDU: The first data octet in this FEC PDU is the first octet of an FEC SDU. AMD PDU: Reserved (PDUs with this coding will be discarded by this version of the protocol).

	1111101
	Reserved (PDUs with this coding will be discarded by this version of the protocol).

	1111110
	The last segment of an FEC SDU was one octet short of exactly filling the previous FEC PDU and there is no "Length Indicator" that indicates the end of the FEC SDU in the previous FEC PDU. The remaining one octet in the previous FEC PDU is ignored.

	1111111
	The rest of the FEC PDU is padding. The padding length can be zero.


Length: 15bits

	Bit
	Description

	000000000000000
	The previous FEC PDU was exactly filled with the last segment of an FEC SDU and there is no "Length Indicator" that indicates the end of the FEC SDU in the previous FEC PDU.

	111111111111011
	The last segment of an FEC SDU was one octet short of exactly filling the previous FEC PDU and there is no "Length Indicator" that indicates the end of the FEC SDU in the previous FEC PDU. The remaining one octet in the previous FEC PDU is ignored.

	111111111111100
	UMD PDU: The first data octet in this FEC PDU is the first octet of an FEC SDU. AMD PDU: Reserved (PDUs with this coding will be discarded by this version of the protocol).

	111111111111101
	Reserved (PDUs with this coding will be discarded by this version of the protocol).

	111111111111110
	Reserved (PDUs with this coding will be discarded by this version of the protocol).

	111111111111111
	The rest of the FEC PDU is padding. The padding length can be zero.


10.
Proposal

It is proposed to introduce in the RAN a new Layer that would be handling the outer-coding for MBMS and to incorporate the relevant text from this contribution into the technical report.
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