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Summary: Recent discussion in RAN2 on the efficiency of repetitions on application layer raise the question, whether there could be a benefit of applying repetition/retransmission schemes in L2 for the RB used to deliver MBMS content. This document sheds some light on possible simple options to end up with an acceptably efficient retransmission feedback scheme for a p2m channel.

1. Repetitions on application layer versus repetitions/retransmissions in L2

Currently it is the understanding of 3GPP groups that the RB for MBMS content delivery should not provide any L2 repetition/retransmission functionality. This is stated in TR 25.992-130 (Jan 2003) [1] (is a RAN2 document!) explicitly, while TS 23.846-610 (Dec 2002) [2] only mentions (section 5.1):

MBMS shall support different quality of service levels. The mechanisms for this are for further study, one example is repetitions to all users.

and states as a BM-SC function (section 6.7):

MBMS data repetition.and error resilient schemes  to cope with possible transmission loss.
According to the LS on “Core Network Provision of separate flows for P2P and P2M radio Transmission” from SA2 (R2-031213, S2-030990), the aspect of repetition is further discussed in SA2. There was a proposal in SA2 to provide different transmission schemes for p2p and p2m mode on application level, since 

· “a large degree of Forward Error Correction is likely to be applied to p2m transmissions, for example they could be ‘sent 3 times in succession’", and on the other hand, 

· for the case of p2p transmission, L2 retransmissions are available, i.e. such repetitions on application level would not be required, when p2p channels are used for MBMB content delivery. 

This LS asked RAN1, RAN2, GERAN1, GERAN2 to give their opinion about provision of two sets of streams to GGSN->SGSN->RNC/BSC, i.e. one set with coding optimized for p2m transmission and one set with coding optimized for p2p transmission. In the discussion of the reply in RAN2, it was stated that means to make the radio more robust– for efficiency reasons and because repetitions increase the data rate, which has to be supported by the UE capabilities – should be handled by RAN e.g. by using RRM techniques, such as Forward Error Correction, quick repetition, etc. It was also recommended not to apply repetitions on application layer as reflected by the draft minutes of RAN2#36. As a conclusion RAN2 sent a reply, in which they state that repetitions on application layer are sub-optimal (R2-031483).

Obviously, there is some conflict between the RAN2 position and that of SA2. SA2 believe that in some cases it is required to apply repetitions, in order to provide the desired (higher) QOS, while RAN2 deem this to be very inefficient. However, still the desired (higher) QOS has to be achieved.

In addition, the benefits of more sophisticated repetition schemes, which use soft-combining and incremental redundancy (IR), cannot be exploited, if only application level retransmissions/repetitions are allowed, since there is no access to a soft bits by the application programme, unless L1 would hand soft bits to the application layer, which in principle could be possible on the UE side, since both the physical layer and the application programme reside on the UE, although it might suffer from speed limitations, since soft bit handling would then be done in software. In Rel-5, where soft-combining and IR techniques are used in the context of the HSDPA, this is not possible (and not required), and a general principle in UMTS from R99 onwards has been to avoid this. Even the “No coding option for FDD mode” was removed from R99 on RAN plenary #15.

All this raises the question, whether there could be a benefit to reassess the decision on excluding repetition/retransmission schemes on L2. Such a review, however, certainly only makes sense, if

a) there is an indication that soft-combining and IR schemes are actually worth being applied (for repetitions and/or retransmissions).

b) there are acceptably efficient feedback schemes for controlling retransmissions on L2. 

1.1 Efficiency of soft-combining and IR schemes in the context of p2m transmission

So far relatively little, but at least some work was done in RAN1 concerning the benefits of soft-combining and IR schemes in the context of MBMS. Most of the simulation work in RAN1 for MBMS concentrates on FACH as the TrCH for MBMS content delivery. However, while the RAN1 document [3] compares FACH and DSCH (under the assumption that closed loop power control [CLPC] is based on the worst user), [4] analyses the potential benefit, which soft-combining and IR could provide for MBMS content delivery, if an HS-DSCH-like TrCH were used. This document comes to the conclusion that adjusting the HS-DSCH for MBMS purposes results in a significant capacity increase (at least 2dB reduction of the required transmission power compared with the FACH to satisfy the same number of users), under the assumption that there is a reasonable feedback mechanism available for carrying the ACK/NACK feedback. 

If these results are representative, instead of 30% (as is usually assumed when using FACH) only 18% of a cell’s DL TX power would have to be spent for MBMS content delivery, if soft-combining and IR could be applied for the TrCH for MBMS.

In addition, [4] states that with 40 MBMS users, about 1% of the users need 4 or more retransmissions. Applying STTD (Space-Time Transmit Diversity) in addition, about 1% of the users need 3 or more retransmissions. For 80 MBMS users and STTD the figure is a bit worse, i.e. 1-2% of the users need 3 or more retransmissions. In addition, for all cases, the fraction of users needing only one retransmission is between 20% and 30% , and the fraction for a higher number of retransmissions decreases with the number of retransmissions, as expected.

Hence, it can be stated that there is some indication, that applying soft-combining and IR could improve the RB used for MBMS in a reasonable way.

1.2 Options for L2 design of RBs carrying MBMS content

For applying soft-combining and IR in the context of a p2m-channel, it seems to be a prerequisite, that a p2m-control-channel, which is received by (virtually) all recipients error-free, contains at least information on the (incremental) redundancy, that will be used in a retransmission, and the soft buffer, for which the redundancy is sent. Without this knowledge, the recipient would not be able to decode the packets on the p2m-channel. Hence, this p2m-control-channel would probably have to be sent with very strong FEC and, of course, without retransmissions, i.e. a FACH-like channel would be a good candidate for this. Since only a very small amount of data has to be transmitted via this p2m-control-channel, this FACH would not destroy the gain, which the application of soft-combining and IR brings on the p2m-channel. Also, it would not be necessary (as it is for receiving data via the HS-DSCH) that the recipients decode a UE-ID in order to know that they are addressed.
1.2.1 Adaptive repetitions

Repetition schemes, which do not adjust to the specific radio cell conditions, are obviously always inefficient, whether they are applied in L2 or on application level, since data is repeated, without considering if the repetition is needed or not. If, however, NodeB had some indication about the channel conditions, it could start repetitions, if the channel conditions become bad, and stop them if they are good again. However, in many cases, channel conditions in a radio cell depend on the receiver’s position in the cell, i.e. it cannot be stated that the conditions are good or not for the whole cell. Nevertheless, it seems that NodeB could get some idea of the channel conditions in the cell, if it evaluates the measurement reports of UEs, which are served on R99 or Rel-5 TrCHs. 

On the other hand, channel conditions in a cell are also affected by the load on other DL TrChs in the cell as well as by the DL load in neighbouring cells. Both could be taken into account by the NodeB (since it serves several radio cells) when deciding about starting or ceasing repetitions. In contrast to that, the BM-SC has no information on cell load, and since it generates the MBMS stream for several RNCs, there is not even a way to take such information into account, even if it were available.

1.3 Options to solve the feedback problem to some extent

A well-known problem of packet retransmission schemes on top of a p2m channel is the ACK/NACK feedback. As soon as a UE recipient of the multicast group cannot decode a packet error-free, it sends a NACK to request a retransmission. At least for the first retransmission, there are many UEs that need a retransmission, i.e. they all would send a NACK, although only one NACK would completely suffice. 

In addition, applying the feedback scheme defined for the HS-DSCH, all UEs of the multicast group, which were able to decode the packet error-free, will also send an ACK, both causing huge UL traffic. 

For MBMS content delivery, it does not seem necessary to use ACKs at all. It would fully suffice, if only NACKs were used, because streaming of data is not a process, which entails frequent switching of the TrCH between different UEs, as it is the case in HSDPA. Instead, delivery of MBMS contents is like a longer phase, in which the stream is “on”. As soon as the stream has started, each UE can for a longer time be quite sure that the next radio frame again contains a packet belonging to this stream. Hence, if the p2m-control-channel is missed, the UE could probably also send a NACK (in contrast to what is done in HSDPA), although this might not in all cases help, if the retransmission does not contain self-decodable redundancy. The logical channel for service announcements (stating that the “streaming phase is actually on”) is the MCCH/NCCH (MBMS Control Channel/Notifications Common Control Channel), while the corresponding TrCH is still left open [5].

1.3.1 Exploiting feedback collisions and the near-far effect

In addition to restricting the UL feedback only to NACKs, in the context of a p2m channel, it is also obvious that NACKs cannot be sent via a dedicated UL control channel (as it is in HSDPA, where the HS-DPCCH is used), since it would exhaust the code resources required for CLPC. Instead, a common channel should be used, where each UE can send its feedback during a common phase after a packet is received, just as it is the case with the RACH. The NACK is just a number of e.g. “+1” bits as it is the case for the HS-DPCCH, or similar to the RACH preamble. However, it does not seem necessary to use the current R99 RACH. While on the R99-RACH it is important to avoid collisions, it is actually the colliding NACKs, which are important to make such a Common NACK Feedback CHannel (called CNFCH in the following) work efficiently: If only one UE needs a retransmission, it is probably always inefficient to perform a retransmission. If 10% of the UEs need a retransmission, it could be acceptable to send a retransmission. If 30% or more of the UEs need a retransmission, it seems clear that a retransmission would increase the efficiency. 

At the same time, the more UEs send a NACK over the CNFCH, the more likely it is that the NodeB will detect a NACK. Astonishingly, also the near-far problem turns into an advantage in this context: A UE close to the NodeB has a higher likelyhood to receive the contents error-free. If it does not receive it error-free and sends a NACK, conversely there is a high probability that more distant UEs also need a retransmission, and the NACK energy from the closer UE will in many cases suffice alone to let the NodeB detect a NACK and therefore retransmit.

Power ramping on the CNFCH might be helpful, but certainly only with very few steps, otherwise it takes too long until the feedback is conveyed. Then a similar concept as the AICH for the PRACH could help to further reduce the interference of superimposed NACK signals possibly in such a way that the received NACK energy is not higher than what a single UE would cause when accessing the R99 RACH for “R99 purposes”, e.g. RRC CONNECTION SETUP, CELL UPDATE etc. Also the maximum NACK power for a UE should be low, in order to limit the UL interference caused by the NACK feedback. This power could even be adjusted (e.g. via the p2m-control-channel; MCCH/NCCH seems to be a bad choice, because it terminates in the RNC) based on the amount of UL feedback, which the Node B sees over some measurement period. Hence, there could be some sort of open loop power control for the CNFCH.

A further means to keep the negative implications of the retransmission bounded, would be to limit the maximum number of retransmissions to a relatively small number. The simulation results in [4] suggest that a maximum of 3 would already result in a sufficient number of satisfied users. 

1.3.2 Further means to reduce the interference resulting from UL feedback

Any additional user, that indicates the need for a retransmission for a packet, for which the NodeB would have decided to send a retransmission anyway, even if the Node B had taken the decision for a retransmission although this user had not sent a NACK, causes unnecessary UL interference. To some extent, such unnecessary UL interference can be avoided in the following manner:

If the group of multicast recipients is partitioned into a number of subsets, where for each subset there are different phases (spread over time) on the CNFCH (similar to the RACH access slots), so that the members of the first subset send the subset feedback (i.e. NACKs, which superimpose to a “stronger NACK”) before the members of the second subset etc., NodeB could “mirror” the subset feedback to the members of the other subsets: If the subset feedback of the first group makes NodeB initiate a retransmission, it could indicate this e.g. on the p2m-control-channel with the result that the members of the other subsets do not send a NACK, because it is clear that a retransmission will occur anyway. Due to spreading the different phases for the different subsets in time, such a scheme will mean that the UEs would have to store soft-bits of a number of packets in order to allow for a continuous data stream (i.e. not gaps in time on the p2m-channel). This is, however, already known from HSDPA, where the UE has to provide as many soft-buffers as there are HARQ processes configured.

Assignment of the UEs to the different subsets can be done without any signalling: Given that there are Nsubset subsets, each UE can compute the subset (identified by 0, 1, 2, …, Nsubset – 1) it belongs to e.g. based on its IMSI as 

“Assigned subset” = IMSI mod Nsubset , 

i.e. a technique, which is already applied for determining the SCCPCH, if there are several ones available. 

An other possibility could be to let UEs choose autonomously the subset, based on the perceived channel conditions: UEs with good channel conditions would use the first subset, since if they cannot decode a data packet error-free, this will in most cases also apply to UEs with worse channel conditions, so that the latter UEs receive the “mirrored” subset feedback of the first subset before the phase starts, in which they would send their own NACKs, and hence they refrain from sending their own NACKs, because a retransmission is about to come anyway.

1.3.3 Issues against this approach

Of course, when evaluating the performance gain of the CNFCH, UL feedback also has to be assessed w.r.t. the interference caused in the UL. If the gain on the DL has to be paid by a significant impairment of the UL channel conditions, it is questionable, whether this price should be paid.

Another problem could be timing: Is it possible from a timing point-of-view to provide a relatively short UL phase (after each DL packet) for sending NACK feedback (e.g. 2ms or even one slot as it is in case of the HS-DPCCH) so that NACK signals of different users really superimpose? This however, depends very much on the duration of the DL packet. Possibly, it could be longer than 2ms.

Finally, people might raise security problems: If NACKs are implemented by means of just sending energy, any intruder could cause the system always to exhaust the maximum number of retransmissions. This could be alleviated if the scrambling code for the CNFCH were only disclosed to the joined users. On the other hand, there are much less sophisticated ways of disturbing radio transmission in a radio cell. Also, HS-DSCH transmission could be hindered in the same way, and this has never been an issue.

2. Conclusion

Motivated by recent discussions on RAN2#36 on the efficiency of repetition mechanisms on application level for MBMS, this document looked at whether the p2m-channel for MBMS content delivery could be supplemented by a L2 retransmission scheme in order to profit from the gain of soft-combining and IR, that was discovered in [4] in the context of multicast/p2m transmission under the assumption that a reasonable UL acknowledgement feedback scheme is available.

Especially the problem of an efficient UL feedback signalling mechanism is touched, where it turns out that by applying or slightly modifying known techniques it looks as if unnecessary mass feedback resulting in undesirably high UL interference introduced by this feedback could be avoided. It also turns out that closed loop power control for this UL feedback signalling is not needed. 

The assumption is made that there is a very low data rate p2m-control-channel with very strong FEC, which is sent without retransmissions, and carries the necessary information on retransmissions on a p2m-data-channel, which conveys the MBMS content. For the UL feedback, which only comprises NACK but not ACK, a Common NACK Feedback CHannel is assumed, which can be accessed simultaneously by all UEs of the multicast group (both in idle and connected mode), and where the NACK energies sent simply superimpose, and hence “automatically” increase the probability that the NodeB detects a NACK and sends a retransmission, if the number of recipients requiring the retransmission is high enough.


The approach to the problem is the point-of-view that it might be impossible, within tight boundaries for the power available for MBMS content delivery in one radio cell, to make sure that all MBMS recipients in a cell receive all packets error-free. However, it seems that with the described techniques, the required power needed for maximising the number of satisfied users, can be considerably reduced compared with using a FACH without any feedback.

It is proposed that RAN2 weigh up the pros and cons of the described techniques, and reassesses the decision to not considering L2 retransmissions. Of course, more simulation results than those reported in [4] should prove the gain in quantitative terms.
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