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1. Introduction

MAC-hs on the NodeB aborts the transmission of a MAC-hs, if  - despite a number of retransmissions (i.e. some given maximum number) - it is not possible to convey this MAC-hs PDU error-free to the UE. In other words, transmission of this MAC-hs PDU is unsuccessful, since the scheduler on NodeB chose a TB size that was too big, so that the MCS (Modulation and Coding Scheme) is not robust enough given the (bad) channel conditions.

The current assumption in RAN2 is that the scheduler would discard the whole MAC-hs PDU, in case the maximum number of retransmissions is reached for this MAC-hs PDU. As a consequence, a “useless TSN gap” would result in the UE’s reordering buffer of the priority class, to which the MAC-hs PDU belonged, and, of course, the contained MAC-d PDUs would not conveyed to the UE. Some proposals [4]
 aimed at removing TSN gaps resulting from abortions by additional means.

The TSN gap in the reordering buffer would cause the reordering timer T1 to be started, and either due to a shift of the reordering window or due to the expiry of T1 all MAC-hs PDUs with a TSN, that follows the TSN of the gap will be delivered to the disassembly function, which then conveys the extracted MAC-d PDUs to the corresponding RLC entity, where the RLC-PDUs, that were contained (as MAC-d PDUs) in the aborted MAC-hs PDU, are detected as missing, with different consequences for AM RBs and UM RBs: 

1. In case of AM RBs mapped to the HS-DSCH, the missing RLC-PDUs can trigger a STATUS report, which will eventually cause a retransmission on RLC level.

2. In case of UM RBs mapped to the HS-DSCH, the missing RLC-PDUs will cause those SDUs, which contain segments in these lost RLC PDUs, and which are not yet fully reassembled, also to be discarded, meaning that segments which were already received, would be of no use and would have wasted air interface resources.

Discarding, in MAC-hs, the whole MAC-hs PDU, which was aborted, also implies discarding the MAC-d PDUs contained in this MAC-hs PDU for both UM and AM RBs: In most cases, these MAC-d PDUs would violate the sequence, if they were sent as part of a MAC-hs PDU with a later TSN mixed with later MAC-d PDUs, though in some cases this might be possible without in-sequence-violation. In addition, for AM it does not make sense to have retransmissions ongoing for the same RLC-PDU on RLC and MAC-hs level. Hence, [2] proposed to make the reordering timer T1 available to the scheduler via NBAP, and the Delay Attribute/Discard Timer [3] was also discussed in this context.

2. Alternatives available through the current description in 25.321-530

The current normative description of the UE behaviour fully allows the following retransmission strategy of the scheduler:

After a number of unsuccessful retransmissions of a MAC-hs PDU A sent with TSN=x and NDI=y, the scheduler compiles a MAC-hs PDU A’ consisting of a subset of MAC-d PDUs contained in A , and sends A’ (on the same HARQ process) directly after the last unsuccessful retransmission of A with the same TSN=x, and NDI=(y+1)mod 2. 

Due to the toggled NDI, the UE is notified that the transmission of A is aborted by the transmission of A’ , and the soft buffer of the HARQ process containing soft bits of A is emptied. If A’ can finally be decoded correctly, there would not be any “useless TSN gap”. The in-sequence MAC-hs PDUs can be delivered to the disassembly function, which delivers the contained MAC-d PDUs to the corresponding RLC entities. There, however, the still missing RLC PDUs (A’ only contained a subset of the MAC-d PDUs contained in A) are detected.

If A’ can also not be decoded correctly after a number of retransmissions, the same strategy could be applied to A’; in the extreme case, the sub-set of MAC-d PDUs can even be empty, i.e. a MAC-hs PDU of 137 bit only, containing no user data, would be sent with the same TSN=x as A and a with a toggled NDI.

This strategy is called here “Abortion (of a MAC-hs PDU) with TSN reuse”. It has the clear benefit, that it maximises the number of MAC-d PDUs, which can be conveyed to the UE at a given point in time, and reduces the number of MAC-d PDUs, which have to be retransmitted on RLC-level.

According to the current understanding in RAN2, which does not yet consider this strategy, the scheduler would wait for the reordering window to remove the useless gap or the reordering timer T1 to elapse, so that the blocked MAC-hs PDUs are finally conveyed to the disassembly function, and the contained MAC-d PDUs finally reach the corresponding RLC entities. In AM, retransmissions of RLC PDUs would be initiated. The strange thing with this is, however, that retransmissions on RLC level are then initiated for exactly those RLC PDUs, which were already available in MAC-hs on the NodeB just before the abortion of A (in the above example). Why not further using them, but - instead - waiting for receiving them a second time from SRNC?

Also, there are good reasons, why transmission of A’ would be successful: If the scheduler discards A , because it was not possible to transmit it error-free after a number of retransmissions, the chosen TB size must have been too big, i.e. the FEC was too weak. In the current understanding of RAN2, the scheduler would discard A and continue with a MAC-hs PDU B (with a TSN different from the TSN used for A ), which contains later MAC-d PDUs. The TB size for B would then be chosen smaller, i.e. such that there is a better chance to successfully convey B to the UE. However, why should there be a higher chance to successfully convey B than to successfully convey A’ , which would have the same (or a similar) TB size as B ? 

In other words: A’ has the same probability of being received successfully at the UE as any other MAC-hs PDU B, which is used to abort the transmission of A . The difference between A’ and B simply is that A’ contains a subset of the MAC-d PDUs contained in A , and uses the same TSN as A , while B contains later MAC-d PDUs than A , and also uses a later TSN.

A further generalisation is possible: The scheduler does not necessarily have to abort the transmission of A by sending A’ directly after the last unsuccessful transmission of A and on the same HARQ process. Instead the scheduler could also send B (i.e. a MAC-hs PDU that only contains later MAC-d PDUs) to abort transmission of A , and later on send A’ possibly even on a different HARQ process than A but with the same TSN=x as A .

2.1 Clarifiying the current description

The strategy of “Abortion (of a MAC-hs PDU) with TSN reuse” is at least not excluded in the current scheduler description, which only states (with respect to new data blocks) that the scheduler “increments the TSN with one for each transmitted MAC-hs PDU on each Queue ID within an HS-DSCH”. The subset of MAC-d PDUs is not new data, since parts of these data were already transmitted earlier. 

If RAN2 feel that it would be beneficial to make the described possibility explicit in the specification, the following text could be added:

	11.6.1.1
Scheduler

The scheduler performs the following functions:

-
Schedules all UEs within a cell;

-
Services priority queues:

-
The scheduler schedules MAC-hs SDUs based on information from upper layers. One UE may be associated with one or more MAC-d flows. Each MAC-d flow contains HS-DSCH MAC-d PDUs for one or more priority queues.

-
Determines the HARQ Entity and the queue to be serviced;

· Sets the TSN for new data blocks being transferred from the selected queue;

-
set the TSN to value 0 for the first MAC-hs PDU transmitted for each Queue ID within an HS-DSCH;

-
increment the TSN with one for each transmitted MAC-hs PDU on each Queue ID within an HS-DSCH. 

-
Indicates the Queue ID and TSN to the HARQ entity for each MAC-hs PDU to be transmitted;

-
Schedules new transmissions and retransmissions:

-
Based on the status reports from HARQ Processes the scheduler determines if either a new transmission or a retransmission should be made. A new transmission can however be initiated on a HARQ process at any time. Based on a delay attribute provided by upper layers, the scheduler may decide to discard any 'out-of-date' MAC-hs SDU.
-
Can select a subset of the MAC-d PDUs contained in a MAC-hs PDU, whose transmission was aborted, for transmission in a (smaller) MAC-hs PDU using the same TSN as that of the aborted MAC-hs PDU. This subset can also be empty. 
-
Determines the redundancy version:

-
The scheduler determines a suitable redundancy version for each transmitted and retransmitted MAC-hs PDU and indicates the redundancy version to lower layer.


3. Conclusion

In the current understanding of RAN2, transmission of a MAC-hs PDU A sent with TSN=x (on HARQ process Y) would be aborted (since the maximum number of retransmissions was reached for A) by sending (on the same HARQ process Y) after the last unsuccessful retransmission of A , a MAC-hs PDU B with a toggled NDI and a TSN different from x, where B contains later MAC-d PDUs than those contained in A . Since A was not conveyed successfully, the TB size of A must have been too big, i.e. the scheduler would choose a smaller TB size for B , in order to be successful in transmitting B . MAC-d PDUs contained in A are no longer transmitted, and the TSN of A causes a TSN gap in the reordering entity on the UE.

The concept of  “Abortion (of a MAC-hs PDU) with TSN reuse”, which means

that the scheduler can abort transmission of a MAC-hs PDU A sent with TSN=x and an NDI=y, by sending, on the same HARQ Process as A, directly after the last unsuccessful retransmission of A, a MAC-hs PDU A’, which consists of a subset of the MAC-d PDUs contained in A, also with TSN=x, but with NDI=(y+1)mod 2,

or 

that the scheduler can abort transmission of a MAC-hs PDU A sent with TSN=x and an NDI=y, by sending, on the same HARQ Process as A, directly after the last unsuccessful retransmission of A , another MAC-hs PDU B, which consists of later MAC-d PDUs, with NDI=(y+1)mod 2 and a new TSN, and later on transmits (not necessarily on the same HARQ process as A ) a MAC-hs PDU A’ , which consists of a subset of the MAC-d PDUs contained in A , with the same TSN=x as that of A ,

is already covered by the current description of the UE behaviour. Since a the TSN is “reused” without any harm for MAC-d PDU sequence, this concept allows for avoiding any TSN gaps in the reordering entiy, which result from MAC-hs PDU abortions. Furthermore, it allows for maximising the number of MAC-d PDUs, that can be conveyed via the HS-DSCH to the UE at a given time, if a MAC-hs PDU has to be aborted. Hence, it reduces the number of RLC-PDUs that have to be retransmitted on RLC level to an absolute minimum, and therefore contributes to reducing delay.

Furthermore, it makes unnecessary the introduction of any additional means for HARQ protocol stall avoidance, when protocol stalling is caused by MAC-hs PDU abortions. 

RAN2 might find it beneficial to explicitly mention this possibility for the scheduler operation in the scheduler description. If so, a CR will be provided e.g. proposing text as given in section 2.1 .
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� Note, that with the current L1 design (only ACK and NACK are sent a status report in the Uplink) NodeB cannot know, whether a N>A misinterpretation has happened, while the UE cannot differentiate whether NodeB has aborted a transmission or mis-interpreted a NACK as an ACK.
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