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This contribution compares the current proposals for improving the delay performance of the HARQ protocol.

1. Introduction

Until RAN2#29 the assumption was that NACK>ACK misinterpretation would happen in all cases with a probability of 10e-04. Already at that time, there were contributions aiming at improving the delay performance of the HARQ protocol by speeding up the removal of “TSN gaps” in the reordering entity. 

TSN gaps, which are only removed in the course of the normal HARQ protocol operation, when 

· the RX window moves such that the TSN gaps are finally outside the RX window, or

· the Reordering Timer elapses

can originate from

1. an abortion (decided by NodeB) of the transmission of the MAC-hs PDU whose TSN is missing in the reordering buffer, where the decision for an abortion would either result from 

a) the need to serve higher priority transmission first, or

b) assuming that the number of retransmissions done for one MAC-hs PDU does not justify more retransmissions

2. a NACK>ACK misinterpretation (causing a MAC-hs PDU loss)

3. a switch to other UEs to be served.

Apparently, those companies proposing mechanisms to speed up the TSN gap removal before RAN2#29 believe that even with a NACK>ACK misinterpretation risk of 10e-04, there would be significant benefit for the overall delay reduction by introducing mechanisms for TSN gap removal. 

(1) The most important impact on delay obviously results from a NACK>ACK misinterpretation. The reason for this is as follows: 

With respect to 1a) it can certainly be stated, that for a service, that allows being interrupted by higher priority transmission, much higher delay should be tolerable than what could result from waiting for the RX window or the Reordering Timer removing the TSN gap.

Note here, that even if the Reordering Timer finally causes the TSN gap being removed, this does not mean a significant delay increase, which could be avoided by applying mechanisms for speeding up TSN gap removal as proposed in R2-021974. This is, because if the Reordering Timer has to clean the situation, this usually means that Node B has decided to serve a higher priority stream of the same UE or has switched to another UE. In both cases, Node B would make sure that the aborted transmissions would be re-initiated
 later on. Hence, if any TSN gap in the reordering buffer did not result from a NACK>ACK misinterpretation,  MAC-hs in Node B is in perfect position to retransmit the MAC-hs PDU, whose TSN causes a gap in the reordering buffer, at the earliest possible time, i.e. when the UE (or the priority class, which faces the TSN gap in its reordering buffer) is again served. In these cases, mechanisms to speed up the TSN gap removal (e.g. because the HARQ processes are all not active for some time) would cause unnecessary retransmissions on RLC level, i.e. in case of 1a) and 1b) it would be even counterproductive to have a mechanism for speeding up TSN gap removal.

Only, if it were possible to detect a TSN gap in the reordering buffer, which resulted from a NACK>ACK misinterpretation, a mechanism for TSN gap removal seems beneficial.

However, there is no way for the UE to unequivocally detect in all cases that a TSN gap in the reordering buffer is there, because of a NACK>ACK misinterpretation. 

Obviously, (1)  becomes more relevant, if the risk of a NACK>ACK misinterpretation is 10e-03, the implications of which are currently under study in RAN2. Ericsson try to prove that 10e-03 would not lead to a significant delay increase (R2-021941). However, their simulation results assume a Reordering Timer duration (50 ms), which is shorter than what is reasonable to switch between different UEs, and shorter than what would be required to let the RX-window start working (for that the Reordering Timer must not be below 64ms = RX-window size ( TTI-hs).

On RAN2#30 (R2-021736) it was decided not to ask RAN1 for improving the physical layer, i.e. by adding further pilot bits to make channel estimation strong enough to be able to guarantee 10e-04 also in the soft handover case with acceptably low TX power on the HS-DPCCH. Hence, there is still room for improvement of the HARQ protocol w.r.t. delay in L2, if deemed required.

2. Discussion of the available proposals

Four approaches for improving the HARQ protocol performance in terms of delay on L2 have been under discussion (listed in chronological order):

1. Error Recovery Procedure, which aims at reducing the risk of ACK>NACK mis-interpretation (Philips)

2. Acknowledged Sequence Number (Lucent)

3. Speeding up TSN gap removal by looking at HARQ activity (ASUStek, , R2-020240, R2-021593, R2-021974)

4. Enhanced Monitoring HARQ activity (Qualcom, R2-021590)

Evaluation of 1 (Error Recovery Procedure): 

· Allows for improving the parameter (MAC-hs PDU loss due to NACK>ACK-misinterpretation), which determines those cases, in which TSN gaps in the reordering buffer would be beneficial to be removed, i.e. it causes such TSN gaps becoming sufficiently rare: Under normal conditions (i.e. not being in SHO), where L1 can guarantee a NACK>ACK misinterpretation risk of between 10e-03 and 10e-04, with the recovery procedure MAC-hs PDU loss due to NACK>ACK mis-interpretation would be lower than 10e-05 at the same TX power, i.e. virtually no TSN gaps, for which it is useful to remove them, would ever exist, and what is even more important, the required retransmission (on RLC level) of the RLC-PDUs carried in the lost MAC-hs PDUs is no longer required. 

· Allows for a clear distinction between abortion and NACK>ACK-misinterpretation by introducing a 2-bit-NDI (This would also solve the error case indicated in R2-022178/R2-021931). 

· Needs a third UL signal (REV command) and additional buffer for as many uncoded MAC-hs PDUs as there are HARQ processes, i.e. up to 8. With the coding of the REV command described in R1-021063 (using also CQI bits), the changes to L1 are minimal, and also the reliability of the REV command is further improved.

Evaluation of 2 (Acknowledged Sequence Number): 

· Can only remove the oldest (and therefore possibly already obsolete) TSN gap, since the Acknowledged Sequence Number (ASN) carried in a MAC-hs PDU cannot be changed, when this MAC-hs PDU is retransmitted, i.e. only a small fraction of the TSN gaps can actually be removed.

· Needs a change in the MAC-hs header format.

Evaluation of 3 (TSN gap removal based on HARQ activity):

· Would remove TSN gaps in some cases, when a NACK>ACK misinterpretation or an abortion happens, e.g. the rules described in R2-021593 only apply for a small fraction of the possible state combination, which the HARQ processes could attain, when a NACK>ACK-misinterpretation or an abortion happens: 

Assuming 8 HARQ processes, with the two states X, and Y as defined in R2-021593, only 9 state combinations would trigger a gap removal (XXXXXXXX, XXXXXXXY, XXXXXXYY, …,YYYYYYYY) in the “pre-emption not allowed case”, while there are 28 = 256 possible states, which potentially indicate a NACK>ACK misinterpretation or abortion, i.e. only 9/256=3.5% of the cases are covered. Note that these state counts do not even cover all states, which have to be considered: e.g. the case that on one or more HARQ processes the HS-SCCH is missed. This case would happen with a probability of 10e-02 with the current design of the HS-SCCH, and in this case a TSN gap removal would be triggered though not allowed. With the additional state Z, there are obviously 1 + 2 + 4 + … + 27 = 255 state combinations, where a TSN gap removal would be triggered, out of 38 = 6561 possible combinations, i.e. again only 255/6561 = 3.9% of the cases are covered, where a TSN gap removal might be possible.

In the “pre-emption allowed case”, only for the highest priority stream, TSN gap removal is possible using the states X, Y, and Z, while for lower priority streams, TSN gap removal is only possible, when all HARQ processes are in state X. In addition, in this latter case, not all lower priority streams can remove TSN gaps in their queues, but only those, whose priority is higher than or equal to the highest of the received MAC-hs PDU in the consecutive X states.

The latest version as described in R2-021974, again only considers the “Pre-emption not allowed case, i.e. re-initiateing a MAC-hs PDU transmission after aborting it because a higher priority stream is to be served first, is not possible.


Still there are some doubts, whether with the state definitions given, there are situations, where gaps are removed although being contra-productive, e.g. because later on a successful retransmission on HARQ level will occur, and the corresponding MAC-hs PDU is deleted on MAC-hs level and then causes a retransmission on RLC level, hence unnessarily increasing the resulting delay.

An additional problem of the scheme is that there is so far no requirement on the NodeB scheduler to always transmit on all HARQ processes, which were allocated, but this assumption is made in the proposed scheme.

· In its currently proposed form (R2-021974) the technique requires a rule on NodeB to not re-initiate a MAC-hs PDU transmission, if it was aborted, because a higher priority stream had to be served.

Evaluation of 4. (Enhanced Monitoring HARQ activity): 

· To derive only from what the receiving MAC-hs entity can perceive, it is proposed to

· move the priority queue ID to the HS-SCCH, and introduces a flushing indication (obviously one for all HARQ processes) on the HS-SCCH. 

· introduce an inactivity timer for each HARQ process.

Which means that some of the drawbacks of R2-021974 are eliminated, e.g. that TSN gap removal can be done for all priority classes.

· This would mean additional 4 bits (3 per priority class and 1 for the flushing indication) to be provided on the HS-SCCH and 8 additional timers required per receiving HARQ process. It is unclear, whether such an increase of bits on the HS-SCCH is tolerable. In addition in the past, care was taken to keep the number of timers as small as possible, hence there is currently only one timer per priority class.

· It is unclear, whether the scheme would in all cases remove those TSN gaps, which are useful to be removed, i.e. it is certain that the corresponding MAC-hs PDUs will never be retransmitted on HARA level.

3. Conclusion

It is explained, why reasonable delay performance improvement of the HARQ protocol can only be achieved by focussing on reducing the risk of losing a MAC-hs PDU: Other techniques proposed so far, such as the concept of the “Acknowledged Sequence Number” or “TSN gap removal based on HARQ activity” (and most probably also the most complex of the approaches: “Enhanced Monitoring HARQ activity”) can only in a limited number of cases detect TSN gaps, which are useful to be removed (i.e. it is certain, that the corresponding MAC-hs PDUs will never be retransmitted), thus contributing in these cases to a delay reduction.

With respect to “TSN gap removal based on HARQ activity” (in its current form, R2-021974) there are still doubts, whether this technique would not even cause, in some cases, TSN gap removal, although a retransmission of the corresponding MAC-hs PDU would follow, so that the TSN gap removal is not necessary and causes an unnecessary retransmission on RLC level. This technique requires a rule on NodeB side, which makes it impossible to resume retransmission of a MAC-hs PDU, after the transmission of that MAC-hs PDU has been aborted, in order to fast switch to a higher priority stream. 

Also, there is no means to state, what the gain of such a technique is in quantifying units, i.e. it can only be assumed that it might reduce the overall delay to some extent. Hence, it is not possible to take advantage of this scheme e.g. in terms of reducing the memory required for all reordering buffers of the 8 different priority classes.  The network behaviour would simply be the same, whether such a scheme is implemented or not
. Therefore, there is seen no need to standardise such a scheme. Instead, it could be implemented by a manufacturer, if he is convinced that it will contribute to a significant delay performance improvement, and a UE with such an implementation would therefore become more attractive. 

Finally, if it is deemed required to improve the delay performance of the HARQ protocol, and the contributions mentioned indicate that several companies (including Philips) see a need for that, as a result of the arguments given above, this should be done by focussing on a reduction of the MAC-hs PDU loss probability. 

It is therefore recommended to further study the Error Recovery Procedure as provided in its updated version in R2-022092.
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� For the case of switching to a higher priority transmission, it is currently stated in TS 25.321 that a re-initiation is not allowed. This is, however, under debate. We assume here (as it was before RAN2#27) that a re-initiation is possible.


� In case of this scheme, the situation is even more peculiar: Though it is impossible to quantify the gain, the “pre-emption not allowed case” imposes a restriction to the HARQ protocol operation, which affects the network: MAC-hs PDU transmissions, which were aborted because of a switch to a higher priority queue, are forbidden to be re-initiated when transmission of the interrupted priority stream is resumed. This is not the usual approach, which is taken for features, which are meant for improvement.
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