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1. Introduction 
This contribution describes a retransmission protocol, that is a generalisation of the well-known Stop-and-Wait retransmission protocol. The generalisation lies in the introduction of a transmission and reception window bigger than one. In contrast to the well-known selective repeat scheme, the transmission and reception windows are not defined as a set of contiguous sequence numbers, but just as a set of sequence numbers. This has advantages compared to selective repeat in situations, when the transmission window of selective repeat cannot be incremented, because the acknowledgement for PDUs with a sequence number equalling the lower bound of the transmission window cannot be incremented. Such a situation is characteristic for transmissions on the HS-DSCH, which is shared in time between the different UEs receiving data from there.

Due to the fact that a modified definition of transmission/reception window is used, this scheme was called generalised S&W in order to distinguish it from selective repeat.

Comparing the scheme with N-channel stop-and-wait with channel numbers reveals, that both are similar, although not identical. 

Generalised S&W can be defined with “synchronous” ACKs/NACKs (i.e. the ACK/NACK for a particular PDU is expected within a specific slot, so that there is no need for a sequence number in the ACK/NACK
) or with “asynchronous” ACKs/NACKs (i.e. the ACK/NACK ) so that it falls in both the async/sync and async/async categories.

Generalised S&W and selective repeat are compared with respect to their memory requirements to provide in-sequence delivery: It turns out that selective repeat needs a higher amount of memory in the UE to be provided for a small maximum number of retransmissions. According to [1], the benefits of hybrid ARQ type II/III more or less disappear with channel conditions, which require more than 1 retransmission
. Hence, this property of generalised S&W becomes an advantage in the HSDPA framework.

2. Generalisation
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Figure 1: Benefit of Stop-and-Wait, if during the whole round-trip-time packets can be transmitted to a UE.
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Figure 2: Timing relations, if round-trip delay is considerably shorter than the intervals, in which a specific UE is served.

The N-channel stop-and-Wait concept is beneficial, if during the complete round trip time of sending a packet and receiving the ACK or NACK for it, further packets can be transmitted, see Figure 1. 

However, the number of packets to be sent without receiving an ACK or a NACK is determined by the number of coded blocks, which the receiving side can store at the same time. Hence, the number of packets to be sent without receiving an ACK or a NACK cannot only be determined by looking at the round trip time. Especially in the context of the downlink transmission via the HS-DSCH it has to be expected that the round trip time for receiving the ACK after a packet transmission is considerably shorter than the time, until the considered UE is again addressed for receiving further packets, see Figure 2. In such a situation, it is clear at the beginning of the next phase, in which the considered UE is expected to receive data on the HS-DSCH, (here called transmission phase), which packets were ACK’ed and which were NACK’ed. Those packets, which were NACK’ed can be sent first, in order to reduce the resulting delay: If (see Figure 2) e.g. packet 0, 1 and 2 were received correctly, and packet 3 was received erroneously, and packets 0, 1, 2, and 3 are needed for reassembly of a bigger packet, it makes sense to directly retransmit incremental redundancy for packet 3 at the beginning of the next transmission phase for UE1. Note that the ACK or NACK does not necessarily have to contain the SN of the PDU, the ACK/NACK refers to. Instead this information can be carried implicitly by the point in time, when the ACK/NACK was received, from which the sender can derive the specific slot, to which it refers, and from the knowledge, in which slot the transmission was carried out, the SN can be determined.

To allow this, it is however required that the packets are identified by a sequence number with larger range than 0 and 1 (as required by simple S&W, or N-channel S&W), so that the receiver knows, to which stored coded block the retransmitted incremental redundancy refers to. 

The range of the sequence numbers is derived as follows:

One extreme case is given, when during one transmission phase (see Figure 2) all packets are received error-free. In order to indicate to the receiver, that the sender has correctly received the ACKs for all packets, and that the packets sent in the next transmission phase are all initial packet transmissions (no retransmission of incremental redundancy), these new packets have to be sent with sequence numbers different from those used in the previous transmission phase. Hence, given that n packets can be transmitted one after the other in a transmission phase, the range of the required sequence numbers is 0, 1, …, 2n -1 .

With this definition, the sending window (as well as the receiving window) is no longer a list of consecutive sequence numbers (e.g. 0, 1, 2, 3), but simply a list of sequence numbers (e.g. 0, 3, 5, 6).

What is now the difference between this protocol and the well-known selective repeat ?

2.1 Rules for changing the sending/receiving window

Assuming that 5 packets can be sent during one transmission phase, sender and receiver would assume that, when starting the transmission phase, the first 5 packets will be sent with the sequence numbers 0, 1, 2, 3, 4. This is the initial sending and receiving window. If e.g. packet 3 is the only packet received in error, the straight forward definition of the window is 3, 5, 6, 7, 8, since for packet 3 a retransmission is required with incremental redundancy, while new packets 5, 6, 7, and 8 can be sent in the next transmission phase. Let’s assume that again packet 3 needs further redundancy to be retransmitted, as well as packet 8. The window would then become 0, 1, 3, 8, 9. This sequence is described in the following. 

0, 1, 2, 3, 4    (3 needs retransmission) ( 3, 5, 6, 7, 8  (3, 8 need retransmission) ( 

0, 1, 3, 8, 9   (1, 8 need retransmission)  (  1, 2, 4, 5, 8 (no errors) ( 3, 6, 7, 9, 0.

2.1.1 Rule to determine the Tx window
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Figure 3: How to determine the Tx window

Less formally, the rule for determining the Tx window on the sender side (and the Rx window on the receiving side) can be formulated using Figure 3. Given the previous transmission window a1, a2, a3, a4, a5, …, an those sequence numbers are kept in the window, which refer to PDUs, which were not positively acknowledged. The sequence numbers for transmission of new PDUs (say m) are determined as follows: Starting with the highest sequence number of a PDU, that was acknowledged positively, (going along the circle counter-clockwise) the next m sequence numbers, which 

1. are not assigned for retransmissions, and 

2. were not used in the previous transmission phase for an initial transmission, 

are selected as sequence numbers for the next PDU transmissions.

Other rules are possible, however the same rules have to be used on the sending and receiving side to determine the sending and receiving window. 

2.2 Difference compared with selected repeat
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Figure 4 Comparison of Selective Repeat and generalised Stop-and-Wait. The “n” resp. “a” in the table for selective repeat indicate that the packet with this sequence number was NACK’ed resp. ACK’ed.

In Selective repeat, the sending window is always a consecutive list of sequence numbers[2]

 REF _Ref519423142 \n \h 
[3]. The sending side increments the sending window, only if it received an ACK for the packet with the lowest sequence number in the window. If this ACK is outstanding, the window is not incremented, and hence remains unchanged. Figure 4 compares the approach of selective repeat, and of the new technique “generalised Stop&Wait” described here. From this example it becomes clear, that due to the restriction for the incrementation of the transmission window, undesirable transmission gaps are introduced. These gaps would, however disappear, if the round-trip time became so short, that the ACK for (the retransmission of) packet 1 were received while packet 4 is transmitted. Then, for the next packet transmission the incremented transmission window (4, 5, 6, 7) could already hold. However, due to processing time at the receiving side, it is unlikely that the ACK/NACK would be received so early.

2.2.1 Improving Selective Repeat

An obvious improvement of Selective Repeat in the situation depicted in Figure 4 would  be to allow the sender insert in the slots, on which it is not allowed to send further PDUs, the SNs of which are above the transmission window, multiple versions of the PDUs that have to be retransmitted, i.e. sending 1, 4, 1, 1 instead of only 1, and 4. This, however, would increase the memory requirements on the receiving side: Since the receiving side needs some time to find out, whether the multiple copies of the retransmission of PDU with SN 1 were correctly received, all copies have to be stored. Since all PDUs of the current reception /transmission window also have to be stored (in order to provide for in-sequence delivery), sending multiple copies of a retransmission (or different redundancy versions) for a PDU during a transmission phase requires more memory than just that of the reception/transmission window.

2.3 How to obtain in-sequence delivery ?

A further difference compared with Selective Repeat (SR) lies in the fact that SR accounts for in-sequence delivery directly, and the price to pay for this are the transmissions gaps in some cases indicated in Figure 4. Obviously, this is not directly covered by the generalised S&W approach. Instead, as already illustrated in the above example, if 0, 1, 2, 3, 4 are transmitted, and 3 needs a retransmission, the receiving side can only provide PDUs with SN 0, 1, and 2 to the upper layer. If in the next transmission phase, 3, 5, 6, 7, 8 are transmitted successfully, 3, 4, 5, 6, 7, 8 can be provided to the upper layer in sequence. To facilitate this, it is necessary that the receiving side stores not only PDUs (in coded form), which are not yet successfully received, but also (uncoded) PDUs, which were successfully received, which however cannot be given to the upper layer, since in-sequence is not yet fulfilled.

Provision of in-sequence delivery does not require an increase of the maximum sequence number. The correct order on the receiving side can be derived from the order, in which the PDUs are received. This, however, assumes that the transmission channel cannot change the sequence of the PDUs, which usually holds. 

Even if the sequence were changed by the transmission channel, the receiving side can reorder the received PDUs, if the sender assigns the sequence numbers for initial transmissions in such a way that later PDUs get a (cyclically) higher sequence number, as shown in the following example. Only retransmitted PDUs carry sequence numbers, which violate this rule. However, since the receiver knows that they are retransmissions, this does not cause problems: (The list indicates the window and the sequence of transmissions; see Figure below.)

0, 1, 2, 3, 4 (0 needs retransmission, RX allocates memory for 0 and stores 1, 2, 3, 4 in their order of reception of 0, 1, 2, 3, 4) ( 0, 5, 6, 7, 8 (0, 7 need retransmission, RX writes 5, 6, 7, 8 to the memory behind 0, 1, 2, 3, 4, where 7 is stored in erroneous form.) ( 0, 7, 9, 1, 2 (0 is acknowledged positively, 0 is written to the allocated memory. Now the consecutively received error-free PDUs are 0, 1, 2, 3, 4, 5, 6, and they can be handed in this order to the upper layer.) ( 7, 3, 4, 5, 6 (all PDUs are received error-free, and 7 can be decoded correctly together with the data stored after the initial transmission of 7; therefore 7 is written to the memory position of 7, and 3, 4, 5, 6 are attached to the already stored PDUs. The left-hand arrow indicates, where the list of consecutively received PDUs starts. PDUs 7, 8, 9, 1, 2, 3, 4, 5, 6 represent a list of consecutively received PDUs and can therefore also be handed to the upper layer. The next transmission window is (according to the rules defined above): 8, 9, 0, 1, 2.).

If in the above example, the channel changes e.g. the transmission order of the last transmission 7, 3, 4, 5, 6 into 3, 5, 4, 6, 7, the receiver knows from the fact that only 7 was not received error-free, that only 7 is a re-transmission. Hence, due to the rule that the transmitter assigns to an initially transmitted PDU B, which is sent after the initially transmitted PDU A, a (cyclically) higher sequence number, the receiver can reorder the initial transmissions to 3, 4, 5, 6.
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In-sequence delivery is therefore achieved by storing PDUs in the order, which is indicated by the Rx window (whether error-free or erroneously), if they are initial transmissions. 

Retransmissions are stored in the respective places, which were allocated for the initial transmissions, after soft-combining the retransmitted data with the stored data.

2.3.1 In-sequence delivery, if the channel reorders the PDUs

One might think that if the channel reorders the PDUs, it is not possible at the receiver to find the correct ordering, since the reception window is just a “set of allowed sequence numbers”. This is not the case. Due to the rules how to determine the sequence numbers for initial transmissions, the reordering can be done:

E.g. if PDUs 4 and 7 need retransmission, and the previous RX/TX window was 2 4 5 6 7, the next RX/TX window is 4, 7, 8, 9, 0. This contains an ordering for the initial transmissions (re-transmissions are generally no problem, since the receiver knows that it expects 4, and 7 as a re-transmission, so they could be sent somewhere in between the initial transmissions), which can be used to determine, in which order the initial transmissions were sent: The transmission order would be according to the transmission window, i.e. 8 is sent before 9, and 9 is sent before 0. If the receiver gets 4, 7, 0, 9, 8, it can easily reorder.

2.4 Memory requirements

Under the assumption that mr is the maximum number of retransmissions, the number of PDUs to be stored for obtaining in-sequence delivery is then given by (n - 1)( (mr +1)+1 under the assumption that all transmissions are successful after the maximum number of retransmissions has been reached. This extreme case is covered, if one of the PDUs to be transmitted needs the full number of retransmissions, while the other PDUs are all transmitted successfully.

Compared with selective repeat, generalised S&W allows for a better utilisation of the channel (see Figure 4) while at the same time keeping the maximum sequence number the same as in selective repeat. The maximum number of coded PDUs (i.e. for each bit in the PDU 3 coded bits have to be stored on the receiving side) to store is the same as with selective repeat (this number equals the window size), and due to the fact, that more PDUs than given by the transmission/reception window can be received with generalised S&W, there is an additional amount of PDUs to be stored, but they only have to be stored uncoded. To achieve the same channel utilisation with selective repeat, the transmission window of selective repeat would have to be increased. This would have the consequence, that



1. the PDU sequence numbers would have to become bigger, i.e. more bits for the sequence number have to be conveyed (due to the rule in selective repeat, that the maximum sequence number must be at least twice the size of the transmission window)

2. the amount of data to store would increase, since with the bigger transmission window to achieve a similar channel utilisation as with generalised S&W (having a smaller transmission window), the number of coded PDUs to store would be higher for selective repeat than for generalised S&W: 


Example:
With a Tx window of n=4, 2 bits for the SN are required. The amount of data (expressed in number of uncoded PDUs) to be stored is 4 cf = 12, where cf=3 is the coding factor (i.e. the increase of the amount of data due to convolutional encoding). Given that in the example in Figure 4, PDU 0 is NACK’ed, and PDU 1, 2, 3 are received error-free, selective repeat can only retransmit PDU 0, and the other transmission positions in the window have to be kept empty (or PDU 0 can be retransmitted in the remaining positions). In order to achieve the same channel utilisation as in generalised S&W, the transmission window would have to be increased to 7 (to allow for the transmission of also 4, 5 and 6), i.e. the number of bits for the SN has to be increased to 3. Due to the window size of 7, the amount of data to store (expressed in number of uncoded PDUs) is now 7 cf = 21. For generalised S&W (under the assumption of a maximum number mr of  retransmissions of mr=2), the amount of data to store (expressed in number of uncoded PDUs) is cf (n + (mr+1)(n-1)+1-n = cf (n+ mr ( (n-1) = 4(3+(3(3+1-4)=18.

The following table shows a juxtaposition of the memory requirements of SR and Generalised S&W under the assumption that the maximum number of retransmission is 2.

	Selective Repeat
	Generalised S&W

mr=2

	Tx window

n
	Memory (in number of uncoded PDUs)

cf (n (cf: coding factor)
	Bits for SN
	Tx window

N 
	Memory (in number of uncoded PDUs)

cf (n+ mr ( (n-1) (cf: coding factor)
	Bits for SN

	4
	4 cf =12
	2
	

	4+3
	7 cf =21
	3
	4
	18
	2

	8
	8 cf = 24
	3
	

	8+7
	15 cf = 45
	4
	8
	40
	3

	16
	16 cf = 48
	4
	

	16+15
	31 cf = 93
	5
	16
	78
	4


With a higher maximum number of retransmissions, the selective repeat improves concerning the required memory, since for selective repeat, the maximum number of retransmissions has no influence on the required memory. However, especially for HSDPA, the maximum number of retransmissions is expected to be small, see [1].
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� Note that in S&W with using time-outs and ACKs (but no NACKs), it is required to send the sequence number for an acknowledged PDU also in the ACK. Otherwise the sender gets puzzled, if the ACK for a PDU A is received after the time-out period has elapsed, and a retransmission has already been started. The retransmission would be ACK’ed by the delayed ACK for the initial transmission, and the transmission of the next PDU B would be ACK’ed by the ACK for the retransmitted PDU A, although PDU B might not have been received correctly.


� � REF _Ref494796162 \n \h ��[1]� comes to the conclusion that usually only one retransmission is required for correct decoding, if the channel is not so bad that reliable transmission is principally impossible. As a result the delay reduction of hARQ is not significant for the cases that hybrid ARQ improves the transmission characteristics.
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