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1. Introduction
The creation by RLC of blocks consisting entirely of padding is allowed in the specifications as they are currently defined. Indeed, it is possible to create data PDUs consisting only of a length indicator and Status PDUs consisting only of a NO_MORE SUFI. During the last meeting in Sophia-Antipolis, Ericsson presented a change request (CR93 R2-002330) to document 25.322 to explicitly forbid this behavior. Their rationale was that the transmission of padding would impact system capacity and that there was no intrinsic incentive for the UE manufacturers to avoid it. Nokia, although they agreed in principle, contested that there were circumstances in which it would be impossible to transmit anything unless the creation of padding blocks were allowed.

The consensus among the delegates in the parallel RLC session was that this issue was very tightly tied to the TFC selection process taking place in MAC, and that it should be up to MAC not to request more blocks than are available in RLC lest there be no other choice. 

In an off-line discussion after the RLC ad-hoc between Ericsson, Philips and Qualcomm it was agreed by the said companies that when padding is not allowed, the TFC selection algorithm as specified by the agreed CR R2-2073 (RAN2 #16 - source: Qualcomm, Ericsson, Nokia) could result in very poor throughput.

2. Discussion

The companies that participated in the discussion were Philips, Ericsson, Anite Telecoms, Tality, Motorola, Condat, China Academy of Telecommunication Technology, ASUSTek Computer and Qualcomm. The discussions were structured around specific issues that needed to be agreed.

2.1 When should the creation of padding-blocks be allowed?

Philips commented that the use of padding-blocks would in some cases improve the throughput considerably depending on the specific choice of TFCS.

Ericsson suggested that padding blocks should only be allowed when no TFC can be used without them, i.e. when it is impossible to fill completely any of the TFCs with the available data. 

Qualcomm agreed with the Philips’ assessment that restricting padding would potentially impact mobile throughput, but also commented that the potential impact on system capacity outweighed that risk. They therefore agreed with the Ericsson proposal but suggested that padding also be allowed when data is available for transmission and the only valid TFC is the “empty” TFC.
2.2 Where should padding-blocks be created?

There are two layers where padding blocks could potentially be created, MAC and RLC. The creation of padding blocks in MAC would lead to handling this process entirely within MAC and therefore by-passing the complexity of handling all possible RLC modes. Motorola supported this alternative. Qualcomm argued that, although this was the cleaner solution, it would require the extension of the MAC header and would probably lead to adding a bit to all MAC PDUs to resolve a problem that should not appear in well-configured systems.

The creation of padding blocks within RLC is already implicitly supported in AM and UM. Indeed, as explained in the introduction, in both of these cases it is possible to create padding blocks that do not contain any information. Note however that, as pointed out by Philips delegates, in the case of TM channels and in the case where the RLC entity is stopped, there will be no possibility for adding padding. If one assumes that the need for the creation of padding blocks is going to be marginal because the TFCS provided by the network is adequate then this is the more efficient approach. There could however be cases where no TFC at all can be used. In these circumstances, Anite Telecoms suggested that some kind of failure case should be devised.

2.3 How should padding blocks be created?

In MAC:

There is no mechanism currently available. Presumably an additional one-bit header field would need to be created.

In RLC-AM:

There is consensus that whenever possible (in the case of control-only or control-and-data channels), control PDUs should be used for padding. In the case of data-only channels there are three suggestions. The first, which was considered by default, is to generate a data PDU that contains only a length indicator. The second, which was proposed by Anite Telecom, is to generate a new type of control PDU for padding that could be transmitted on a data-only channel. The third is to simply retransmit the last PDU. This was proposed by Condat with the rationale that it was always allowed and that it allows the transmission of potentially useful information. Qualcomm agreed on the principle but contested that transmitting the same PDU multiple times in the same TTI would not be beneficial and might even be undesirable. ASUSTek Computer also disagreed on this approach, pointing out that the last transmitted PDU can only be retransmitted until it is acknowledged by the receiver. Indeed, they suggest that after it is acknowledged it is removed from the retransmission buffer and even if it were available, it is outside the transmission window. 

Anite Telecoms suggested to broaden the scope of this to allow the retransmission of any PDUs that have not yet been acknowledged even if their retransmission has not been requested.

Philips pointed out that during suspend mode or a stop order, RLC would be limited in the creation of new PDUs. Indeed, in the case of suspend mode, the first alternative proposed for data-only channels might be unable to produce padding PDUs. Note also, that this may cause problems when modifying the security configuration with security mode command (the number N provided may be hard to estimate). In the case of a stop order none of the RLC channels, independently of what kind of traffic they carry would be able to produce padding-PDUs.

In RLC-UM:

The consensus is that padding can be performed using data PDUs containing a length indicator only. The question exists in UM also about what happens in suspend mode and during a stop order. Tality suggested to also retransmit the last PDU when padding is needed in UM. In that case, particular care would be necessary to avoid duplication.

In RLC-TM:

The consensus is that no padding whatsoever can be performed in this type of RLC channels.

2.4 Should the TFCS selection be examined?

Qualcomm suggested that the “empty” TFC be included by default in the TFCS (it would not need to be signalled and would be given a default TFCI). Ericsson noted that when the TFCS includes all the TFCs having a single block from a single transport channel and no blocks from all the others, a valid TFC can always be found. Philips suggested that a configuration that did not fill certain criteria should be rejected by the MAC layer as invalid. The criteria were not very clear. Qualcomm suggested adding in section 8.6.5.2 of 25.331 some guidelines for the TFCS selection that would result, if respected, in always having at least one valid TFC at every TTI.

2.5 What happens if no valid TFC is found?

It was initially viewed (by Qualcomm at least) that the use of RLC padding would always result in finding a valid TFC. It turns out however that, because of the limitations imposed in the case of transparent mode channels and during suspend and stop orders, it may be possible to not have any valid TFCs at all. Anite Telecoms suggested adding a case in section 11.1.4 of 25.322 to cover this possibility. Condat A/S suggested allowing in that case the transmission of any TFC. 

3. Conclusion

There are some significant questions on which consensus has not yet been reached. The foremost question is whether the block padding should be done in MAC or RLC. Performing the padding in MAC would result in a simple and robust implementation without any requirements whatsoever on the TFCS selection process. It would however require an overhaul of MAC and the addition of an extra bit in the MAC header for all PDUs. 

Performing the padding in RLC would not result in a perfectly robust solution. There would still be configurations for which MAC may not be able to find a valid TFC. However, RLC padding could be performed without making any modifications to the specs. Also, it appears that network manufacturers agree to comply with some guidelines for TFCS selection that would result in marginalizing the need for padding blocks.

Hence, we recommend that the creation of padding blocks be done in RLC. It is proposed to leave open to implementation how these padding blocks are created, effectively leaving the RLC spec unchanged. Also, instead of regulating the creation of padding blocks it is suggested that the TFC selection algorithm should only consider TFCs that do not carry more data than is available for any of the transport channels. This should motivate UE manufacturers to reduce padding in order to increase data throughput. The TFC selection process will require some cooperation between RLC and MAC that goes beyond the current primitives but it is suggested to leave this unspecified.

Finally, we recommend that some changes be made to section 8.6.5.4 of the RRC spec to provide guidelines for the TFCS selection. 

