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Introduction
According to the revised WID for NR XR [1], RAN2 should address the following objectives to specify the enhancements for capacity improvement:
	
-	Multiple Configured Grant (CG) PUSCH transmission occasions in a period of a single CG PUSCH configuration (RAN1, RAN2);  
-	Dynamic indication of unused CG PUSCH occasion(s) based on Uplink Control Information (UCI) by the UE (RAN1, RAN2);
-	Buffer Status Report (BSR) enhancements including at least new Buffer Status Table(s) (RAN2);
-	Delay reporting of buffered data in uplink (RAN2);
-	Discard operation of PDU Sets for DL and UL (RAN2, RAN3);




Furthermore, there has been some discussions about whether specification of Retransmission-Less CG should be included in the WID [2]. However, it has been concluded that the issue can be addressed by simple CRs without updating the WI objectives:
	RAN #99 Meeting Report:
· It is understood that this functionality is already specified in the system, for NTN. Interested companies are encouraged to bring in CR proposals to RAN2 to show how this functionality would be made available to XR. RAN2 chair confirmed to handle these proposals in the XR session, and RAN2 is expected to make a decision on these proposals as per normal process.



In this paper, we provide our views on:
· What are the potential specification impacts of retransmission-less CG?
· What are RAN2 considerations to support multi-PUSCH CG and UCI for indications of unused CG resources?
Discussions
Retransmission-Less Configured Grants
The “retransmission-less CG” is mainly motivated by UL pose information of XR services. Since the delay budget of packets associating to UL pose information is typically quite short, there is no much opportunities for retransmission. However, the UE still needs to wake up after the CG PUSCH in accordance to drx-RetransmissionTimerUL even when the UE is in C-DRX OFF-duration. As a result, the UE may still need to wake up quite frequently in the C-DRX OFF-duration if the UE needs to update its pose regularly, and the power saving gain from C-DRX mechanism may be diminished. In light of this, it has been proposed that the UE may refrain from starting drx-HARQ-RTT-TimerUL and drx-RetransmissionTimerUL for PUSCH pertaining to configured grants dedicated to UL pose information.
It has been noted that the similar behaviour has been specified for NTN, where the UE can determine if it should start drx-HARQ-RTT-TimerUL depending on the HARQ mode of the HARQ process associating to the PUSCH. In particular, the UE starts drx-HARQ-RTT-TimerUL for the corresponding HARQ process if it is configured as HARQ mode A (instead of HARQ mode B) According to TS 38.321, we have:
	1>	if a MAC PDU is transmitted in a configured uplink grant and LBT failure indication is not received from lower layers:
2>	if this Serving Cell is not configured with uplinkHARQ-Mode; or
2>	if this Serving Cell is configured with uplinkHARQ-Mode and the corresponding HARQ process is configured as HARQ Mode A:
3>	start the drx-HARQ-RTT-TimerUL for the corresponding HARQ process in the first symbol after the end of the first transmission (within a bundle) of the corresponding PUSCH transmission;
2>	stop the drx-RetransmissionTimerUL for the corresponding HARQ process at the first transmission (within a bundle) of the corresponding PUSCH transmission.



Moreover, it is worth noting that HARQ mode is configured per HARQ process, using the IE uplinkHARQ-mode in the PUSCH-ServingCellConfig. As described in TS 38.331:
	uplinkHARQ-mode
Used to set the HARQ mode per HARQ process ID, see TS 38.321 [3]. The first/leftmost bit corresponds to HARQ process ID 0, the next bit to HARQ process ID 1 and so on. Bits corresponding to HARQ process IDs that are not configured shall be ignored. A bit set to one identifies a HARQ process with HARQmodeA and a bit set to zero identifies a HARQ process with HARQ modeB. This field also applies for SRB1 to SRB3.



Since the gNB can also configure the set of HARQ processes associating to a CG configuration, one could argue that the retransmission-less can be supported already based on network implementation. More specifically, the gNB may intentionally configure the HARQ mode of all HARQ processes associating to a CG configuration as “HARQ mode B”. In this way, naturally the UE does not start drx-HARQ-RTT-TimerUL for all PUSCHs of this CG, and the goal of “rertransmission-less CG” is achieved.
Nevertheless, such approach may have some shortcomings as scheduling flexibility may be constrained. In particular, the gNB may intend to use a HARQ process for a dynamic scheduling, which may still require retransmission since this dynamic grant may include data from traffic flows other than pose information. The “retransmission-less CG” enabled based on network implementation may limit how the gNB allocate the HARQ processes. 
Observation 1: Retransmission-less CG could be enabled by network implementation wherein all HARQ processes for a CG configruation are all configured to operate in HARQ Mode B. However, such approach may reduce scheduling flexibility in terms of using the relevant HARQ processes for dynamic grants.

Thus, we think a better approach is to configure the DRX-related behavior in a “per-CG configuration” manner. More specifically, whether the UE should start drx-RetransmissionTimerUL with a CG PUSCH is not hinged on the HARQ mode of the corresponding HARQ process, but based on if such behaviour is configured in the CG configuration. Thus, we think RAN2 can consider adding a new field in the IE of configuredGrantConfig to control the DRX-related behaviour of UE on each of the PUSCH transmission based on this CG.
Proposal 1: A new field can be added to configuredGrantConfig to control the DRX-related behaviour for PUSCH transmissions based on this configured grant configuration.

Discussions on Multi-PUSCH CG
For the Rel-18 WI objectives relating to configured grant (CG) with multiple PUSCH resources in one cycle, we think the key motivation is to handle potentially large packets. In particular, although XR traffic is typically periodic and hence the CG is a suitable way for resource allocation, there may be shortcomings when dealing with XR traffic of varying packet size. Since the TBS for every CG occasion is fixed, and it could be too small to fit a large packet in one CG period – it means the UE may need additional resources to complete the delivery of this packet (or PDU Set), which causes potential latency. On the other hand, one could configure a large TBS in the CG to ensure it can accommodate the largest possible packet of this XR traffic in every CG cycle, but it may be over-provisioning as a lot of pre-allocated resources are not needed and wasted. With multiple PUSCH per CG cycle, the UL resource can be used by the UE more flexibly. When the packet size is large, the UE can fully exploit all the PUSCHs. When the packet size is relatively small, the UE can only use a fraction of resources in one CG cycle. Moreover, when the PUSCHs in one CG cycle are not fully used, some indication is needed for the gNB to know which resources are not used, and therefore the gNB could allocate such resources to other UEs to improve the system capacity. 
The envisioned operation of multi-PUSCH CG is illustrated in the Figure 1, where we have assumed that CG-UCI mechanism is used by the UE to provide the indication of “unused” CG resources. Note that, in Figure 1 we have assumed that the CG-UCI is included in the first PUSCH of each CG cycle, but the exact resources for CG-UCI transmission is up to RAN1 discussions.
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Figure 1 An illustration of Multi-PUSCH Configured Grant with CG-UCI indication of “Unused” CG resources.

Although how the indication of “unused CG resource” should be signaled in UCI is in RAN1’s scope, we would like to point out that only MAC knows the size of data arrived in the buffer and how many PUSCH resources are needed. Thus, at the beginning of the WI, we think RAN2 can first confirm MAC should generate/provide the information of “unused CG resource” and instruct PHY to transmit it.
Proposal 2: RAN2 should confirm MAC can generate/provide the information of “unused CG resource” to PHY for signaling.

When a CG resource is said to be “unused”, it means nothing will be transmitted by PHY in such resources. That is, PHY does not receive any MAC PDU from MAC for transmission. Nevertheless, it is less clear how this should be modeled from MAC point of view, as there could be more than one ways to prevent MAC from generating MAC PDUs for such resources. In particular, we see the following two options:
· Option 1: Based on legacy UL skipping procedure
· Option 2: The MAC does not deliver the grant to HARQ entity
With Option 1, the MAC entity would still deliver this resource and the associated HARQ information to the HARQ entity, but MAC may simply refrain from generate a MAC PDU for this resource. This could be achieved by introducing some new conditions for UL skipping in Clause 5.4.3.1.3 in TS 38.321. For example, the expected specification change may be the following:
	The MAC entity shall:
1>	if the MAC entity is configured with enhancedSkipUplinkTxDynamic with value true and the grant indicated to the HARQ entity was addressed to a C-RNTI, or if the MAC entity is configured with enhancedSkipUplinkTxConfigured with value true and the grant indicated to the HARQ entity is a configured uplink grant:
2>	if there is no UCI to be multiplexed on this PUSCH transmission as specified in TS 38.213 [6]; and
2>	if there is no aperiodic CSI requested for this PUSCH transmission as specified in TS 38.212 [9]; and
2>	if the MAC PDU includes zero MAC SDUs; and
2>	if the MAC PDU includes only the periodic BSR and there is no data available for any LCG, or the MAC PDU includes only the padding BSR:
3>	not generate a MAC PDU for the HARQ entity.
1>	else if the grant indicated to the HARQ entity is a configured uplink grant comprising multiple PUSCHs:
           2>	if this PUSCH is indicated to be unused:
3>	not generate a MAC PDU for the HARQ entity.


 
With Option 2, the MAC does not even deliver the grant to the HARQ entity upfront, and there are two alternatives. 
In the first alternative of Option 2, it could be modeled as a CG resource with a HARQ PID whose associated Configured Grant Timer is running. Specification change could be made in Clause 5.4.1 of TS 38.321 as the following example:
	For each Serving Cell and each configured uplink grant, if configured and activated, the MAC entity shall:
1>	if the MAC entity is configured with lch-basedPrioritization, and the PUSCH duration of the configured uplink grant does not overlap with the PUSCH duration of an uplink grant received in a Random Access Response or with the PUSCH duration of an uplink grant addressed to Temporary C-RNTI or the PUSCH duration of a MSGA payload for this Serving Cell; or
1>	if the MAC entity is not configured with lch-basedPrioritization, and the PUSCH duration of the configured uplink grant does not overlap with the PUSCH duration of an uplink grant received on the PDCCH or in a Random Access Response or the PUSCH duration of a MSGA payload for this Serving Cell:
2>	set the HARQ Process ID to the HARQ Process ID associated with this PUSCH duration;
2>	if, for the corresponding HARQ process, the configuredGrantTimer is not running and cg-RetransmissionTimer is not configured and cg-SDT-RetransmissionTimer is not configured (i.e. new transmission) and this PUSCH is not indicated to be unused:
3>	consider the NDI bit for the corresponding HARQ process to have been toggled;
3>	deliver the configured uplink grant and the associated HARQ information to the HARQ entity.



In the second alternative of Option 2, the MAC entity could directly exclude this transmission opportunity if it has been previously indicated by the UE to be unused, without having to check other conditions:
	For each Serving Cell and each configured uplink grant, if configured, and activated, and not indicated to be unused, the MAC entity shall:



Many of these aspects could be considered as Stage-3 details. But for the time being, we think RAN2 can at least discuss whether MAC should deliver the “unused” transmission opportunity and its HARQ information to the HARQ entity.
Proposal 3: RAN2 can discuss whether MAC should deliver the transmission opportunity in a multi-PUSCH CG cycle to the HARQ entity, if the corresponding PUSCH is already previously declared as “unused” by the UE.
On the other hand, instead of dropping the unused PUSCH resource, we think the UE can also be configured to select the HARQ process ID of these unused PUSCH resources by itself in order to use such resources for other purposes. For instance, the UE may select the HARQ process for an unused PUSCH to match the HARQ process of a previously transmitted TB in the same CG cycle, which allows repetition for the TB.
Proposal 4: RAN2 can discuss if the UE can use the spare PUSCH resources within the CG cycle for purposes such as autonomous repetition of a previously transmitted TB.

Conclusions
This contribution presents some of our views on enhancements relating to configured grants.
For retransmission-less CG, we have provided the following observation and proposals:
Observation 1: Retransmission-less CG could be enabled by network implementation wherein all HARQ processes for a CG configruation are all configured to operate in HARQ Mode B. However, such approach may reduce scheduling flexibility in terms of using the relevant HARQ processes for dynamic grants.
Proposal 1: A new field can be added to configuredGrantConfig to control the DRX-related behaviour for PUSCH transmissions based on this configured grant configuration.

For multi-PUSCH CG with indication of unused CG resources, we think RAN2 can start the discussions based on the following proposals:
Proposal 2: RAN2 should confirm MAC can generate/provide the information of “unused CG resource” to PHY for signaling.
Proposal 3: RAN2 can discuss whether MAC should deliver the transmission opportunity in a multi-PUSCH CG cycle to the HARQ entity, if the corresponding PUSCH is already previously declared as “unused” by the UE.
Proposal 4: RAN2 can discuss if the UE can use the spare PUSCH resources within the CG cycle for purposes such as autonomous repetition of a previously transmitted TB.
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