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1	Introduction
RACH partitioning is being considered for several Rel-17 features to enable early identification of the feature on the network side (see table below). In this contribution we discuss some general aspects of RACH partitioning and describe what a common solution for RACH partitioning for the Rel-17 features might look like.
	Feature
	Reason for RACH indication

	RedCap [1]
	To indicate reduced capabilities to the network in MSG1 so that the network can adapt subsequent transmissions

	SDT [2]
	To request a larger MSG3 size (or MSGA size in case of 2-step RA)

	CovEnh [3]
	To indicate need for coverage enhancement (esp. for request of MSG3 repetition)

	Slicing [4]
	To indicate high priority slice to the network and to achieve slice isolation also for RACH



The agreements related to RACH configuration already made in each impacted WI are the following:
· Small Data [7]
· As a baseline, the RACH resource i.e. (RO+preamble combination) is different between SDT and non-SDT 
· If ROs for SDT and non SDT are different, preamble partitioning between SDT and non SDT is not needed.
· If ROs for SDT and non SDT are same, preamble partitioning is needed
· For RA-SDT, up to two preamble groups (corresponding to two different payload sizes for MSGA/MSG3) may be configured by the network
· RAN2 continues to progress the work based the separate RACH resources for SDT (i.e. explicit mechanisms to support common resources won’t be pursued unless there is sufficient support for this. However, use of common RACH resources will not be precluded if possible via implementation
· CFRA is not supported for SDT
· RedCap
· (Working Assumption) For 4-step RACH, support the early indication of RedCap UEs at least in Msg1.
· The early indication in Msg1 can be configured to be enabled/disabled
· (Working Assumption) For enabling/supporting that the RACH occasion (RO) associated with the best SSB falls within the RedCap UE bandwidth, support separate initial UL BWP for RedCap UEs (which is not expected to exceed the maximum RedCap UE bandwidth), and this separate initial UL BWP for RedCap includes ROs for RedCap UEs.
· Note: these ROs can be dedicated for RedCap UEs or shared with non-RedCap UEs
· There is no need to support Rx branches specific early identification from RAN2 perceptive (final decision up to RAN1).
· At least for early identification there will be only one RedCap UE (no need to define separate RedCap UE types for FR1 and FR2)
· Support 2-step RACH for RedCap UEs as an optional feature
· FFS details of early indication in MsgA, e.g.:
· Separation of 2-step RACH resources or MsgA preambles
· Separation of initial UL BWP
· Using a new indication in MsgA PUSCH part
· Note: Discussion on 4-step RACH for early indication should be prioritised
· Coverage Enhancement (Agreements from RAN1 focusing only agreements impacting RAN2)
· Agreement: A UE requests Msg3 PUSCH repetition at least when the RSRP of the downlink pathloss reference is lower than an RSRP threshold.
· FFS the determination of the RSRP threshold.
· Agreement: For requesting Msg3 PUSCH repetition, support the following:
· Use separate preamble with shared RO configured by the same PRACH configuration index with legacy UEs.
· FFS whether to introduce a PRACH mask to indicate a sub-set of ROs associated with a same SSB index within an SSB-RO mapping cycle for requesting Msg3 repetition for a UE. 
· FFS definition of shared RO (e.g., whether the shared RO can be an RO with preamble(s) for 4-step RACH only or with preambles for both 4-step RACH and 2-step RACH).
· FFS whether or not to additionally support one (& only one) more option:
· E.g., option 2: Use separate RO configured by a separate PRACH configuration index from legacy UEs
· E.g., Option 3: Use separate RO, which include
· the separate RO configured by a separate RACH configuration index from legacy UE, and
· the remaining RO (if any) configured, by the same PRACH configuration index with legacy UEs, that cannot be used by legacy rules for PRACH transmission.
· Network Slicing [4]
· Support slice based RACH configuration, specify mechanisms and signalling including, for Mobile Originating cases [RAN2]
· Configure separated PRACH configuration (e.g., transmission occasions of time-frequency domain and preambles) for slice or slice group
· Determine how this works with existing functionality, which may include how to perform RACH type selection (e.g., 2-step and 4-step), support of RACH fall-back cases, handling of simultaneous configuration with similar functions such as legacy RA prioritization (e.g., MPS and MCS UEs). Configure RACH parameters prioritization (e.g., scalingFactorBI and powerRampingStepHighPriority) for slice or slice group. Determine how this works with existing functionality, which may include how to perform RACH type selection (e.g., 2-step and 4-step), support of RACH fall-back cases, handling of simultaneous configuration with similar functions such as legacy RA prioritization (e.g., MPS and MCS UEs). 
A note on terminology: in this contribution RACH configuration denotes an independent set of PRACH slots and their periodicity, RACH resources or RACH occasions (ROs) refer to the time/frequency resources that compose a PRACH slot, each of them containing 64 preambles and associated with an RNTI value. RACH partition denotes a set of contiguous preambles within the same RO. Preamble set is used in the broad sense of preambles grouped together according to some meaning, that may be located in the same or different ROs or time-frequency resources. 
[bookmark: _Ref178064866]2	Discussion
2.1	RACH Configuration
2.1.1	Background for Rel-15 4-step RA
For 4-step RA, the RACH resources are configured in the RACH-ConfigCommon IE in SIB1 and consist of a number of slots (the RACH slots) that repeats themselves every RACH configuration period. Within these RACH slots there may be multiple frequency domain RACH occasions which lie consecutive in the frequency domain and each occupying a certain number of resource blocks that depends on the preamble transmission bandwidth. Two types of preamble format are defined: a long format used for larger cells and a short one for smaller cells. For the short preambles it is in some cases possible to have multiple preamble transmissions multiplexed in time within a single RACH slot. In other words, for short preambles there may not only be multiple RACH occasions in the frequency domain but also in the time domain within a RACH slot. In each such RACH time/frequency occasion there are 64 preambles available for transmission.
[image: ]
Figure 1: RACH resource structure

A key feature of random access in NR is the possibility to establish a suitable beam pair and to apply receiver side analog beam-sweeping for the preamble reception. This is achieved by associating different SSBs with different RACH time/frequency occasions and/or different preambles. As different SSBs correspond to different downlink beams, this enables the gNB to determine the downlink beam selected by the UE from the preamble reception. Furthermore, if the SSBs are mapped to different RACH occasion in the time domain, the gNB will also be able to apply analog beam-sweeping for the preamble reception on different RACH occasions. 
Each SSB is mapped to a number of RACH occasions. This number can be less than one meaning that the RACH occasion is shared by multiple SSBs (in this case separation is done based on preamble partitioning, see below), or it can be larger than one to e.g., enable analog beam-sweeping for the preamble reception. The mapping of SSBs to RACH occasions is done in the following order:
1. First in increasing order of preamble indexes within a single RACH occasion;
2. Then in the frequency domain for the frequency multiplexed RACH occasions;
3. Then in time domain for the time multiplexed RACH occasions within a RACH slot (assuming short-preamble format is used);
4. Then finally in the time domain between RACH slots
In the contention-based random access procedure, if an SSB is mapped to more than one RACH occasion in the frequency domain, the UE will randomly select one of the frequency domain RACH occasion for the preamble transmission.
The figure below shows an example (not necessarily realistic) where there are two beams/SSBs in the cell and both SSBs are mapped to the same RACH occasion, i.e. the SSBs are separated using preamble partitioning rather than RACH resource partitioning in this example.  There are two RACH slots per RACH period and six RACH occasions per RACH slot.
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Figure 2: Mapping of SSBs to RACH occasions

The 64 preambles within a RACH occasion are divided equally among the SSBs sharing the RACH occasion and are then split into a contention-based and a contention-free part. The contention-based preambles associated with an SSB can also be further split into an A and a B group where the group B preambles are used to request a larger MSG3 size in the contention-based random access procedure. The overall division of the preambles is illustrated in the figure below. Note that it also possible to reserve some of the 64 preambles for other uses, e.g., for (MSG1-based) on-demand SI request.  
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Figure 3: Preamble partitioning
The contention-free preambles associated with an SSB are used in the contention-free random access procedure used during e.g. handover. Since we are mainly concerned with the contention-based random access procedure, we will not discuss the details of the contention-free random access procedure further.
2.1.2	Background for Rel-16 2-step RA
2-step RA introduced in Rel-16 uses RACH partitioning to enable the network to distinguish the 2-step RA attempts from the 4-step RA attempts in order to simplify the decoding of MSGA PUSCH. 2-step RA can thus serve as inspiration when extending the RACH partitioning for the Rel-17 features.
The RACH resources for 2-step RA are configured in the RACH-ConfigCommonTwoStepRA IE in SIB1 and can either be separate from 4-step RA or they can be shared with 4-step RA. In the separate case the 2-step RA users can be distinguished based on the RACH resource while in the shared case this is not possible and preamble partitioning must be used instead. The preamble partitioning is done by repurposing part of the SSB-associated contention-free preamble region for 2-step RA. The 2-step RA preambles can then be split into an A and B group similar to the 4-step contention-based preambles. As can be seen from the figure below, in the end the result is that the SSB-associated contention-based preambles have been split into four partitions:
· For 4-step RA 
· group A (partition 00)
· group B (partition 01)
· For 2-step RA 
· group A (partition 10)
· group B (partition 11)
(If the partition index is written in binary like above the 0's and 1's can be interpreted as those a feature being indicated or not, e.g. 01 means that a UE using a preamble in that partition indicates Group B but not 2-step RA).
Note that, if 2-step RA shares RACH resources with 4-step RA, the SSB-associated contention-based preambles used for 2-step RA look like contention-free preambles to a Rel-15 UE. There is therefore no risk that a Rel-15 UE uses the 2-step RA preambles, thus making the solution backwards compatible.
If 2-step RA shares RACH resources with 4-step RA, it is also possible to restrict the RACH occasions that can be used for 2-step RA. This is done by configuring a RACH occasion mask (indicated via the field msgA-SSB-SharedRO-MaskIndex in the RACH-ConfigCommonTwoStepRA IE) which indicates which of the SSB-associated RACH occasions that can be used for the 2-step RA preamble transmission. Note that this assumes that an SSB is mapped to more than one RACH occasion.
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Figure 4: Preamble partitioning in case of shared RACH resources for 4-step and 2-step RA
2.1.3	RACH partitioning for Rel-17 features
The amount of RACH resources and/or preambles is typically slightly over-dimensioned to cope with access peaks and other uncertainties in the estimated RACH load. With RACH partitioning the over-dimensioning needs to be done for each partition separately, which means the total required amount of RACH resources and preambles increases compared to when partitioning is not used. The specification complexity also increases with RACH portioning since all the partitions resulting from the different combinations of features need to be possible to configure via RRC signalling. For these reasons, it is desired to minimize the amount of RACH partitioning.
[bookmark: _Toc79076463]RACH partitioning should generally be avoided, to reduce radio resource overhead/processing and to reduce specification complexity.
As we saw in the previous sections, in addition to the SSB/beam RACH partitioning, we already have RACH partitioning for group A/B and 2-step RA, and in Rel-17 it is possible that RACH partitioning will also be introduced for RedCap, SDT, CovEnh and slicing.
[bookmark: _Toc79076464]RACH partitioning is already used today for determining the SSB/beam association and for differentiating between 2-step and 4-step RA and between group A and B.
In general, assuming binary (on/off) features and assuming that it should be possible to indicate all combinations of features, the number of preamble sets grows as n x 2^k where n is the number of SSBs and k is the number of features. However, some combinations can be excluded because some features are not compatible with each other. It is also expected that not all feature combinations will be used in practice (at least not simultaneously in the same deployment) which will further reduce the number of combinations in a real deployment.
[bookmark: _Toc79076465]In general, the number of preamble sets grows exponentially with the number of features.
[bookmark: _Toc79076466]Some feature combinations can be excluded due to feature incompatibility.
[bookmark: _Toc79076467]In real deployment it is expected that only a subset of the features and feature combinations will be enabled.
The table below gives a preliminary view of which other features each of the Rel-17 features is compatible with. For example, it is expected that CovEnh will not be possible to combine with SDT since this feature generally requires that the UE is in good coverage. It might also be that additional combinations are excluded to keep the signalling complexity at a reasonable level. Note that the reason for allowing SDT to be combined with group A/B is because we expect that there may be a need to support two different sizes for MSG3/MSGA when SDT is used (although they may not be called group A/B but rather something new, e.g. SDT TBS1 and TBS2).
[bookmark: _Ref70945928]Table 1 Rel-17 feature compatibility (“-” denotes “not applicable or duplicate”, “Legacy” denotes “already supported in Rel-16”, “X” denotes “should be supported in Rel-17”)
	
	Group B
	2-step RA
	RedCap
	SmallData
	CovEnh
	Slicing

	Group B
	-
	Legacy
	X
	X
	FFS
	X

	2-step RA
	-
	-
	FSS
	X
	
	X

	RedCap
	-
	-
	-
	X
	X
	X

	SmallData
	-
	-
	-
	-
	
	X

	CovEnh
	-
	-
	-
	-
	-
	X

	Slicing
	-
	-
	-
	-
	-
	-



To further reduce the number of preamble sets it would be good to only consider binary features. In particular, this would imply that:
· For RedCap we only differentiate between RedCap and non-RedCap UE and not between different types of RedCap UEs (e.g. with 1 Rx branch pr 2 Rx branches)
· For slicing we only differentiate between prioritized and non-prioritized slices; we do not signal the identity of the slice in RACH or introduce some form of multi-level slice priority.

[bookmark: _Toc79076453]Only considering binary (on/off) features will reduce the number of preamble sets.
It is relevant to notice that with the aforementioned assumption in Rel-17 at most 32 different preamble sets, each associated to one feature combination, should be supported per SSB whereas currently in legacy only 4 preamble sets are supported per SSB (Group A 4-step, Group B 4-step, Group A 2-step and Group B 2-step).
[bookmark: _Toc79076468]At most 32 preamble sets per SSB should be supported in Rel-17
Following the above reasoning, each new set (however defined, see following sections) is associated to a specific combination of features. This should be reflected in the signalling that defines these preambles.
[bookmark: _Toc79076454]Each new preamble set should be defined on a feature combination basis
2.1.3.1	Principles for backwards compatibility
The issue addressed in this WI can be solved in many different ways. Nevertheless, a series of principles should be followed in order to guarantee backwards compatibility with previous releases, which consequently restricts the options that can be adopted.
First, any new set of preambles that indicates a Rel-17 feature combination should never be used by legacy UEs (e.g.: randomly chosen).
[bookmark: _Toc79076455]Preambles associated with a Rel-17 feature should never be randomly chosen by legacy UEs
A PRACH configuration is already defined in legacy and it consists of a set of contention-based preambles (CBPR) and contention-free preambles (CFPR) divided among multiple ROs. The CBPR are further split per SSB, RA-type, GroupA/B, but it should be noted that they are randomly chosen by a legacy UEs. On the other hand, the CFPR are used by the UE only upon indication from the network, and thus if the network wants to reserve a certain set of CFPR for Rel-17 UEs, it should just avoid assigning those preambles to legacy UEs. There is a further set of preambles that are not used by any device, each RO can support 64 preambles, but less can be configured through the parameter totalNumberOfRA-Preambles.
This means that any new feature-specific preamble set should be defined in one of three possible ways.
[bookmark: _Toc79076456]New feature specific preambles should be defined in
a. [bookmark: _Toc79076457]Separate time-frequency resources, not defined through legacy RRC signalling
b. [bookmark: _Toc79076458]Within the CFPRs defined through legacy RRC signalling
c. [bookmark: _Toc79076459]Within the “not available” preambles defined at the end of a RO through the legacy  totalNumberOfRA-Preambles
Another principle to follow is related to the RO-to-SSB mapping. Currently, the RRC parameter ssb-perRACH-OccasionAndCB-PreamblesPerSSB, and its 2-step RACH counterpart, is used to define how many SSBs are mapped to each RO (this parameter is also denoted as N). If N>1, each RO contains preambles mapped to different SSB. If N<1 each SSB is mapped to several ROs and the mapping is done in such a way that at any time instant all ROs are mapped to a single SSB. By doing so it is possible to use analog beamforming since with this technique the gNB is able to direct a beam only at one direction at a time.
This mapping should be maintained also with the introduction of new preambles partitions.
[bookmark: _Toc79076460]New preambles should be evenly distributed among the configured SSB using the same mapping as legacy. In particular if analog beamforming is used, at any time all defined ROs should be mapped to the same SSB
2.1.3.2	Methods to define further partitions
Assuming to adopt the minimal amount of changes to the current standard, there are 3 different methods that can be used to further partition the existing RACH resources or define new preambles.
Separate RACH configuration:
The most straightforward method to define new preambles is to define new independent RACH configurations that will be separate in time-frequency from the legacy one. This can be achieved by reusing the existing RACH-ConfigCommon and MsgA-ConfigCommon-r16 IEs and associate them to one or more feature combinations. For instance, assuming to introduce a new set of preambles for RedCap, limited to 4-step RACH, the RRC pseudo-code below could be used for the scope.
BWP-UplinkCommon ::=                SEQUENCE {
    rach-ConfigCommon                   SetupRelease { RACH-ConfigCommon }
    msgA-ConfigCommon-r16               SetupRelease { MsgA-ConfigCommon-r16 }
	rach-ConfigCommonRedCap             SetupRelease { RACH-ConfigCommon }
}

This would result in a new RACH configuration dedicated to the new feature combination that has a independent PRACH slot structure and periodicity w.r.t. the legacy PRACH. Figure 5 illustrates this scenario assuming that the legacy 2-step RACH resources are not shared with the legacy 4-step RACH ones.
[image: ]
[bookmark: _Ref75877098]Figure 5: Example of feature combination specific RACH partitioning by definition of separate RACH configuration
[bookmark: _Toc79076469]New preambles associated with a specific feature combination may be created by defining a separate RACH configuration
Note also that if the new feature combination has to support both 4-step and 2-step RACH, both IEs can be duplicated and paired together to the same feature combination. In this way the 2-step RACH preambles can be shared or separated exactly like in legacy RACH configuration.
RO masking:
A RACH slot contains multiple ROs that are normally associated to the same feature indication (if we assume the previous method has been adopted) or to legacy access. It is then possible to further group the ROs in a RACH slot by assigning a specific feature combination to them. As stated above, it is then important that the mapping to SSBs is maintained and coherent, and that legacy UEs cannot use the ROs associated to Rel-17 features.
This means, firstly, that this method cannot be applied to the legacy RACH configuration, as legacy UEs have no way to determine which ROs are meant for legacy access and which are not since this masking would be part of Rel-17 signalling.
[bookmark: _Toc79076461]ROs in the legacy RACH configuration cannot be mapped to a Rel-17 feature combination
This also means that in case analog beamforming is required (N<1) and multiple SSBs are configured, it is not possible to have only a single RO mapped to a feature combination, otherwise only the UE located in a particular beam would be able to indicate the feature differently from the UE located elsewhere.
[bookmark: _Toc79076470]Preambles defined through a separate RACH configuration can be further split by mapping its ROs to a specific feature combination
Figure 6 show an example where a RACH configuration composed of 2x4 RACH occasions is further partitioned to account for RedCap and RedCap+SDT feature combinations. In the system 2 SSBs are configured and both the case of analog beamforming enabled (left) and disabled (right) are shown.
[image: ]
[bookmark: _Ref75878012]Figure 6: Example of ROs mapping to feature combination with 2 SSB (different colours represent different SSBs, dark colours represents CBPR, light colours represents CFPR, Gray represents not available preambles)
Further RACH partitioning:
As mentioned beforehand, starting from an already defined RACH configuration, or a specific RO if we consider the RO masking method, we have both CBPR associated with a default configuration (e.g.: inherited by the existing RACH configuration or RO configuration) and CFPRs. The latter ones can be split in further partitions and mapped to a different feature combination according to the backwards compatibility principles.
These further partitions can be defined as consecutive after the legacy or previous one similarly to how it’s done for 2-step RACH. They also should be evenly distributed to the SSBs mapped to each specific RO (if more than 1). It should be noted that the new partition may be further partitioned into 4-step and 2-step RACH preambles and Group A and Group B preambles.

[image: ]
Figure 7: Example of further preamble segmentation of an existing RO to indicate a separate slice, with 2 SSBs per RO, shared RO for 2-step RACH and Group B enabled
It should be then up to the network to configure all the partitions to be coherent and to leave enough space for the CFPR that are anyway needed in the system.
[bookmark: _Toc79076471]An existing PRACH configuration (either the legacy one or new ones), or a masked RO can be further partitioned by allocating new preambles associated to a feature combination consecutively to the already present CBPR or a previous partition
2.2	Overall Procedure
Other aspects of the RACH procedure have been discussed in the interested WI in the past meetings:
· In the e-mail discussion [6] it is being discussed whether the UE should fallback from 4-step slice specific RACH to 4-step common RACH or from 2-step slice specific RACH to 4-step common RACH.
· For Small Data a discussion is being carried out about whether the UE should be allowed to fallback from 2-step RA-SDT to 4-step legacy. [7]
· In coverage enhancement, the working assumption is that the RAR fields might be repurposed to indicate that msg3 repetitions should be performed after having indicated that Msg3 repetitions have been requested. [5]
The objective should be to have a common procedure for all Rel-17 features from the specification point of view, and then describe small feature-specific variations if needed. Also, the introduction of changes in the standard that are common to multiple features should be discussed jointly. 
Taking as an example the aforementioned discussion, a fallback from 2-step “FeatureX” RACH to legacy 4-step RACH, if controlled by the network, would require a new format for an existing message (RAR, fallbackRAR) or a new message. If introduced, it would make sense to allow this fallback for all features, and if not introduced it should not be introduced for any Rel-17 feature.
Another example is the usage of different RSRP thresholds for the RA-type decision, multiple WIs are discussing to use different thresholds from the ones already defined in legacy signalling.
[bookmark: _Toc79076472]It is beneficial to define a procedure shared for all features, with small feature-specific variations if needed
[bookmark: _Toc79076462]RAN2 should discuss which aspects related to the procedure should be discussed and agreed jointly for all the interested features
3 Conclusion
In the previous sections we made the following observations: 
Observation 1	RACH partitioning should generally be avoided, to reduce radio resource overhead/processing and to reduce specification complexity.
Observation 2	RACH partitioning is already used today for determining the SSB/beam association and for differentiating between 2-step and 4-step RA and between group A and B.
Observation 3	In general, the number of preamble sets grows exponentially with the number of features.
Observation 4	Some feature combinations can be excluded due to feature incompatibility.
Observation 5	In real deployment it is expected that only a subset of the features and feature combinations will be enabled.
Observation 6	At most 32 preamble sets per SSB should be supported in Rel-17
Observation 7	New preambles associated with a specific feature combination may be created by defining a separate RACH configuration
Observation 8	Preambles defined through a separate RACH configuration can be further split by mapping its ROs to a specific feature combination
Observation 9	An existing PRACH configuration (either the legacy one or new ones), or a masked RO can be further partitioned by allocating new preambles associated to a feature combination consecutively to the already present CBPR or a previous partition
Observation 10	It is beneficial to define a procedure shared for all features, with small feature-specific variations if needed

Based on the discussion in the previous sections we propose the following:
Proposal 1	Only considering binary (on/off) features will reduce the number of preamble sets.
Proposal 2	Each new preamble set should be defined on a feature combination basis
Proposal 3	Preambles associated with a Rel-17 feature should never be randomly chosen by legacy UEs
Proposal 4	New feature specific preambles should be defined in
a.	Separate time-frequency resources, not defined through legacy RRC signalling
b.	Within the CFPRs defined through legacy RRC signalling
c.	Within the “not available” preambles defined at the end of a RO through the legacy  totalNumberOfRA-Preambles
Proposal 5	New preambles should be evenly distributed among the configured SSB using the same mapping as legacy. In particular if analog beamforming is used, at any time all defined ROs should be mapped to the same SSB
Proposal 6	ROs in the legacy RACH configuration cannot be mapped to a Rel-17 feature combination
Proposal 7	RAN2 should discuss which aspects related to the procedure should be discussed and agreed jointly for all the interested features
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