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1	Introduction
This e-mail discussion addresses the following issues related to intra-UE prioritization objective of NR IIOT WI:
1. Whether and how to capture overlapping SPS prioritization in MAC specifications
2. How to consider MAC CEs in LCH-based prioritization 
3. How to fix the issue of HARQ buffer being flushed when the autonomous (re)transmission is deprioritized again
4. Impact of the following RAN2 observation on specifications: “Observation, acc to current R2 agreements: In case that two MAC PDUs with the same L1 priority (i.e. high-high or low-low) are delivered by MAC, the second PDU has priority from RAN2 perspective (based on LCH priority).“
5. Solution addressing autonomous transmission when type-2 CG’s configuration changes.
6. Configurability of data vs. data and SR vs. data prioritization.
7. Enhancement of SR Counter and sr-ProhibitTimer.
8. LCID set Assignment of MAC CE.
2	Discussion
2.1	Overlapping SPS prioritization
According to an agreed TS 38.214 CR in [1], the following is captured:
	If more than one PDSCH on a serving cell each without a corresponding PDCCH transmission are partially or fully overlapping in time, a UE is not required to decode a PDSCH among these PDSCHs other than one with the lowest configured sps-ConfigIndex.



MAC specifications currently capture the following for configured downlink assignment processing:
	For each Serving Cell and each configured downlink assignment, if configured and activated, the MAC entity shall:
1>	if the PDSCH duration of the configured downlink assignment does not overlap with the PDSCH duration of a downlink assignment received on the PDCCH for this Serving Cell:
2>	instruct the physical layer to receive, in this PDSCH duration, transport block on the DL-SCH according to the configured downlink assignment and to deliver it to the HARQ entity;
2>	set the HARQ Process ID to the HARQ Process ID associated with this PDSCH duration;
2>	consider the NDI bit for the corresponding HARQ process to have been toggled;
2>	indicate the presence of a configured downlink assignment and deliver the stored HARQ information to the HARQ entity.
Editor’s Note: The text above may need to be updated after confirmation of RAN1 working assumption: In case of collision only between more than one SPS PDSCHs each without a corresponding PDCCH, a UE is not required to decode SPS PDSCHs other than the SPS PDSCH with the lowest SPS configuration index among collided SPS PDSCHs. - The UE shall report HARQ-ACK feedback only for the SPS PDSCH with the lowest SPS configuration index among collided SPS PDSCHs



Firstly, it should be noted that handling of overlapping SPS occasions by the UE is no longer a working assumption, but is a specified Rel-16 UE behavior already. The Editor’s Note highlighted in yellow has to be addressed then. There is a question whether MAC specifications need to be updated following new UE behavior as specified in TS 38.214.
In the first condition above highlighted in blue above, the UE only checks whether a certain SPS occasion collides with a dynamic grant and if it does not, the UE processes an SPS occasion. There is no check performed for potentially overlapping SPS occasions, which means that the MAC entity will process all of them (i.e. perform all actions highlighted in green) regardless of their index. All of this would be done unnecessarily for all overlapping SPS occasions except for the one with the lowest SPS index as that would be the only one processed by the PHY layer.
Observation 1: Current MAC specification requires MAC entity to process all of the overlapping configured downlink assignments even though PHY layer would only process the one with lowest SPS index.
Question 1 – Do you agree with the observation 1? Please clarify your answer, especially if you disagree.
	Company
	YES/NO
	Rationale

	LG
	YES
	

	Samsung
	YES
	

	Lenovo
	Yes
	

	Ericsson
	Yes
	

	CATT
	Yes
	MAC will indeed execute the above green text but it does not go any further since no TBs are received from PHY except that associated with the lowest configured sps-ConfigIndex and so no TB is allocated to the HARQ process by the HARQ procedure.

	Nokia
	Yes
	The current specification text does not allow MAC to check whether a SPS occasion overlaps with another SPS occasion, and hence it would process all overlapping SPS occasions even if PHY only decode the one with the lowest index.

	Spreadtrum
	Yes
	

	vivo
	Yes
	

	Intel
	Yes
	

	OPPO
	Yes
	

	Docomo
	Yes
	

	Sony
	Yes
	

	ITRI
	Yes
	

	ZTE
	Yes
	

	InterDigital
	Yes
	

	Fujitsu
	Yes
	

	Huawei, HiSilicon
	Yes
	

	Sharp
	Yes
	

	MediaTek
	Yes
	

	Qualcomm
	Yes
	



Assuming that companies agree the issue exists, it is proposed to solve it by applying the following modification to MAC specifications:
	[bookmark: _Hlk36031028]For each Serving Cell and each configured downlink assignment, if configured and activated, the MAC entity shall:
1>	if the PDSCH duration of the configured downlink assignment does not overlap with the PDSCH duration of a downlink assignment received on the PDCCH for this Serving Cell; and
1> if the PDSCH duration of the configured downlink assignment does not overlap with the PDSCH duration of another configured downlink which has a lower sps-ConfigIndex and which is configured and activated for this Serving Cell:
2>	instruct the physical layer to receive, in this PDSCH duration, transport block on the DL-SCH according to the configured downlink assignment and to deliver it to the HARQ entity;
2>	set the HARQ Process ID to the HARQ Process ID associated with this PDSCH duration;
2>	consider the NDI bit for the corresponding HARQ process to have been toggled;
2>	indicate the presence of a configured downlink assignment and deliver the stored HARQ information to the HARQ entity.



Question 2 – Do you agree with the proposed Text Proposal (if needed, please suggest modifications).
	Company
	YES/NO
	Rationale

	LG
	NO
	Even if the MAC entity instructs the physical layer to receive all overlapped configured downlink assignments, the physical layer is not required to decode all SPS PDSCHs, as captured in 38.214.
“If more than one PDSCH on a serving cell each without a corresponding PDCCH transmission are partially or fully overlapping in time, a UE is not required to decode a PDSCH among these PDSCHs other than one with the lowest configured sps-ConfigIndex.”
As the 38.214 clearly specifies the required UE behavior, MAC does not need to change. 
Moreover, according to 38.214, the decode of only one PDSCH is not mandatory behavior(highlighted in gray above). However, the proposed text above seems that the UE shall decode only one PDSCH. This is different from RAN1 agreement.

	Samsung
	NO
	The text proposal above makes PHY always receive a single SPS. Then, the existing text in 38.214 will be useless, since there is no case of reception of multiple overlapping SPSs. It means the proposed text seems duplicate in both PHY and MAC specs. We think the text proposal is not necessary.

	Lenovo
	No
	Our understanding is the same as Samsung’s expressed opinion. We think that given we have already the behaviour specified in TS38.214, nothing needs to be actually captured in TS38.321

	Ericsson
	
	No Strong opinion. 
If we don’t make the change in the MAC and follow the above argument by Samsung and LG, then the MAC would instruct the physical layer to generate the acknowledgement(s) for each configured DL assignment, as in clause 5.3.2. With that said, it would be good to double-check and coordinate with RAN1 that the following RAN1 agreement is captured in RAN1 spec: 
The UE shall report HARQ-ACK feedback only for the SPS PDSCH with the lowest SPS configuration index among collided SPS PDSCHs

	CATT
	No
	Per our answer to Q1, we see no need to change the legacy text in MAC.

	Nokia
	New Text Proposal
	We acknowledge that the rule for resolving overlapping SPS RAN1 has not been fully decided in RAN1, thus there is a chance that the above TP becomes obsolete. To be on the safe side, we prefer that the TP refers to RAN1 specifications as follows:
	For each Serving Cell and each configured downlink assignment, if configured and activated, the MAC entity shall:
1>	if the PDSCH duration of the configured downlink assignment does not overlap with the PDSCH duration of a downlink assignment received on the PDCCH for this Serving Cell; and
1> if the configured downlink assignment is required to be received among overlapping SPS PDSCHs, if any, according to [6, TS 38.214]:
2>	instruct the physical layer to receive, in this PDSCH duration, transport block on the DL-SCH according to the configured downlink assignment and to deliver it to the HARQ entity;
2>	set the HARQ Process ID to the HARQ Process ID associated with this PDSCH duration;
2>	consider the NDI bit for the corresponding HARQ process to have been toggled;
2>	indicate the presence of a configured downlink assignment and deliver the stored HARQ information to the HARQ entity.





	Spreadtrum
	No
	We think the text proposal above is different from RAN1 agreement.
As captured in 38.214, there is the case of reception of multiple overlapping SPSs，but physical layer is not required to decode all SPS PDSCHs. However, PHY layer will always receive a single SPS according to the text proposal above.

	vivo
	No
	According to 38.214, it seems that the UE is not required to decode all SPS PDSCH. Regarding the HARQ feedbacks for those SPS PDSCH(s), maybe more discussion is needed to understand the potential issues.

	Intel
	No
	Agree with Samsung and Lenovo that the behaviour in TS 38.214 is sufficient. If needed, we can add a reference to TS 38.214 in MAC spec.

	OPPO
	No
	Agree with Samsung and LG. Regarding the HARQ feedbacks for collided SPS PDSCH(s), RAN1 has agreed that UE shall report HARQ-ACK feedback only for the SPS PDSCH with the lowest SPS configuration index, we prefer RAN1 to reflect the conclusion in their spec.

	Docomo
	No
	In PHY layer, UE could receive multiple PDSCH but could only decode only one PDSCH with the lowest configured sps-ConfigIndex, which does not contradict MAC to instruct UE to receive all PDSCH during this PDSCH duration.   

	Sony
	No
	It is clear from the Note that “…a UE is not required to decode SPS PDSCHs other than the SPS PDSCH with the lowest SPS configuration index among collided SPS PDSCHs.”

	ITRI
	No
	Agree with LG and OPPO, the rule of decoding when receiving multiple PDSCHs had been specified by RAN1, and the behaviour of HARQ-ACK feedback also should be confirmed by RAN1 and specified. 

	ZTE
	No
	Nothing need be capture in 38.321

	InterDigital
	No
	The PDSCH decoding behavior described in TS 38.214 is sufficient.

	Fujitsu
	No
	We think TS38.214 has specified PHY behavior in such a case, so MAC does not need to change.

	Huawei, HiSilicon
	No
	No strong view, but think it is not critical if PHY has already specified the intended behavior.

	Sharp
	No
	We agree with LG that decode of only one PDSCH is not a mandatory UE behaviour. The proposed text made a further restriction on UE than RAN1 expect.

	MediaTek
	
	A reference to the text in 38.214 would be useful. Nokia’s new text proposal is fine by us.

	Qualcomm
	NO
	Agree with reasoning from LG



Summary (Q1 and Q2): All companies agree with the Observation 1. Meanwhile, 17 companies think it is already clear in TS 38.214 that PHY does not need to decode all overlapping PDSCH and it does not contradict to MAC spec. as no TB of PDSCH that is not decoded by PHY will be delivered from PHY for further processing anyway, so  no text change is needed;  1 company proposed an alternative text proposal; 2 companies does not have a strong view.
Proposal 1: No text change in TS 38.321 to address the cases with multiple overlapping SPS PDSCH. 

2.2	MAC CE consideration during LCH-based prioritization
RAN2 has agreed that the priority of a grant should be determined based on comparison of LCH priority among the conflicting grants. However, it is still unclear whether MAC CEs conveyed by a grant should be considered as well for prioritization, because MAC CE as a LCH is not associated to a priority level. Some companies particularly think MAC CE priority for a BSR should be addressed, where the priority of LCHs that a BSR is related to should be used to derive the priority of the MAC CE. The issues relating to priority of some other MAC CEs such as BFRQ and LBT Failure have also been raised. It is also suggested that MAC CE priority can be configured. It is also unclear how a UE should treat a grant that carries only MAC CEs. Companies are requested to keep in mind that at this stage of the Work Item, optimizations should be de-prioritized and we should only aim at ensuring specifications are correct and complete.
Question 3 – For Rel-16, should MAC CE be considered for grant priority determination?
	Company
	YES/NO
	Rationale

	LG
	NO
	The problem we have to resolve is that the MAC CE is included in the deprioritized MAC PDU. But, we think considering MAC CE for grant priority determination is not a solution to this problem. 
Even if the MAC CE is considered for grant priority determination, if there is only one UL grant at the time of MAC PDU construction, the MAC CE would be included in the MAC PDU and submitted to the physical layer. Later on, if a dynamic grant is received and it has higher priority, then the MAC would construct another MAC PDU (without the MAC CE) and submit it to the physical layer, and the physical layer would prioritize the MAC PDU without the MAC CE.

	Samsung
	YES
	In LCP, MAC CEs except RBR query and padding have always higher priority than data. It means that those MAC CEs need to be prioritized over data. In our opinion, MAC CE priority should be considered in prioritization. For instance, BFRQ should be transmitted as soon as possible, it is related with sudden signal drop which are essential for FR2 system performance.
This is for the case that a MAC PDU is already generated:
A) A stored MAC PDU contains MAC CE(s) and the other MAC PDU cannot contain.
B) A stored MAC PDU does not contain a MAC CE and there is a triggered MAC CE.
Also, MAC CE-only PDU needs to be prioritized.

	Lenovo
	Yes/No
	We don’t have a strong opinion on whether MAC CEs should be considered for determining the priority of a grant. We think the issue here is to avoid a case where MAC CE(s) is/are multiplexed in a deprioritized TB/grant – not being transmitted -, whereas the prioritized TB doesn’t contain the MAC CE.  The general behavior should be in our understanding that MAC CEs are multiplexed/transmitted in the high priority TB/grant. 

In order to avoid such a case one option would be to consider not only MAC SDUs but also MAC CEs when determining the priority of a grant.
This may then also address the issue that MAC CEs are not delayed for cases when MAC CE(s) are muxed in an already generated TB and a later colliding grant is occurring, i.e. in case MAC CE(s) are considered for determining priority of a grant, the first grant with the already generated TB is prioritized over the later grant. 

Another option would be – probably that’s what LG is mentioning – that when the priority of an UL grant is determined only based on priority of LCHs/MAC SDUs (as of today) and in case MAC CEs are multiplexed in an already generated TB which is due to a later colliding grant deprioritized, then UE multiplexes the MAC CEs also in the later prioritized grant/TB. In order to avoid duplicating MAC CEs, UE may as some optimization sent padding bits in the deprioritized grant/TB instead of the MAC CEs, i.e. no need to redo the LCP/TB generation procedure since MAC CEs are placed at the end of a TB. 

	Ericsson
	No
	We don’t think MAC CE should be considered in the grant priority determination.
The MAC CE (if de-prioritized) is not lost but delayed by one HARQ retransmission round-trip time, i.e., the MAC CE can be recovered by the retransmission of the preempted MAC PDU. Keep in mind that MAC CE has no URLLC-related requirement and it is expected that the MAC CE might be delayed due to HARQ re-transmissions as in Rel-15. We believe this solution is clear and follows the principle in Rel-15.

	CATT
	Yes
	We do need to address the priority determination of a MAC PDU that only contains MAC CEs. And the most meaningful approach is to use the content of the MAC CE, or its existing prioritization in LCP, depending on the MAC CE.

	Nokia
	No
	It is anticipated that considerable discussions are needed in RAN2 to agree how the priority of each MAC CE should be determined. As the WI is approaching its end, we don’t think this is appropriate to continue such discussion in Rel-16.

	Spreadtrum
	Yes
	At least, for the case of MAC PDU containing only MAC CE(s), the priority of MAC CE should be considered for grant priority determination. Furthermore，the priorities of some important MAC CEs (e.g. SCell BFRQ MAC CE or LBT failure MAC CE) should be considered to determine SR/PUSCH priority in case of collision.

	vivo
	Yes
	At least the MAC CEs for BFR and LBT failure should be prioritized, otherwise lots of transmission will fail and cause interference. 

	Intel
	No
	Our concern on considering MAC CE in grant priority determination is that it might result in that MAC PDU containing low priority data and MAC CE is prioritized over MAC PDU containing high priority data, given that there is no LCP restriction on MAC CE. There are also diverse views on how to determine the priority of MAC CE, so the discussion might take some time, which might not be desirable given that the WI is almost completed.

	OPPO
	No
	There are many solutions and scenarios to be discussed if considering MAC CE for prioritization. Besides special MAC CE, such as SCell BFR MAC CE and LBT Failure MAC CE, we also need to consider prioritization solution for SR collision case if it is SCell BFR SR or LBT Failure SR. However, we stand at the end of Rel-16 and no much time leaves. Moreover, we think it is not an essential issue. Thus, let’s leave it as it is.

	docomo
	No
	We share views with companies point out some MAC CEs (e.g. BSR, BFR, LBT failure) are important and should be prioritized. While given the WI is approaching to be completed, so we are fine to discuss MAC CE related prioritization in the future release. 

	Sony
	No
	MAC CEs are not very urgent data unless they are related to URLLC service. This may need further discussion in the future releases as it is very late time of WI.

	ITRI
	No
	MAC CE to be considered in the grant priority determination is an optimization and there seems no consensus yet, so maybe it should be deprioritized at the end of Re-l6 and discussed in the next release. 

	ZTE
	Yes
	We agree that  not delaying to discuss this until the next release. But at least for now, we need to discuss the collision case between SR triggered by BFR MAC CE/LBT MAC CE and PUSCH transmission since the SR triggered by BFR/LBT is not related to the LCH, the current priority handling method can not work.

	InterDigital
	No
	The aim of intra-UE prioritization is to prioritize transmission of URLLC data. MAC CEs don’t have similar requirements, and also cannot be configured with LCP restrictions.

	Fujitsu
	Yes
	Some MAC CEs have higher priority than LCHs in LCP, but others are not. In order for prioritization between the grant for MAC CEs and the grant for LCHs and prevent MAC CEs from being blocked for transmission, it is preferred that MAC CE is considered for grant priority determination.

	Huawei, HiSilicon
	Yes
	We think at least in case of MAC CE-only PDU overlapping with another PUSCH or SR, how to determine the priority of this MAC PDU needs to be addressed in this WI. This is clearly within the scope of intra-UE prioritization objective. Otherwise, there is no solution for the UE to determine the priority of the MAC PDU.

	MediaTek
	No
	We agree with other companies that it’s quite late in the WI to have this discussion.

	Qualcomm
	NO
	MAC CEs carry important information and their priority is defined in Rel-15. There is no reason to change the priority of the MAC CE. The focus of the work item is to improve performance in data-data and data-SR overlap cases.



Question 4 – If the answer to Question 3 is YES, which of the following aspects should be considered in Rel-16?
1. The priority of BSR is determined based on priority of data that the BSR is relating to.
2. The priority of BFRQ and LBT Failure should be considered in prioritization.
3. The priority of MAC CEs is configurable.
4. Other

	Company
	Option
	Rationale

	LG
	4.
	We think all of 1, 2, and 3 are not a solution to this problem because they cannot avoid the case that a MAC CE is included in the deprioritized MAC PDU. 
The only solution we think is that if the MAC PDU containing a MAC CE is deprioritized, the MAC should copy the MAC CE into the prioritized MAC PDU.

	Samsung
	2 and
1 or 3
	2. At least the priority of SR triggered by BFRQ or LBT failure should be defined, since we have not defined the rule so far.
1,3. We need to support prioritization of data with higher priority (i.e. URLLC) over less important MAC CE, e.g. BSR/PHR. Without this, resource waste by allocating additional resource of the MAC CE is expected. Also, if a regular BSR is triggered by high priority data but only buffer status of lower priority LCHs is reported, the BSR does not need to be prioritized over high priority data.

	Lenovo
	
	Considering all the different use cases it seems not so straight forward/easy to define the priority of a MAC CE. For example determining the priority of a BSR based on priority of data that the BSR is relating to, is quite complex since BSR content is computed only after LCP.
Therefore the solution brought up by LG, i.e. multiplexing/copying the MAC CEs in the prioritized TB, may be simpler. 

	CATT
	1, 2
	For BSR, which contains the data volume of each LCG, the highest priority of the LCH in LCG can be used as priority of BSR, which is consistent with priority determination of SR and data PDU.
As BFRQ and LBT procedure, MAC CEs are also triggered. These procedures also require network quick response, if the MAC PDU containing these MAC CEs are de-prioritized, UE performance will be severely impacted.
Similarly, other MAC CEs which priorities are currently higher than UL-SCH in Rel-15 LCP priority (C-RNTI, CG confirmation and PHR MAC CEs) should remain at highest priority, and should therefore be assigned the priority value 0 for intra-UE prioritization purpose.

	Spreadtrum
	2
	According to current agreement of RAN2, the SR priority is defined as the priority of the LCH that triggered the SR. However, for SR triggered by BFRQ or LBT failure MAC CE, the SR priority is not defined. For this case, the priority of BFRQ and LBT Failure MAC CE should be considered in SR priority determination.

	vivo
	At least 2
	Agree with Samsung that the SR triggered by BFR and LBT failure should be considered.

	ZTE
	At least 2
	See above comment

	Fujitsu
	3
	There might be some LCHs for e.g. URLLC traffic requiring higher priority than MAC CEs, so the priority of MAC CEs should be configurable taking into account the prioritization among different LCHs and MAC Ces.

	Huawei, HiSilicon
	1, 2
	Given that we are approaching the end of this release, we are fine to focus on some essential MAC CE, including BSR, BFRQ and LBT failure MAC CE.



Summary (Q3 and Q4): 11 companies think there is no need to consider MAC CEs for grant prioritization in Rel-16, especially because we are approaching the end of this WI and we may not have sufficient time to conclude. On the other hand, 7 companies think it should be considered especially for certain MAC CEs including BSR, BFR, and LBT failure. Additionally, 2 companies think that if the MAC CEs are already included in a de-prioritized MAC PDU, they can be simply copied and multiplexed into the prioritized grant. As majority of companies do not want to enhance MAC CE priority and we are approaching the end of Rel-16, we propose not to consider MAC CE for intra-UE prioritization. 
Proposal 2: MAC CE is not considered for grant prioritization in Rel-16

Question 5 –How a conflicting grant that carries MAC CE only should be handled?
1. The grant with MAC CE only is always treated as a de-prioritized grant
2. The grant with MAC CE only is always treated as a prioritized grant
3. Up to UE implementation
4. Other

	Company
	Option
	Rationale

	LG
	4
	The only solution we think is that if the MAC PDU containing a MAC CE is deprioritized, the MAC should copy the MAC CE into the prioritized MAC PDU.

	Samsung
	2 or 
4  (compare priority of MAC CE and data)
	It depends on conclusion of Q4.
If the priority of BSR/PHR/CG confirmation is always higher than data, 2 should be applied. If dynamic priority for BSR by configuration or relation to data, the defined priority can be used.

	Lenovo
	
	Depends on the conclusion of Q4. 

	Ericsson
	1
	Since MAC CE is not considered in the grant prioritization determination, it is clear that it should always be treated as a de-prioritized grant.

	CATT
	4
	We agree with Samsung that, if Q4 results in a dynamic determination of some MAC CEs (e.g. BSR) then for such MAC Ces, the associated priority should be used, as for LCH, to determine the priority of the MAC PDU.

	Nokia
	1, 3
	In general we think grant carrying only MAC Ces can be treated as de-prioritized grant, but UE implementation should also be a simple way to handle such corner case.

	Spreadtrum
	4
	The determination of PUSCH priority should be according to the highest priority of the MAC CE and LCHs transmitted by the PUSCH.

	Vivo
	4
	If BSR/PHR is always prioritized over data, some URLLC data could be lost. For example, a padding BSR included in the eMBB MAC PDU could cause the loss of a URLLC MAC PDU. 

	Intel
	1
	Agree with Ericsson.

	OPPO
	1, 3
	UE implementation should be a simple way to handle such corner case. In addition, if either Option1 or Option2 is selected, we need to further follow the achieved principle: 1) DG vs. CG, DG is prioritized, 2) CG vs. CG, based on UE implementation.

	Docomo
	1
	It depends conclusion of Q3 and Q4. If dynamic determination of some MAC Ces are not going to be treated, then the grant with MAC CE only should be always treated as a de-prioritized grant.

	Sony
	1
	

	ITRI
	1
	Agree with Ericsson and Docomo. 

	ZTE
	4
	It depends the conclusion on Q3 and Q4

	InterDigital
	1
	Given a MAC CE is not configured with a LCH priority

	Fujitsu
	4
	Based on the comparison of the priority of grants, the grant with MAC CE only can be treated as a prioritized or de-prioritized grant. 
In our understanding, the priority of the grant with MAC CE only can refer to the priority of the MAC CE. So based on the comparison of the priority of this grant and the priority of other conflicting grants, the grant with MAC CE only can be treated as a prioritized or de-prioritized grant.

	Huawei, HiSilicon
	4
	We agree with some of others that it depends on the conclusion on Q4.

	MediaTek
	3
	This minor aspect is best left to UE implementation

	Qualcomm
	3
	The UE implementation should be able to avoid scenarios where a grant with MAC CE only conflicts with another grant that has logical channel data



Summary (Q5): 7 companies think it depends on the conclusion of Q4, 8 companies can accept always treating such MAC PDU as the de-prioritized grant, while 4 companies think it can be up to UE implementation. As it is proposed not to consider MAC CE for grant priority in Proposal 2, it would be worthwhile to further check how the 7 companies supporting MAC CE prioritization think about the way to handle this case. 
Proposal 3: Conditioned on agreement of Proposal 2, RAN2 further discuss how a grant conveying MAC CEs only should be processed:
· Option 1 – Always treat it as de-prioritized grant
· Option 2 – Up to UE implementation

2.3	HARQ buffer flushing for consecutive de-prioritizations
In the agreed CR for TS 38.321 [2], we have the following text in Section 5.4.2.1:
	…….
3>	else if this uplink grant is a configured grant which is a prioritized uplink grant; and
3>	if the configured grant is configured with autonomousReTx; and
3>	if the previous configured uplink grant for this HARQ process was de-prioritized; and
3>	if a MAC PDU had already been obtained for this HARQ process; and
3> if a transmission of the obtained MAC PDU has not been performed:
4>	consider the MAC PDU has been obtained.
3>	else if the MAC entity is not configured with lch-basedPrioritization; or
3>	if this uplink grant is a prioritized uplink grant:
4>	obtain the MAC PDU to transmit from the Multiplexing and assembly entity, if any;
3>	if a MAC PDU to transmit has been obtained:
4>	deliver the MAC PDU and the uplink grant and the HARQ information of the TB to the identified HARQ process;
4>	instruct the identified HARQ process to trigger a new transmission;
4>	if the uplink grant is a configured uplink grant; or
4>	if the uplink grant is addressed to C-RNTI, and the identified HARQ process is configured for a configured uplink grant:
5>	start or restart the configuredGrantTimer, if configured, for the corresponding HARQ process when the transmission is performed.
3>	else:
4>	flush the HARQ buffer of the identified HARQ process.
2>	else (i.e. retransmission):
3>	if the uplink grant received on PDCCH was addressed to CS-RNTI and if the HARQ buffer of the identified process is empty; or
3>	if the uplink grant is part of a bundle and if no MAC PDU has been obtained for this bundle; or
3>	if the uplink grant is part of a bundle of the configured uplink grant, and the PUSCH duration of the uplink grant overlaps with a PUSCH duration of another uplink grant received on the PDCCH or in a Random Access Response for this Serving Cell; or
3>	if the MAC entity is configured with lch-basedPrioritization and this uplink grant is not a prioritized uplink grant:
4>	ignore the uplink grant.
3>	else:
4>	deliver the uplink grant and the HARQ information (redundancy version) of the TB to the identified HARQ process;
4>	instruct the identified HARQ process to trigger a retransmission;
4>	if the uplink grant is addressed to CS-RNTI; or
4>	if the uplink grant is addressed to C-RNTI, and the identified HARQ process is configured for a configured uplink grant:
5>	start or restart the configuredGrantTimer, if configured, for the corresponding HARQ process when the transmission is performed.
When determining if NDI has been toggled compared to the value in the previous transmission the MAC entity shall ignore NDI received in all uplink grants on PDCCH for its Temporary C-RNTI.
Editor’s Note:	How to fix “HARQ buffer is flushed when the autonomous (re)transmission is deprioritized again” is FFS.




There is a situation where the configured grant for autonomous (re)transmission is once again deprioritized so cannot be considered as a prioritized grant. Thus, the uplink grant neither obtains the existing MAC PDU from the HARQ buffer, nor obtains a new MAC PDU from the Multiplexing and Assembly Entity. Eventually the HARQ buffer of the identified HARQ process is flushed, which is not desirable result as the UE can no longer attempt autonomous transmission of this MAC PDU.
In order to solve this issue, the rapporteur of MAC running CR has proposed the following text modification during the offline discussions [AT109e][029][IIOT] CR MAC 38321:
	3> else if this uplink grant is a configured grant which is a prioritized uplink grant configured with autonomousReTx; and
3> if the configured grant is configured with autonomousReTx; and
3> if the previous configured uplink grant for this HARQ process was de-prioritized; and
3> if a MAC PDU had already been obtained for this HARQ process; and
3> if a transmission of the obtained MAC PDU has not been performed:
4> consider the MAC PDU has been obtained.
3> else if the MAC entity is not configured with lch-basedPrioritization; or
3> if this uplink grant is a prioritized uplink grant:
4> obtain the MAC PDU to transmit from the Multiplexing and assembly entity, if any;
3> if a MAC PDU to transmit has been obtained:
4> if the uplink grant is not a confgured grant configured with autonomousReTx; or
4> if the uplink grant is a prioritized uplink grant:
45>              deliver the MAC PDU and the uplink grant and the HARQ information of the TB to the identified HARQ process;
45>              instruct the identified HARQ process to trigger a new transmission;
45>              if the uplink grant is a configured uplink grant; or
45>              if the uplink grant is addressed to C-RNTI, and the identified HARQ process is configured for a configured uplink grant:
56>        start or restart the configuredGrantTimer, if configured, for the corresponding HARQ process when the transmission is performed.
3> else:
4> flush the HARQ buffer of the identified HARQ process.


 
The proposed text basically removes the condition of “prioritized grant” so it would still consider the pending MAC PDU from the HARQ buffer even if the grant is de-prioritized, instead of flushing the HARQ buffer. However, the proposed text was not adopted as companies did not have sufficient time to review it more thoroughly.
Question 6 – Do you think there are issues of “HARQ buffer flushing when grant for autonomous transmission is de-prioritized” in the agreed CR for TS 38.321 and it should be addressed?
	Company
	YES/NO
	Rationale

	LG
	YES
	At the last RAN2-109e meeting, it was agreed as follows: 
“No limit (timer or counter) is specified in Rel-16 on the number of times a MAC PDU is consecutively de-prioritized. No specification changes are required.”
From our understanding, in order to avoid the limitation (e.g., only one allowed autonomous transmission is also considered) on the number of consecutive de-prioritizations of the same PDU, RAN2 agreed that no specification changes are required.
However, according to the latest MAC CR, only one autonomous transmission is allowed for the UE. This is not intended UE behaviour. Thus, this issue should be addressed.

	Samsung
	Yes
	Agree with LG.
We are also ok with no change of current text, i.e. only one autonomous retransmission is allowed.

	Lenovo
	Yes
	We agree with LG. 

	Ericsson
	Yes
	

	CATT
	Yes
	The issue exists and should be addressed.

	Nokia
	Yes
	

	Spreadtrum
	Yes
	Agree with LG.

	vivo
	Yes
	

	Intel
	Yes
	Agree with LG.

	OPPO
	Yes
	Agree with Samsung.

	Docomo
	Yes
	

	Sony
	Yes
	We agree with Samsung.

	ITRI
	Yes
	

	ZTE
	Yes
	

	InterDigital
	Yes
	

	Fujitsu
	Yes
	

	Huawei, HiSilicon
	Yes
	Agree with LG and Samsung.

	Sharp
	Yes
	

	MediaTek
	Yes
	

	Qualcomm
	Yes
	



Question 7 – If the answer to Q6 is YES, what is your proposal to resolve the issue? (Companies could indicate that they agree with the text suggested by the MAC rapporteur during the offline discussion)
	Company
	Solution proposal / Text Proposal

	LG
	We agree with the text suggested by the MAC rapporteur.

	Samsung
	The proposed text can be a baseline unless any problem is found. There might be some alternative text proposals but we should avoid high-level text change if possible. For the exact text, we do not have any strong view.

	Lenovo
	Proposed text would be fine for us

	Ericsson
	After further checking, this looks okay to us.

	CATT
	A simpler change could be as follows:
3>	if a MAC PDU to transmit has been obtained:
4>	deliver the MAC PDU and the uplink grant and the HARQ information of the TB to the identified HARQ process;
4>	instruct the identified HARQ process to trigger a new transmission;
4>	if the uplink grant is a configured uplink grant; or
4>	if the uplink grant is addressed to C-RNTI, and the identified HARQ process is configured for a configured uplink grant:
5>	start or restart the configuredGrantTimer, if configured, for the corresponding HARQ process when the transmission is performed.
3>	else if the MAC entity is not configured with lch-basedPrioritization; or
3>	if this uplink grant is a prioritized uplink grant:
4>	flush the HARQ buffer of the identified HARQ process.
2>	else (i.e. retransmission):


	Nokia
	We are fine with the text proposal by the MAC rapporteur during the offline discussion.

	Spreadtrum
	We agree with the text.

	vivo
	It seems that the text provided by the MAC rapporteur is ok.

	Intel
	Agree with the text suggested by MAC rapporteur.

	OPPO
	We are fine with the text provided by the MAC rapporteur, although we think it is a bit complicated, i.e. one simple way is to describe the condition like this: the MAC entity is not configured with lch-basedPrioritization.

	Docomo
	Agree with text suggested by MAC rapporteur. 

	Sony
	Ok with proposed change.

	ITRI
	We agree with the text proposal by the MAC rapporteur. 

	ZTE
	Agree with rapporteur 

	InterDigital
	The text suggested by the rapporteur resolves the issue.

	Fujitsu
	Almost agree with the text above. But 4> if the uplink grant is not a confgured grant configured with autonomousReTx that under the condition 3> if a MAC PDU to transmit has been obtained should change to: 4> if the MAC entity is not configured with lch-basedPrioritization, otherwise a deprioritized configured grant which is configured with autonomousReTx can also deliver PDU.

	Huawei, HiSilicon
	We are fine with the text suggested by the MAC rapporteur.

	Sharp
	Agree with suggested change by the rapporteur.

	MediaTek
	We are fine with the MAC rapporteur’s suggestion

	Qualcomm
	The text form the rapporteur is technically correct. Simpler alternatives can also be pursued if possible.


Summary (Q6 and Q7): All companies think there is an issue in the MAC specification such the pending MAC PDU in the HARQ buffer can be flushed away if the grant for autonomous retransmission is once again de-prioritized. Furthermore, 18 companies think the text proposed by the MAC rapporteur during offline discussion [AT109e][029][IIOT] is acceptable, 2 companies suggested alternative text proposal. It is clear most companies think the text proposed by MAC rapporteur earlier is acceptable, so it is proposed to adopt the TP of this email discussion summary.
Proposal 4: Adopt the text change proposed by the MAC rapporteur during the offline discussion [AT109e][029][IIOT] to address the issue of HARQ buffer flushing when the grant for autonomous retransmission is again de-prioritized.

2.4	Intra-UE prioritization of PDUs with the same L1 priority
RAN2 has made the following observation during RAN2#109-e meeting:
	In case that two MAC PDUs with the same L1 priority (i.e. high-high or low-low) are delivered by MAC, the second PDU has priority from RAN2 perspective (based on LCH priority).



PHY-layer prioritization is captured in TS 38.213 based on the CR agreed in [3] in the following way:
	A PUSCH or a PUCCH, including repetitions if any, can be of priority index 0 or of priority index 1. If a priority index is not provided for a PUSCH or a PUCCH, the priority index is 0. If in an active DL BWP a UE monitors PDCCH either for detection of DCI format 0_1 and DCI format 1_1 or for detection of DCI format 0_2 and DCI format 1_2, a priority index can be provided by a priority indicator field. If a UE indicates a capability to monitor, in an active DL BWP, PDCCH for detection of DCI format 0_1 and DCI format 1_1 and for detection of DCI format 0_2 and DCI format 1_2, a DCI format 0_1 or a DCI format 0_2 can schedule a PUSCH transmission of any priority and a DCI format 1_1 or a DCI format 1_2 can schedule a PDSCH reception and trigger a PUCCH transmission with corresponding HARQ-ACK information of any priority. If, after resolving overlapping for PUCCH and/or PUSCH transmissions of a same priority index, a UE determines to transmit
-	a first PUCCH of larger priority index, a PUSCH or a second PUCCH of smaller priority index, and a transmission of the first PUCCH would overlap in time with a transmission of the PUSCH or the second PUCCH, the UE does not transmit the PUSCH or the second PUCCH
-	a PUSCH of larger priority index, a PUCCH of smaller priority index, and a transmission of the PUSCH would overlap in time with a transmission of the PUCCH, the UE does not transmit the PUCCH 
-	a first PUSCH of larger priority index on a serving cell, a second PUSCH of smaller priority index on the serving cell, and a transmission of the first PUSCH would overlap in time with a transmission of the second PUSCH, the UE does not transmit the second PUSCH, where at least one of the two PUSCH is not scheduled by a DCI format 
In the remaining of this Clause, a UE multiplexes UCIs with same priority index in a PUCCH or a PUSCH. A PUCCH or a PUSCH is assumed to have a same priority index as a priority index of UCIs a UE multiplexes in the PUCCH or the PUSCH.



Furthermore, the details of when the UE may interrupt an ongoing transmission PHY-layer prioritization is captured in TS 38.214 based on the CR agreed in [1] in the following way:
	[If [a UE reports the capability of intra-UE prioritization], and if a PUSCH corresponding to a configured grant and a PUSCH scheduled by a PDCCH on a serving cell are partially or fully overlapping in time,
-	If the PUSCH corresponding to the configured grant has priority in configuredGrantConfig set to 1 (i.e., high priority), and the PUSCH scheduled by the PDCCH is indicated as low priority by having the [priority indicator] field in the scheduling DCI set to 0 or by not having the [priority indicator] field present in the scheduling DCI, the UE is expected to transmit the PUSCH corresponding to the configured grant, and cancel the PUSCH transmission scheduled by the PDCCH at latest starting at the first symbol of the PUSCH corresponding to the configured grant.
-	Otherwise, the UE shall cancel the PUSCH transmission corresponding to the configured grant at latest starting M symbols after the end of the last symbol of the PDCCH carrying the DCI scheduling the PUSCH, and transmit the PUSCH scheduled by the PDCCH, where
-	M = Tproc,2 +d1, where Tproc,2 is given by subclause 6.4 for the corresponding PUSCH timing capability assuming d2,1 = 0 and d1 is determined by the reported UE capability [XXXXX],
-	In this case, the UE is not expected to be scheduled for the PUSCH by the PDCCH where the PUSCH starts earlier than N symbols after the end of the last symbol of the PDCCH, where
-	N = Tproc,2 + d2, where Tproc,2 is the PUSCH preparation time of the PUSCH scheduled by the PDCCH using the associated PUSCH timing capability according to subclause 6.4 and d2 is determined by the reported UE capability [YYYYY].
-	In case of PUSCH repetitions, the overlapping handling is performed for each PUSCH repetition separately.
-	The UE is not expected to be scheduled for another PUSCH by a PDCCH where this PUSCH starts no earlier than the end of the prioritized transmitted PUSCH and before the end of the time domain allocation of the cancelled PUSCH.]



Therefore, the following summarizes how the physical layer deals with various kinds of grants when doing prioritization:
1. [bookmark: _Hlk36043468]In case CG with high PHY priority collides with DG with low PHY priority  CG is prioritized at PHY, if transmission related to DG was ongoing, it is cancelled
2. In case CG with high PHY priority collides with CG with low PHY priority  CG with high priority is prioritized, PHY layer does not consider the case where there would be ongoing CG transmission to be interrupted
3. In case CG with low PHY priority collides with DG with high PHY priority  DG is prioritized at PHY and if CG transmission was ongoing, it is cancelled (considering the timeline restrictions)
4. In case CG collides with DG of the same PHY priority  DG is prioritized at PHY and if CG transmission was ongoing, it is cancelled (considering the timeline restrictions)
5. The case of CG colliding with another CG of the same PHY priority is not addressed by PHY layer prioritization.
6. The case of DG colliding with another DG is not considered by PHY layer prioritization.

It seems clear that the expected behavior agreed in RAN2 is different than the one specified by RAN1:
· RAN1: in case grants have the same PHY priority, DG is always prioritized regardless of its LCH-based priority and regardless of when it was delivered from MAC to PHY (two overlapping DGs are not allowed)
· RAN2: in case grants have the same PHY priority, the grant with higher LCH-based priority is always prioritized and PHY should prioritize the grant associated with a MAC PDU, which was delivered to PHY later (the second MAC PDU)

This discrepancy may cause the issue of MAC generating a MAC PDU, which will anyway be deprioritized by PHY. It is also unclear what would happen with such MAC PDU as:
1. gNB would not be aware there is a MAC PDU in the UE’s HARQ buffer, so it may not issue a retransmission grant.
2. Such MAC PDU would not be considered as deprioritized MAC PDU from MAC point of view, so it would not be considered for autonomous retransmission.

Question 8 – Do you think there is an issue, which needs to be solved? Please clarify your answer.
	Company
	YES/NO
	Rationale

	LG
	NO
	We think that this can be solved by network implementation.
For intra-UE prioritization of PDUs, if the CG needs to be prioritized over the DG, the network should provide the DG with low PHY priority than the CG. When only the MAC PDU for the CG is generated, the CG is prioritized at PHY. 
In case the CG collides with DG of the same low PHY priority, the CG related to the generated MAC PDU can be deprioritized at PHY. However, we think that the delay of the generated MAC PDU due to de-prioritization at the PHY is not a critical issue. This is because the CG has a low PHY priority. The generated MAC PDU for the CG will be transmitted by the UE when the network provides a retransmission grant.

	Samsung
	YES
	During RAN2#109e, companies have different understanding on whether to generate a MAC PDU with higher LCH-based priority, which cannot be transmitted in PHY due to ongoing transmission of MAC PDU with lower LCH-based priority. At least RAN2 should agree 1) generate MAC PDU or 2) not generate MAC PDU. 
Our understanding is not to generate the MAC PDU, because it cannot be transmitted in PHY, similar to the case of de-prioritized MAC PDU that only one (actually transmitted) MAC PDU is generated.

	Lenovo
	Yes
	We agree with Samsung that RAN2 should first agree on whether for such cases the MAC PDU which cannot be transmitted in PHY should be generated or not. 

	Ericsson
	Yes
	Relying on network implementation as LG indicated limits intra-UE prioritization to a much smaller set of use cases. Basically, network can only configure overlapping grants with different PHY-priority index. In addition, it requires network must carefully configure LCP restriction to make sure high priority LCH data is multiplexed on the high PHY-priority index grant and low priority LCH is multiplexed on the low PHY-priority index grant. The impact of the MAC CE as in section 2.2 must be considered too in network configuration.  

	CATT
	Yes
	We agree with rapporteur’s summary except for the below two points:
Point 2: “CG with high priority is prioritized, PHY layer does not consider the case where there would be ongoing CG transmission to be interrupted”.
As captured in rapporteur’s 38.214 extract, there is a cancellation timeline defined for a DG PUSCH overriding a CG PUSCH as in Rel-15, but it only applies to the CG PUSCH + DG PUSCH with same PHY priority. So our understanding is that the HP CG may interrupt an ongoing LP CG from PHY perspective and the timeline is up to UE implementation.
Point 4: “DG is prioritized at PHY and if CG transmission was ongoing, it is cancelled (considering the timeline restrictions)”
Our understanding is that a DG can only override a CG with same priority under the cancellation timeline as in Rel-15 and in this case the CG would not be cancelled. Instead, the CG will not start at all.

	Nokia
	Yes
	Clearly there is a misalignment between RAN1 and RAN2 about prioritization.

	Spreadtrum
	Yes
	We think that the issue whether MAC will generate a MAC PDU which will anyway be deprioritized by PHY, should be first solved.

	vivo
	Yes
	Some clarifications are probably needed to clean the misalignment between RAN1 and RAN2.

	Intel
	Yes
	Agree with Samsung that RAN2 needs to decide whether to generate MAC PDU which cannot be transmitted in PHY.

	OPPO
	Yes
	We think the prioritization misalignment exists between RAN1 and RAN2 on two cases: CG vs. CG, DG vs. CG. For the two collision cases, MAC layer may generate two MAC PDU and consider the later one prioritized. Whereas, PHY layer may deprioritize the original-prioritized CG (in case of DG vs. CG) or be unable to handle two MAC PDUs (in case of CG vs. CG). Regarding non-generation of another PDU in MAC layer, we don’t think it is a recommended way, considering 1) PHY priority index should be considered in MAC prioritization procedure, which is against to the intention of introducing LCH-based prioritization, 2) MAC layer is unware of the timeline, it requires MAC layer additional work on checking the timeline.

	Docomo
	Yes
	There exists misalignment between RAN1 and RAN2 regarding prioritization. 

	Sony
	Yes
	RAN2 MAC spec is very clear and aligned with the agreed principles, but RAN1 spec must be clarified.

	ITRI
	Yes
	Agree with Samsung that RAN2 should decide whether to generate MAC PDU which cannot be transmitted in PHY first.

	ZTE
	Yes
	

	InterDigital
	Yes
	It can be clarified that such PDU should not be generated for the CG in this scenario.

	Fujitsu
	Yes
	Agree with the analysis from rapporteur. This may result in the higher priority CG data lost from MAC perspective.

	Huawei, HiSilicon
	Yes
	We agree that there is a discrepancy between RAN1 and RAN2.

	Sharp
	Yes
	As we have decided not to inform RAN1 about the agreement, the data losing issue should be addressed in RAN2. 

	MediaTek
	Yes
	There is a misalignment between R1 and R2 behaviour

	Qualcomm
	No
	We don’t think it is essential to solve this issue. However, we are okay to have some kind of note in the MAC specification to help reduce potential confusion.



Question 9 – If your answer to Question 8 was “YES”, then please suggest specifications modifications which are needed. [NOTE: Since RAN1 has already finalized their work on IIOT WI in Rel-16, the issue would have to be solved by modifying MAC specifications.]
	Company
	Solution proposal / Text Proposal

	Samsung
	It depends on conclusion whether to generate the MAC PDU which cannot be transmitted in PHY.
1) Generate the MAC PDU: There will be no impact. We rely on retransmission grant.
2) Not generate the MAC PDU: We should add a restriction not to generate the MAC PDU. One way could be adding a NOTE as follows:
NOTE: An uplink grant which cannot be transmitted in PHY due to ongoing transmission cannot be a prioritized uplink grant.

	Ericsson
	Firstly, we think MAC PDU should not be generated, as it is clear at the time of decision that this MAC PDU will not be delivered by the PHY. 
We are fine with the suggestion from Samsung by adding a note. The detailed language can be further discussed.  Another example can be as follows
NOTE: An uplink grant, which by PHY grant prioritization will not be transmitted due to overlapping with another ongoing transmission, is considered as a de-prioritized uplink grant.

	CATT
	We don’t necessarily agree with the NOTE in the question. We acknowledge that RAN1 has declared that the WI has been completed in RAN1. However, it does not mean that they cannot discuss remaining issues in maintenance phase. For example, Point 5 in above rapporteur’s summary still needs to be addressed by RAN1. Also note the RAN2 observation copied on top of this section was captured in last RAN2 e-meeting. We should give a chance to RAN1 to address it in next e-meeting.
Hence we don’t think we should work on any MAC CR in RAN2 to cover PHY’s limitations until these are fully finalized in RAN1.

	Nokia
	The MAC should be specified in a way such that, in cases where there is already one MAC PDU delivered to PHY for transmission, the MAC should only generate another MAC PDU if and only if it has higher LCH priority and its grant has higher PHY priority.
We think some spec. change is needed in the procedure to ensure alignment between RAN1 and RAN2 – A note is not sufficient in our view.

	Vivo
	1) We should firstly clarify that in which cases (e.g. collisions between CG and CG) the MAC would generate two MAC PDUs.
2) We should allow the PHY pre-emption for later higher priority CG. 

	Intel
	Agree that MAC PDU should not be generated if it cannot be transmitted in PHY. As for the note, we slightly prefer the wording from Ericsson. 

	OPPO
	We share the similar understanding as CATT. Although RAN1 has declared WI completion in RAN1, it does not mean that RAN1 cannot discuss remaining issues. As analyzed above, the misalignment exists in all grant collision scenarios involving CG. One LS is needed to inform RAN1 the related information and require them to handle the issue.

	Docomo
	Agree with Samsung that RAN2 should first determine whether to generate the MAC PDU which cannot be transmitted in PHY, in case of not generate the MAC PDU, then a Note or procedure change is needed. 

	Sony
	Agree with CATT and OPPO that RAN1 must be informed to consider RAN1 spec changes.
If RAN1 spec cannot be clarified in this release, we prefer the note from Ericsson to be captured in the MAC spec.

	ITRI
	Based on the original intention of LCH-based priority, we agree that MAC PDU should not be generated if it cannot be transmitted in PHY, and we are fine to add a note for considering this uplink grant as de-prioritized. 

	InterDigital
	No point generating a PDU that UE knows will not be transmitted. We agree with the note suggested by Ericsson.

	Fujitsu
	Agree with CATT and OPPO that the misalignment between MAC and PHY should be informed to RAN1 for further consideration given the conflict agreements has been captured in RAN2 and RAN1. 
PHY specification can be modified to consider the CG as higher priority than DG (CG and DG are overlapping) on receiving the MAC instruction for transmitting the second MAC PDU of CG. Or the PHY layer can provide an indication for deprioritized PDU/CG to the MAC layer in order to facilitate the MAC layer to perform autonomous retransmission.
If the conclusion is that the misalignment is resolved by change of MAC spec, we think the misalignments are all related to CG (CG vs. CG and CG vs DG), at least MAC should consider not to generate the PDU for a prioritized CG by LCH-based priority and can be deprioritized by PHY priority.
We think it’s not enough to only have a note to specify not generating PDU which cannot be transmitted due to PHY prioritization because MAC is not aware of the PHY prioritization. Identify the special case(s) that the later PDU with higher LCH-based priority is not generated by MAC is necessary.

	Huawei, HiSilicon
	We also think it is still possible for RAN1 to revise their specification given that this WI has not completely frozen yet.

	Sharp
	We agree with Samsung that we can generate or not generate a MAC PDU for the prioritized CG in MAC but deprioritized in PHY. But deprioritized a MAC PDU happens not only when there is an ongoing transmission but also when there is no ongoing transmission. 
If we go with not generating a MAC PDU for the prioritized CG, a new restriction is needed to determine if a configured grant can be a prioritized CG. But if we go with generating a MAC PDU for the prioritized CG, the MAC PDU should be allowed to retransmit using the following CG on the same HARQ process to avoid data losing.

	MediaTek
	R1 had concluded to leave the CG-CG prioritization case to R2. It therefore seems appropriate that R1 take our agreements into account. 

	Qualcomm
	The notes suggested by Ericsson and Samsung appear to be the best way to solve this issue (though we believe the issue is not significant and leaving the specification unchanged is also ok).
If there is a RAN2 decision to add a note, the specific wording can be created in R2# 109bis-e meeting.
We don’t think the issue is significant enough to inform RAN1.



Summary (Q8 and Q9): 18 companies think there is a misalignment between RAN1 and RAN2 for this issue, while 2 companies think there is no issue. Therefore, it is agreeable that there is an issue to be fixed, and the remaining question is how this should be done (in RAN2 or RAN1). In this regard, 10 companies think RAN2 should first discuss if MAC should generate a new MAC PDU if there is already an on-going transmission, and the specification change (e.g. add a note if needed) can be captured as either a note or procedure. Moreover, 6 companies think we should still ask RAN1 to consider specification change instead, despite that RAN1 has closed the WI already.
Proposal 5: Further discussion to determine the way forward between two options:
· Option 1 – Clarification in MAC is added that an uplink grant cannot be a prioritized grant if it overlaps with an ongoing transmission associated with a grant which has the same or higher PHY priority. 
· Option 2 – Assume no changes in MAC and send LS to RAN1. If RAN1 cannot conclude in May meeting, we apply option 1.

2.5	Autonomous transmission when type-2 CG’s configuration changes
In RAN2#109e, it was agreed that we should address the issue of autonomous transmission for a Type-2 CG whose configuration can be dynamically changed. However, RAN2 has not yet decided how the UE should handle this situation and/or what the conditions that the UE should check are, in order to decide if it should continue autonomous transmission even if the configuration of such CG has been modified. Based on the Phase 2 of the offline discussion [AT109e][035][IIOT] Deprioritized transmissions summarized in [4], it is clear the views of the companies have converged into two solutions:
1. Check if TBS of the CG has changed since the de-prioritized uplink configuration
2. Flush HARQ buffer at activation

Question 10 – How the UE should handle autonomous transmission when the configuration of the corresponding Type-2 CG is changed/reactivated ?

	Company
	Preferred option
	Rationale

	LG
	2 or 1
	To avoid deprioritized grant’s PDU rebuilding, the simplest and easiest way to not perform the autonomous transmission is Option 2 (i.e., flushing the HARQ buffers of all UL HARQ processes upon (re-)activation). This is because the UE does not need to check whether TBS is changed or not upon (re-)activation. Thus, we prefer Option 2 from the simplicity point of view.
However, in order to guarantee autonomous transmission opportunities for the deprioritized grant’s PDU, the UE should be allowed to perform the autonomous transmission when the TBS of the CG configuration is not changed. Thus, Option 1 can be considered as a solution. If the majority of companies prefer Option 1, the way to capture Option1 in the specification is to flush the HARQ buffers of all UL HARQ processes when the TBS of the CG configuration is changed.
[LG2] We have confirmed the text proposal suggested by Samsung, we are fine to go for Option1.

	Samsung
	1
	We found that flushing the HARQ buffer may have a problem in case of HARQ process sharing between CG and DG, which has been supported since Rel-15. In the figure below, CG0 is configured with HPI=0,1,2 and re-activation of CG2 is indicated when CGT of HPI=2 is running. Since HPI=2 is reserved by another DG, the HARQ buffer cannot be flushed. So, we prefer option 1.

Option 1 can be captured by adding another condition (the following yellow highlighted text) on whether the uplink grant matches with the size of the obtained MAC PDU, which is similar as existing text on obtaining MAC PDU from Msg 3 buffer.
	3>	else if this uplink grant is a configured grant configured with autonomousReTx; and
3>	if the previous configured uplink grant for this HARQ process was de-prioritized; and
3>	if a MAC PDU had already been obtained for this HARQ process; and
3> if the uplink grant size matches with size of the obtained MAC PDU; and
3> if a transmission of the obtained MAC PDU has not been performed:
4>	consider the MAC PDU has been obtained.


Checking if configuration is change seems not a good option which requires additional memory usage to store and compare the previous configuration in practice. It would be good to use the current information, not information in the past.

	Lenovo
	1
	We agree with the analysis made by Samsung regarding flushing the HARQ buffer, therefore we support that UE should check whether uplink grant size matches the obtained MAC PDU. 
We are also wondering what the UE behaviour is when BWP is changed after the time instance where e.g. a configured uplink grant was deprioritized and before an autonomous retransmission was performed. Does the UE perform an autonomous retransmission on the new active BWP assuming the same CG configuration is also configured for the new BWP or does the UE not perform an autonomous retransmission, priority status (e.g. deprioritized) of a UL grant is cleared at BWP switching.  

	Ericsson
	2
	We think it is much easier to treat this case consistently by considering this data as lost. The principle is that if there is a re-activation, autonomous retransmission is stopped. Option 2 is one way to achieve this.
Option 1 is an optimization of a corner case in our view. We wonder, in the above example by LG, why would network re-activate CG immediately after it send a re-transmission grant. The CGT is also stopped when receiving an activation command and, even in Rel-15, it might happen that new data is multiplexed and effectively the HARQ is flushed. It is also possible that network re-activates with a different TBS. Lastly, after reactivation, network would first expect a confirmation MAC CE, but, by the proposal of option 1, it is not possible. With all these cases not solved by option 1, the usefulness of the option 1 is questionable.  

	CATT
	1
	We agree with Samsung’s proposal.

	Nokia
	2
	We prefer a simpler solution for this situation

	Spreadtrum
	2
	Option2 is a simpler solution.

	vivo
	1?
	If the TBS changes, we consider that whether to allow autonomous retransmission can be left to the UE implementation.

	Intel
	1
	Agree with Samsung’s analysis and proposed TP.

	OPPO
	1
	We also agree with Samsung’s proposal.

	Docomo
	1
	Agree with Samsung’s analysis and proposal.

	Sony
	2
	Prefer simple solution.

	ITRI
	2
	Share the same view as Ericsson and prefer a simpler solution. 

	ZTE
	2
	Simple solution is enough. 

	InterDigital
	2
	This should be sufficient to handle this not too common case.

	Fujitsu
	1 but
	Agree that the buffer should not be unnecessarily flushed regardless of TBS changes or not. 
But we think the deprioritized PDU should be higher priority than the confirmation MAC CE. For gNB have no knowledge about there is deprioritized PDU of CG, to prevent data loss, UE would continue autonomous transmission even if the TBS of the CG is changed. 
If the CG is re-activated and the TBS changes, UE can re-initialize CG and generate the confirmation MAC CE after transmission of the deprioritized PDU of the original TBS.
That can be illustrated as:
[image: ]

	Huawei, HiSilicon
	1
	No strong view, if we anyway need to specify something, we prefer to continue the autonomous transmission.

	Sharp
	1
	Agree with Samsung.

	MediaTek
	2
	We prefer a simple solution for this situation. The issue raised by Samsung is one that the NW is aware of, and we can rely on a smart NW implementation to avoid it.

	Qualcomm
	Allow 2, but not require it.
	Given this is a rare case (deprioritizaiton and reconfiguration happening at the same time), we could leave it to the UE. Only UE requirement can be that if TBS changes, then UE shall not perform autonomous Tx.



Summary (Q10): 10 companies prefer Option 1, 8 companies prefer Option 2, and 2 companies seem to think both options are acceptable. Considering we are approaching the end of the WI, it is proposed we can just follow the majority view.
Proposal 6: Autonomous retransmission should not be continued when TBS of the corresponding Type-2 CG is changed due to reactivation.

2.6	Configurability of data vs. data and SR vs. data prioritization
The aspect of whether data vs. data prioritization and SR vs. data prioritization can be configured separately was discussed during RAN2#109-e meeting as part of an e-mail discussion summarized in [5]. The views at that time were evenly split between the companies. Summarizing the arguments:
· In favour of allowing separate configuration:
· SR vs grant prioritization is a distinct feature and is complementary to grant prioritization
· the purpose of both features and impact on UE MAC multiplexing as well as scheduling and gNB UL reception are different
· depending on the service characteristics it may not always be required or even beneficial to have both features switched on
· SR prioritization may be needed for some SR configurations, but not for others
· Against allowing separate configuration:
· both Data-Data and SR-Data prioritizations have the same purpose (both of them are used to prioritize URLLC over eMBB)
· this kind of separation would make MAC procedure more complicated

Companies are requested to rethink their position, consider the arguments from the other side and, keeping in mind we need to reach a conclusion, answer the following question one more time.
Question 11: Do you agree that data vs. data and SR vs. data prioritization can be configured separately?
	Company
	YES/NO
	Rationale

	LG
	NO
	We think that there is no critical issue regardless of whether the single configuration is used or not. However, to reduce the complexity of the MAC specification, we prefer the single configuration for data vs. data and SR vs. data prioritization.

	Samsung
	NO
	

	Lenovo
	No
	

	Ericsson
	Yes
	Thank you for the comprehensive summary by the dditional on the argument for such separate configurability. On the counter-argument that this might complicate the MAC spec, we have provided below an example TP with one dditional configurable parameter sr-DataPrioritization.  This does not look complicated in our view.
In clause 5.4.1:
For the MAC entity configured with lch-basedPrioritization, priority of an uplink grant is determined by the highest priority among priorities of the logical channels with data available that are multiplexed or can be multiplexed in the MAC PDU, according to the mapping restrictions as described in clause 5.4.3.1.2. 
Editor’s Note: Priority determination considering MAC CE is FFS.
When the MAC entity is configured, with lch-basedPrioritization, for each uplink grant which is not already a de-prioritized uplink grant:
5> if this uplink grant is addressed to CS-RNTI with NDI = 1 or C-RNTI:
2>	if there is no overlapping PUSCH duration of a configured uplink grant, in the same BWP whose priority is higher than the priority of the uplink grant; and
     3> if sr-DataPrioritzation is not configured; or 
     32> if sr-DataPrioritzation is configured and if there is no overlapping PUCCH resource with an SR transmission where the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant; 
    43>	this uplink grant is a prioritized uplink grant;
    43>	the other overlapping uplink grant(s), if any, is a de-prioritized uplink grant.
5> else if this uplink grant is a configured uplink grant:
2>	if there is no overlapping PUSCH duration of another configured uplink grant, in the same BWP, whose priority is higher than the priority of the uplink grant; and
2>	if there is no overlapping PUSCH duration of an uplink grant addressed to CS-RNTI with NDI = 1 or C-RNTI, in the same BWP, whose priority is higher than or equal to the priority of the uplink grant; and
     3> if sr-DataPrioritzation is not configured; or 
     3> if sr-DataPrioritzation is configured and
2>	 if there is no overlapping PUCCH resource with an SR transmission where the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant;
    43>	this uplink grant is a prioritized uplink grant;
    43>	the other overlapping uplink grant(s), if any, is a de-prioritized uplink grant.
[bookmark: _Hlk34410642]NOTE:	If there is overlapping PUSCH duration of at least two configured uplink grants whose priorities are equal, the prioritized uplink grant is determined by UE implementation.

In clause 5.4.2.1:	

3> if the previous configured uplink grant for this HARQ process was de-prioritized; and
3> if a MAC PDU had already been obtained for this HARQ process; and
3> if a transmission of the obtained MAC PDU has not been performed:
4> consider the MAC PDU has been obtained.
3> else if the MAC entity is not configured neither with lch-basedPrioritization nor with sr-DataPrioritzation; or
3> if this uplink grant is a prioritized uplink grant:
….

3>	if the MAC entity is configured with lch-basedPrioritization or sr-DataPriotization and this uplink grant is not a prioritized uplink grant:
4>	ignore the uplink grant.

In clause 5.4.4:
3>	if the MAC entity is configured with lch-basedPrioritization sr-DataPrioritization, and the PUCCH resource for the SR transmission occasion overlaps with any UL-SCH resource(s), and the priority of the logical channel that triggered SR is higher than the priority of the uplink grant(s) for any UL-SCH resource(s) where the priority of the uplink grant is determined as specified in clause 5.4.1:
4>	the other overlapping uplink grant(s), if any, is a de-prioritized uplink grant;
4>	if SR_COUNTER < sr-TransMax:
5>	increment SR_COUNTER by 1;
5>	instruct the physical layer to signal the SR on one valid PUCCH resource for SR;
5>	start the sr-ProhibitTimer.
4>	else:
5>	notify RRC to release PUCCH for all Serving Cells;
5>	notify RRC to release SRS for all Serving Cells;
5>	clear any configured downlink assignments and uplink grants;
5>	clear any PUSCH resources for semi-persistent CSI reporting;
5>	initiate a Random Access procedure (see clause 5.1) on the SpCell and cancel all pending SRs.


	CATT
	No
	We are not sure of the benefits of decoupling and prefer a single configuration for intra-UE prioritization function.

	Nokia
	Yes
	This is more flexible to allow separate configuration for different use cases.

	Spreadtrum
	No
	

	vivo
	Yes
	We would expect that the UE would require different capabilities to support different collision cases. Then the network should configure the corresponding prioritization rule according to the UE capability.

	Intel
	No
	We prefer that they are configured by the single parameter lch-basedPrioritization.

	OPPO
	No
	No critical issue is foreseen by the configuration of the single parameter.

	Docomo
	No
	We do not see a big merit to separate data vs. data and SR vs. data prioritization.

	Sony
	No
	Both belongs to the same feature of prioritising URLLC over eMBB.

	ITRI
	No
	

	ZTE
	No
	There is no any technology gap between data vs data and SR vs data 

	InterDigital
	No
	Both are under intra-UE prioritization

	Fujitsu
	No
	

	Huawei, HiSilicon
	No
	

	MediaTek
	Yes
	Agree that there is a need for the following: ‘SR prioritisation may be needed for some SR configurations, but not for others’

	Qualcomm
	YES
	We can see cases where SR prioritization is needed but data-data is not needed. 
If URLLC traffic is very bursty, the scheduler would need SR to be prioritized over low-priority data. 
Also, the scheduler may be providing CG-DG overlaps with an expectation that the UE perform Rel-15 type behaviour, such as to accommodate occasional large packets such as RoHC/EHC resets (In Rel-15, DG always overrides CG, and hence network may not implement multi-hypothesis decode). If the scheduler only wants to provide SR prioritization, it should not be forced to perform multi-hypothesis decode on uplink with CD-DG by creating a scenario where sometimes CG and sometimes DG are prioritized by the UE.
We don’t think the complexity of the spec is a key factor in making the decision. For UE implementation, the two aspects (SR-data and data-data) are very different and it is easy to separate them.
Proposal: It should at least be allowed to configure SR-data without data-data prioritization. If people are worried about too many configuration options, we are okay to make data-data configuration only possible when SR-data is also configured.



Summary (Q11): 14 companies think a single configuration for both features should be sufficient, and 5 companies prefer to have separate configurations.
Proposal 7: Data/Data and Data/SR prioritization should be configured as a single configuration

2.7	Enhancement of SR Counter and sr-ProhibitTimer
One open issue that has been identified is whether RAN2 should enhance SR counter and sr-ProhibitTimer, considering that MAC may increment SR counter and starts the prohibit timer once the SR is delivered to PHY, while consequently the PHY may not transmit the SR actually. Therefore, companies are requested to provide their views on whether enhancements are needed, i.e. SR counter is incremented and sr-ProhibitTimer is started only if the SR is actually transmitted by PHY.
Question 12: Do you agree enhancement of SR counter and sr-ProhibitTimer should be introduced in Rel-16, such that SR counter is incremented and sr-ProhibitTimer is started only if the SR is actually transmitted by PHY?
	Company
	YES/NO
	Rationale

	LG
	NO
	We think that if UE does not transmit SR (i.e., due to overlapping HARQ feedback), the PUCCH resource should be considered as non-valid at the MAC entity. 
According to MAC specification, the MAC entity only instructs the PHY to signal the SR transmission when the MAC entity has an SR transmission occasion on the valid PUCCH resource. In other words, if the UE determines that the SR transmission cannot be performed due to other overlapping resources, the MAC entity does not instruct the PHY to signal the SR transmission. Thus, we think that the enhancement above is not necessary.  

	Samsung
	No strong opinion
	We do not see a big difference between existing procedure and proposed one. Anyway, NW should consider and estimate UE’s timer/counter status for scheduling. So, we think there is no strong reason for change.
But, even if we follow the proposal, there will not be any critical problem. NW should anyway consider. So we are fine if companies really want.

	Lenovo
	No, but 
	We don’t see a big necessity to enhance SR counter and sr-ProhibitTimer handling since our assumption was that by UE internal inter-layer communication it can be avoided that MAC instructs PHY to send SR (and consequently increase the counter) when SR transmission cannot take place  due to a collision. However, we would be also OK to go with this proposed enhancement if majority of companies think it’s beneficial.  

	Ericsson
	No
	As we commented previously, this might be captured already in the current spec that the MAC does not instruct the transmission, since this can be considered as a non-valid PUCCH resources for SR transmission and thus already not delivered by MAC to PHY. See below
1>	else, for the SR configuration corresponding to the pending SR:
2>	when the MAC entity has an SR transmission occasion on the valid PUCCH resource for SR configured; and
2>	if sr-ProhibitTimer is not running at the time of the SR transmission occasion; and
2>	if the PUCCH resource for the SR transmission occasion does not overlap with a measurement gap; and
2>	if the PUCCH resource for the SR transmission occasion does not overlap with a UL-SCH resource:
If necessary, we can clarify what it means by non-valid PUCCH resources. The principle aligns with our answers to the question in section 2.4, i.e., MAC should refrain from transmitting the SR if it is clear that SR will not be transmitted in PHY.  

	CATT
	Yes
	We are fine with other companies’ interpretation of the word “valid” in the MAC specification, but would prefer have it clarified e.g. with a Note. Note some considerations on “valid” are already provided by the following sentence:
Only PUCCH resources on a BWP which is active at the time of SR transmission occasion are considered valid.
So we think a Note would really help or, at the minimum, a statement in Chairman’s notes capturing RAN2’s common understanding, e.g.:

NOTE: When lower layers drop an SR transmission, the PUCCH resource for this SR transmission occasion is not considered as valid PUCCH resource for SR.


	Nokia
	No
	By implementation, the issue could be alleviated via e.g. configuring shorter SR prohibit timer. Besides, this should be a corner case in practice. So we do not think such enhancement is needed in Rel-16.


	Spreadtrum 
	No
	Agree with LG. If the PUCCH resource for SR transmission is overlapped with other ul resources and be deprioritized, the PUCCH resource should be considered as non-valid at the MAC entity. Thus, according to MAC specification, the MAC entity will not instruct the PHY to signal the SR transmission. So we are fine with the current specification.

	vivo
	No
	We are not sure whether this case will happen very frequent. If the network can expect a very frequency collision, maybe the network can by implementation can configure a short prohibit timer and a larger value of the SR counter. According to the Rel-15 DC, the SR of the PSCell could also be dropped due to the transmission power limitation.

	Intel
	No
	Agree with LG and Ericsson that if SR cannot be transmitted by PHY, the corresponding PUCCH resource is not valid, therefore MAC does not instruct PHY to transmit the SR. 

	OPPO
	No
	We think it is not a critical issue. If the case exists, the network can configure a shorter prohibit timer and/or a larger value of the SR counter by implementation. In addition, BSR info delivery can alleviate the impact.

	Docomo
	No
	Agree with LG and Ericsson’s analysis. 

	ITRI
	No
	Agree with LG and Ericsson’s analysis.

	ZTE
	No 
	

	InterDigital
	Yes
	If validity of PUCCH implies that it considers that it doesn’t overlap with a PUSCH of higher or equal priority, this should be clarified. Especially since the validity is already described in terms of whether the PUCCH resource is in the active BWP.

	Fujitsu
	No
	We think the approach may require PHY to report the result of the SR transmission to MAC. It is an optimization and can be discussed in a later release if necessary.

	Huawei, HiSilicon
	Yes/No
	No strong view, but not sure we can consider this PUCCH as invalid PUCCH. Note that random access may be triggered if there is no valid PUCCH.
1>	if the MAC entity has no valid PUCCH resource configured for the pending SR:
2>	initiate a Random Access procedure (see clause 5.1) on the SpCell and cancel the pending SR.


	Sharp
	
	We have the same concerns as Huawei.

	MediaTek
	Yes
	While LG and Ericsson raise valid points, this is quite an obtuse explanation and can confuse the reader. Even Ericsson use ‘might’ to indicate that this is not actually clear. We agree with CATT that some further explanation of ‘valid’ needs to be included.

	Qualcomm
	No
	Nothing seems broken in the spec currently.



Summary (Q12): 13 companies think there is no need to enhance SR counter and SR Prohibit Timer in Rel-16, 3 companies think enhancement is needed, or at least some clarification on PUCCH validity is needed in the specification, and 3 companies do not have a strong view. 
Proposal 8: For Rel-16, no enhancement is introduced for SR counter and SR Prohibit Timer.

2.8	LCID set Assignment of MAC CE
In RAN2 #109e, we have made agreements relating to LCID extension:
	Agreements [AT109e][012][R16]
LCID spaces for both DL and UL MAC CEs are extended from Rel-16.
To extend LCID spaces for MAC CEs, a new MAC subheader with one-byte eLCID field is introduced. Tentatively LCID value 34 is used for both DL and UL for the new MAC subheader.
When the new MAC subheader with one-byte eLCID field is used, eLCID values 0 to 255 indicates LCID values 64 to 319, accordingly.
The LCID range in IAB running CR (i.e. 64 to (216 – 65)) is updated to '320 to (216 + 319). It is FFS whether to keep reserved LCID values in IAB running CR.
For the selection of set1 (below 64) or set2 (above 64), the general principle is that less frequent and low priority MAC CEs should be assigned to set2, and more frequent and high priority MAC CEs (which also requires low overhead) can be assigned to set1 based on consensus. With this principle, the final decision is made by each WI discussion.
No restriction (e.g. always to have L field) is needed to assign MAC CE to set2




In the WI of NR IIoT, we have introduced two new MAC CEs:
· Multiple Entry Configured Grant Confirmation MAC CE
· Duplication RLC Activation/Deactivation MAC CE

We need to conclude the assignment of LCID set for each of them.
Question 13 –What is your view on LCID set selection for the new MAC CEs introduced in the WI of NR IIoT?
1. Multiple Entry Configured Grant Confirmation MAC CE in Set1, and Duplication RLC Activation/Deactivation MAC CE in Set2.
2. Multiple Entry Configured Grant Confirmation MAC CE in Set2, and Duplication RLC Activation/Deactivation MAC CE in Set1.
3. Both of these MAC CEs in Set1
4. Both of these MAC CEs in Set2

	Company
	Option
	Rationale

	LG
	2 or 4
	To adapt URLLC requirement and channel condition, Duplication RLC Activation/Deactivation MAC CE may be more frequently used and need to be high priority MAC CE. We don’t think configured grant configuration is frequently changed. 
Thus, the first preference is option 2 and the second preference is option 4.

	Samsung
	4
	We think both new MAC CEs do not have a strong reason to put in Set1. It would be good to save Set1 slots for future release.

	Lenovo
	4
	We agree with Samsung

	Ericsson
	4
	These MAC CE are only used during activation/de-activation of a feature. We don’t expect them to be used very frequency and they don’t seem to have a high priority either. 

	CATT
	4
	We agree with Samsung and Ericsson

	Nokia
	1 or 4
	In general, we don’t have a strong view. But essentially we don’t think duplication MAC CE would be applied frequently, while Multi Entry CG confirmation should be more crucial as its Rel-15 counterpart (Configured Grant Confirmation MAC CE)  has even higher priority than BSR/data during LCP. So from this perspective we think Option 1 might be sensible. Nevertheless, Option 4 is also okay because we may also need to reserve more LCID in Set1 for other future uses.  

	Spreadtrum
	4
	We think Set1 space should be reserved for MAC CEs of higher priorities.

	vivo
	4
	Agree with Samsung.

	Intel
	4
	Agree with Samsung.

	OPPO
	1 or 4
	Agree with Nokia.

	docomo
	4
	Agree with Samsung.

	Sony 
	1 or 4
	Agree with Nokia.

	ITRI
	1 or 4
	Agree with Nokia.

	ZTE
	1 or 4
	Agree with Nokia

	InterDigital
	1 or 4
	Agree with Nokia

	Fujitsu
	4
	

	Huawei, HiSilicon
	1 or 4
	Agree with Nokia

	Sharp
	4
	

	MediaTek
	4
	Agree with Samsung

	Qualcomm
	3
	PDCP duplication is specifically targeted at ultra-reliability. Also, SPS is likely to be used to critical traffic classes such as factory automation. Hence, the confirmation should be sent as efficiently as possible (including the possibility to fit the confirmation and logical channel within a CG that is likely to be configured for factory automation uplink).
Option 3 provides the most efficient approach to carry the confirmation. 



Summary (Q13): 19 companies think Option 4 is acceptable (i.e. Both MAC CEs in Set2), and 1 company prefers Option 3 (i.e. Both MAC CEs in Set1).
Proposal 9: Both Multiple Entry Configured Grant Confirmation MAC CE and Duplication RLC Activation/Deactivation MAC CE are assigned to LCID Set2.


3	Conclusion
Based on the email discussion, we conclude with the following proposals:
Proposal 1: No text change in TS 38.321 to address the cases with multiple overlapping SPS PDSCH. 
Proposal 2: MAC CE is not considered for grant prioritization in Rel-16
Proposal 3: Conditioned on agreement of Proposal 2, RAN2 further discuss how a grant conveying MAC CEs only should be processed:
· Option 1 – Always treat it as de-prioritized grant
· Option 2 – Up to UE implementation

Proposal 4: Adopt the text change proposed by the MAC rapporteur during the offline discussion [AT109e][029][IIOT] to address the issue of HARQ buffer flushing when the grant for autonomous retransmission is again de-prioritized.
Proposal 5: Further discussion to determine the way forward between two options:
· Option 1 – Clarification in MAC is added that an uplink grant cannot be a prioritized grant if it overlaps with an ongoing transmission associated with a grant which has the same or higher PHY priority. 
· Option 2 – Assume no changes in MAC and send LS to RAN1. If RAN1 cannot conclude in May meeting, we apply option 1.
Proposal 6: Autonomous retransmission should not be continued when TBS of the corresponding Type-2 CG is changed due to reactivation.
Proposal 7: Data/Data and Data/SR prioritization should be configured as a single configuration
Proposal 8: For Rel-16, no enhancement is introduced for SR counter and SR Prohibit Timer.
Proposal 9: Both Multiple Entry Configured Grant Confirmation MAC CE and Duplication RLC Activation/Deactivation MAC CE are assigned to LCID Set2.
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Appendix: Text Proposal
Based on Proposal 4 and Proposal 9 where the related text change should be more straightforward/agreeable, the following text changes are proposed for TS38.321.
[bookmark: _Toc20428251]Start of changes
[bookmark: _Toc29239836][bookmark: _Toc37296195]5.4.2.1	HARQ Entity
The MAC entity includes a HARQ entity for each Serving Cell with configured uplink (including the case when it is configured with supplementaryUplink), which maintains a number of parallel HARQ processes.
The number of parallel UL HARQ processes per HARQ entity is specified in TS 38.214 [7].
Each HARQ process supports one TB.
Each HARQ process is associated with a HARQ process identifier. For UL transmission with UL grant in RA Response or for UL transmission for MSGA payload, HARQ process identifier 0 is used.
NOTE:	When a single DCI is used to schedule multiple PUSCH, the UE is allowed to map generated TB(s) internally to different HARQ processes in case of LBT failure(s), i.e. UE may transmit a new TB on any HARQ process in the grants that have the same TBS, the same RV and the NDIs indicate new transmission.
The number of transmissions of a TB within a bundle of the dynamic grant or configured grant is given by REPETITION_NUMBER as follows:
-	For a dynamic grant, REPETITION_NUMBER is set to a value provided by lower layers, as specified in clause 6.1.2.1 of TS 38.214 [7];
-	For a configured grant, REPETITION_NUMBER is set to a value provided by lower layers, as specified in clause 6.1.2.3 of TS 38.214 [7].
If REPETITION_NUMBER > 1, after the initial transmission, REPETITION_NUMBER – 1 HARQ retransmissions follow within a bundle. For both dynamic grant and configured uplink grant, bundling operation relies on the HARQ entity for invoking the same HARQ process for each transmission that is part of the same bundle. Within a bundle, HARQ retransmissions are triggered without waiting for feedback from previous transmission according to REPETITION_NUMBER for a dynamic grant or configured uplink grant. Each transmission within a bundle is a separate uplink grant after the initial uplink grant within a bundle is delivered to the HARQ entity.
For each transmission within a bundle of the dynamic grant, the sequence of redundancy versions is determined according to clause 6.1.2.1 of TS 38.214 [7]. For each transmission within a bundle of the configured uplink grant, the sequence of redundancy versions is determined according to clause 6.1.2.3 of TS 38.214 [7].
For configured uplink grants configured with cg-RetransmissionTimer, the redundancy version zero is used for initial transmissions and UE implementation selects redundancy version for retransmissions.
For each uplink grant, the HARQ entity shall:
1>	identify the HARQ process associated with this grant, and for each identified HARQ process:
2>	if the received grant was not addressed to a Temporary C-RNTI on PDCCH, and the NDI provided in the associated HARQ information has been toggled compared to the value in the previous transmission of this TB of this HARQ process; or
2>	if the uplink grant was received on PDCCH for the C-RNTI and the HARQ buffer of the identified process is empty; or
2>	if the uplink grant was received in a Random Access Response (i.e. in a MAC RAR or a fallback RAR); or
2>	if the uplink grant was determined as specified in clause 5.1.2a for the transmission of the MSGA payload; or
2>	if the uplink grant was received on PDCCH for the C-RNTI in ra-ResponseWindow and this PDCCH successfully completed the Random Access procedure initiated for beam failure recovery; or
2>	if the uplink grant is part of a bundle of the configured uplink grant, and may be used for initial transmission according to clause 6.1.2.3 of TS 38.214 [7], and if no MAC PDU has been obtained for this bundle:
3>	if there is a MAC PDU in the MSGA buffer and the uplink grant determined as specified in clause 5.1.2a for the transmission of the MSGA payload was selected:
4>	obtain the MAC PDU to transmit from the MsgA buffer.
3>	else if there is a MAC PDU in the Msg3 buffer and the uplink grant was received in a fallbackRAR:
4>	obtain the MAC PDU to transmit from the Msg3 buffer.
3>	else if there is a MAC PDU in the Msg3 buffer and the uplink grant was received in a MAC RAR; or:
3>	if there is a MAC PDU in the Msg3 buffer and the uplink grant was received on PDCCH for the C-RNTI in ra-ResponseWindow and this PDCCH successfully completed the Random Access procedure initiated for beam failure recovery:
4>	obtain the MAC PDU to transmit from the Msg3 buffer.
4>	if the uplink grant size does not match with size of the obtained MAC PDU; and
4>	if the Random Access procedure was successfully completed upon receiving the uplink grant:
5>	indicate to the Multiplexing and assembly entity to include MAC subPDU(s) carrying MAC SDU from the obtained MAC PDU in the subsequent uplink transmission;
5>	obtain the MAC PDU to transmit from the Multiplexing and assembly entity.
3>	else if this uplink grant is a configured grant which is a prioritized uplink grant configured with autonomousReTx; and
3>	if the configured grant is configured with autonomousReTx; and
3>	if the previous configured uplink grant for this HARQ process was de-prioritized; and
3>	if a MAC PDU had already been obtained for this HARQ process; and
3>	if a transmission of the obtained MAC PDU has not been performed:
4>	consider the MAC PDU has been obtained.
3>	else if the MAC entity is not configured with lch-basedPrioritization; or
3>	if this uplink grant is a prioritized uplink grant:
4>	obtain the MAC PDU to transmit from the Multiplexing and assembly entity, if any;
3>	if a MAC PDU to transmit has been obtained:
4> if the uplink grant is not a confgured grant configured with autonomousReTx; or
4> if the uplink grant is a prioritized uplink grant:
      45>	deliver the MAC PDU and the uplink grant and the HARQ information of the TB to the identified HARQ process;
      45>	instruct the identified HARQ process to trigger a new transmission;
      45>	if the uplink grant is a configured uplink grant:
      56>	start or restart the configuredGrantTimer, if configured, for the corresponding HARQ process when the transmission is performed;
      56>	start or restart the cg-RetransmissionTimer, if configured, for the corresponding HARQ process when the transmission is performed.
      45>	if the uplink grant is addressed to C-RNTI, and the identified HARQ process is configured for a configured uplink grant:
      56>	start or restart the configuredGrantTimer, if configured, for the corresponding HARQ process when the transmission is performed.
      45>	if cg-RetransmissionTimer is configured for the identified HARQ process:
      56>	if the transmission is performed:
      67>	consider the identified HARQ process as not pending.
      56>	else:
      67>	consider the identified HARQ process as pending.
3>	else:
4>	flush the HARQ buffer of the identified HARQ process.
2>	else (i.e. retransmission):
3>	if the uplink grant received on PDCCH was addressed to CS-RNTI and if the HARQ buffer of the identified process is empty; or
3>	if the uplink grant is part of a bundle and if no MAC PDU has been obtained for this bundle; or
3>	if the uplink grant is part of a bundle of the configured uplink grant, and the PUSCH duration of the uplink grant overlaps with a PUSCH duration of another uplink grant received on the PDCCH or an uplink grant received in a Random Access Response (i.e. MAC RAR or fallbackRAR) or an uplink grant determined as specified in clause 5.1.2a for MSGA payload for this Serving Cell; or:
3>	if the MAC entity is configured with lch-basedPrioritization and this uplink grant is not a prioritized uplink grant:
4>	ignore the uplink grant.
3>	else:
4>	deliver the uplink grant and the HARQ information (redundancy version) of the TB to the identified HARQ process;
4>	instruct the identified HARQ process to trigger a retransmission;
4>	if the uplink grant is addressed to CS-RNTI; or
4>	if the uplink grant is addressed to C-RNTI, and the identified HARQ process is configured for a configured uplink grant:
5>	start or restart the configuredGrantTimer, if configured, for the corresponding HARQ process when the transmission is performed.
4>	if the uplink grant is a configured uplink grant:
5>	if the identified HARQ process is pending:
6>	start or restart the configuredGrantTimer for the corresponding HARQ process when the transmission is performed;
5>	start or restart the cg-RetransmissionTimer, if configured, for the corresponding HARQ process when the transmission is performed.
4>	if the identified HARQ process is pending and the transmission is performed:
5>	consider the identified HARQ process as not pending.
When determining if NDI has been toggled compared to the value in the previous transmission the MAC entity shall ignore NDI received in all uplink grants on PDCCH for its Temporary C-RNTI.
Editor's Note:	How to fix "HARQ buffer is flushed when the autonomous (re)transmission is deprioritized again" is FFS.


Next change
[bookmark: _Toc37296308]6.1.3.31	Multiple Entry Configured Grant Confirmation MAC CE
The Multiple Entry Configured Grant Confirmation MAC CE is identified by a MAC subheader with LCID and eLCID as specified in Table 6.2.1-2. It has a fixed size and consists of a four octets containing 32 CG-fields. The Multiple Entry Configured Grant Confirmation MAC CE is defined as follows (Figure 6.1.3.31-1).
-	CGi: This field indicates whether PDCCH indicating activation or deactivation of configured uplink grant with ConfiguredGrantConfigIndexMAC i has been received. The CGi field is set to 1 to indicate that PDCCH indicating activation or deactivation of type 2 configured uplink grant with ConfiguredGrantConfigIndexMAC i has been received. The CGi field is set to 0 to indicate that PDCCH indicating activation or deactivation of type 2 configured uplink grant with ConfiguredGrantConfigIndexMAC i has not been received.


Figure 6.1.3.31-1: Multiple Entry Configured Grant Confirmation MAC CE


Next change
[bookmark: _Toc37296309]6.1.3.32	Duplication RLC Activation/Deactivation MAC CE
The Duplication RLC Activation/Deactivation MAC CE is identified by a MAC subheader with LCID and eLCID as specified in Table 6.2.1-1. It has a fixed size and consists of a single octet defined as follows (Figure 6.1.3.32-1).
-	DRB ID: This field indicates the identity of DRB for which the MAC CE applies. The length of the field is 5 bits;
-	RLCi: This field indicates the activation/deactivation status of PDCP duplication for the RLC entity i where i is ascending order of logical channel ID of secondary RLC entities in the order of MCG and SCG, for the DRB. The RLCi field is set to 1 to indicate that the PDCP duplication for the RLC entity i shall be activated. The RLCi field is set to 0 to indicate that the PDCP duplication for the RLC entity i shall be deactivated.


Figure 6.1.3.32-1: Duplication RLC Activation/Deactivation MAC CE
Editor's Note: It is assumed that index i for RLCi field is determined by ascending order of logical channel ID of secondary RLC entities in MCG and SCG. But it may need a confirmation.

End of change
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