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1	Introduction
The following intra-UE prioritization related open issues are collected by the WI rapporteur. A post-meeting email discussion has been organized on most of these issues [1]. In this paper, we discuss issues that don’t have a converged view and issues that we have extra inputs on top of the email discussion. The open issues not addressed in the email discussion [1] are discussed in Section 2.5. 
From TS 38.331:
	Editor’s Note: The name autonomousReTx needs to be confirmed.

	Editor’s Note: It is FFS whether SR/data prioritization can be a separate configurable parameter from data/data prioritization.


From TS 38.321:
	It is FFS whether SR/data prioritization can be a separate configurable parameter from data/data prioritization.

	Priority determination considering MAC CE is FFS.

	Editor’s Note: How to fix “HARQ buffer is flushed when the autonomous (re)transmission is deprioritized again” is FFS.

	Whether increment of SR counter and start of sr-ProhibitTimer need to be enhanced, e.g. clarify whether Rel-15 UE behaviour already allows to consider the SR resource as invalid if PHY does not transmit the SR.

	Impact of RAN2 observation that “In case that two MAC PDUs with the same L1 priority (i.e. high-high or low-low) are delivered by MAC, the second PDU has priority from RAN2 perspective (based on LCH priority).”, e.g. verify that UE handling of the PDU delivered to PHY is clear and whether any specifications changes are required.

	Solution addressing autonomous transmission when type-2 CG’s configuration changes.

	FFS whether each of the MAC CEs defined in IIOT WI belongs to set1 or set2 considering the agreements made as part of [AT109e][012][R16] discussion.

	[bookmark: _Hlk36640203]FFS how to clarify that HARQ processes can only be shared by CGs configured for shared spectrum, e.g. whether to modify the note in MAC (“NOTE 4: A HARQ process is not shared between different configured grant configurations.”) or clarify this in RRC specifications instead.



[bookmark: _Ref178064866][bookmark: _GoBack]2	Discussion
2.1 Priority determination for MAC CE 
In this subsection, we discuss the following issue:
	Priority determination considering MAC CE is FFS.



Technical-wise, it might bring more harm than good to consider MAC CE in the intra-UE prioritization process:  
· Since some MAC CEs have higher priority than the highest LCH priority and there is no LCP restriction defined for MAC CE, a low PHY-priority grant (with long PUSCH duration and ordinary BLER target of 10%) with MAC CE can pre-empt a high PHY-priority grant with critical data. But, pre-empting a high PHY-prioirty grant with a low PHY-priority grant is not supported by RAN1 at the moment and very unlikely to be supported in the future. 
· We may introduce LCP restriction for MAC CE, but the triggering of UL MAC CE is done within the UE. Network is not aware when these will be triggered and cannot send the suitable grant immediately after these MAC CEs are triggered. 
It is argued that high priority MAC CE like BSR (among all other MAC CEs) should be considered. However, since BSR is triggered by data in high priority LCH, we can consider the high priority LCH itself in the prioritization process instead of its corresponding BSR. In addition, the problem of sending high priority BSR (or corresponding to high priority LCH) on low priority grant has been addressed by allowing the corresponding PUCCH of the triggered SR (which is associated with the triggered BSR) to overlap and override that low priority grant. 
Other MAC CEs introduced in Rel-16, such as SCell BFR MAC CE and LBT failure MAC CE, are mentioned as reasons to consider MAC CE in priority determination. On SCell BFR MAC CE, the beam failure detection and recovery might be in the order of dozens of milliseconds and so we don’t believe this is essential for URLLC service which can have latency requirement down-to one millisecond. The similar argument applies for LBT failure MAC CE on whether this is useful for URLLC service. In addition, handling of the potential enhancements related to compatibility when combining NR-U and IIoT features falls into the scope of the Rel-17 IIoT work item and we can further consider it there.

One simple solution for Rel-16 is to ignore the MAC CE in the grant prioritization rule. Using this solution, there can be cases that the MAC CE is lost (i.e., the MAC PDU carrying this MAC CE is pre-empted by a later MAC PDU with higher priority LCH). Note that MAC CE, can be recovered by the retransmission of the preempted MAC PDU. The MAC CE is not lost but delayed by one HARQ retransmission round-trip time. In Rel-15, there is no LCP restriction on MAC CE, and it is expected that the MAC CE might be delayed due to HARQ re-transmissions. We believe this solution is clear and follows the principle in Rel-15. If there is a need for further optimization, another solution to consider for Rel-17 is to transmit the de-prioritized MAC CE on the pre-empting grant. 
[bookmark: _Toc32513911][bookmark: _Toc23705109][bookmark: _Toc23705267][bookmark: _Toc37349862]MAC CE is not considered in determining the priority of the grant.
Since MAC CE is not considered in the grant prioritization determination, it is clear that a grant with MAC CE only should always be treated as a de-prioritized grant.
[bookmark: _Toc37349863]The grant with MAC CE only is always de-prioritized compared to a grant with data from any LCH.
2.2 Handling of PDUs with the same PHY-priority
In this subsection, we discuss the following issue
	Impact of RAN2 observation that “In case that two MAC PDUs with the same L1 priority (i.e. high-high or low-low) are delivered by MAC, the second PDU has priority from RAN2 perspective (based on LCH priority).”, e.g. verify that UE handling of the PDU delivered to PHY is clear and whether any specifications changes are required.



To recap, one identified issue is summarized in the below example. MAC prioritizes the grant based on the priority of the LCH data that can be or has been multiplexed on the grant. On the contrary, PHY prioritizes the grant solely based on the PHY-priority of the grant. One example is illustrated in the below with CG/DG overlapping. According to PHY priority rule, the DG overrides CG, while MAC prioritizes the CG since a high priority LCH can be multiplexed on the CG. 
[image: ] 
Figure 1. MAC & PHY conflicting prioritization decision with the same PHY-Priority of both CG and DG.
In our understanding, RAN1 is not fully aware the RAN2 agreement and consequently has not specifically considered the case with two overlapping grants that have the same PHY-priority. A LS to clarify RAN2 agreements is preferable. We do acknowledge that we have reached the end of this work item and there are potential PHY impacts, and so we propose to let RAN1 decide if this will be addressed and when. 
[bookmark: _Toc32522735][bookmark: _Toc37349864]Send LS to RAN1: 1) indicate inconsistency in intra-UE prioritization between MAC and PHY solution; 2) ask RAN1 if and when this may be addressed in PHY spec.
If RAN1 is not able to resolve this in Rel-16 timeframe, some specification changes in MAC are needed. In the email discussion [1], it is proposed to discuss first whether the MAC PDU (which will be de-prioritized in PHY) should be generated. We believe it should not, since it is clear at the time of PHY-priority determination that this MAC PDU will not be delivered by the PHY. A note, in this case, is needed, such as the one below
[bookmark: _Hlk37073307]NOTE: An uplink grant, which by PHY grant prioritization will not be transmitted due to overlapping with another ongoing transmission, is considered as a de-prioritized uplink grant.
Another solution is to rely on network implementation to avoid above configurations. However, this limits intra-UE prioritization to a much smaller set of use cases. Basically, network can only configure overlapping grants with different PHY-priority index. In addition, it requires network must carefully configure LCP restriction to make sure high priority LCH data is multiplexed on the high PHY-priority index grant and low priority LCH is multiplexed on the low PHY-priority index grant. The potential impact of the MAC CE as discussed in section 2.1 must be considered too in network configuration.  
With the above discussion, we propose 
[bookmark: _Toc32514557][bookmark: _Toc32522734][bookmark: _Toc37349865]If MAC/PHY intra-UE prioritization inconsistency cannot be resolved by RAN1 in Rel-16, add the note in MAC spec: “an uplink grant, which by PHY grant prioritization will not be transmitted due to overlapping with another ongoing transmission, is considered as a de-prioritized uplink grant.”
2.3	Autonomous transmission when type-2 CG’s configuration changes
In this subsection, we discuss the following FFS
	Solution addressing autonomous transmission when type-2 CG’s configuration changes. 



There are two solutions mentioned in the email discussion [1]:
1. Check if TBS of the CG has changed since the de-prioritized uplink configuration;
2. Flush HARQ buffer at activation.
There are some shortcomings in solution 1, such as complexities in UE and gNB: 
· It can happen that the TBS does not change, but the MCS and the resource allocation have changed. In this case, some UE implemenation might have to re-construct the HARQ buffer and so the UE has to keep the data at higher-layer buffer even if it has delivered the data to MAC.  
· Suppose the configured grant configuration has only one HARQ process. After reactivation, UE can only autonomously re-transmit the previously built MAC PDU and it cannot multiplex confirmation MAC CE on the MAC PDU. Thus, this complicates the scheduler implemenation at gNB which expects the confirmation MAC CE. 
· It is very likely that gNB re-activates the configured grant configuration with a different TBS and so solution 1 does not work.
[bookmark: _Hlk37076500]The other motivation for solution 1 is to solve the following case where the HARQ process ID 2 is used by another dynamic grant. 
[image: ]
This is a corner case that can be avoided by network implemenation as network is aware of all scheduling decisions. Due to the limited benefits and potentially high implementation cost at UE/gNB, we propose the following 
[bookmark: _Toc37349866]After receiving a re-activation command for type-2 CG, any remaining autonomous re-transmission for the type-2 CG is stopped, i.e., HARQ buffer is flushed after (re)-activation.
2.4 Separate configurability SR/Data prioritization 
In this subsection, we discuss the following issue:
	It is FFS whether SR/data prioritization can be a separate configurable parameter from data/data prioritization.


While similarities and overlap in functionality of SR/data and data/data features exist, the purposes of these two featuers are distinct. 
1. One example SR/data multiplexing would be configured in a scenario where typically slot-based MBB transmission would be served dynamically, but still sporadic URLLC transmissions should be served quickly as well once URLLC data becomes available and is indicated by SR. SR should pre-empt in this case any ongoing MBB transmission, to speed up the scheduling process and thus allowing scheduling URLLC transmissions dynamically.  The data/data prioritization feature is not required in this scenario and it should be possible to only configure SR/data prioritization in this case.
2. Another example is that a periodical URLLC/TSC flow with configured grants and sporadic eMBB with dynamic grant shall be served efficiently with the help of the data/data prioritization feature. The SR/data prioritization feature is not required in this scenario and it should be possible to only configure data/data prioritization in this case. 
Another aspect is that their impact on UE MAC multiplexing as well as scheduling and gNB UL reception are quite different. It is not necessary or even not wanted in some implementations that UE prioritized between potentially overlapping grants for data/data in this case. Note that for gNB the data/data prioritization feature would come with the burden of decoding according to multiple hypotheses of which grant the UE may choose, which should be avoided if not needed/wanted. Intra-UE prioritization among data/data should thus be separate configurable feature. Lastly, it is mentioned in the email discussion that SR prioritization may be needed for some SR configurations, but not for others. 
On the other hand, the major concern is that this would complicate the MAC procedure. An example TP with one additonal configurable parameter sr-DataPrioritization can be found in the section 5. Therefore, we propose that
[bookmark: _Toc32513915][bookmark: _Toc37349867]SR/data prioritization is separate configurable feature from data/data prioritization feature; adopt the Text Proposal in Section 5. 
2.5	Remaining configuration aspects
In this subsection, we discuss some remaining configuration related issues in intra-UE prioritization:
	Editor’s Note: The name autonomousReTx needs to be confirmed.

	[bookmark: _Hlk37086530]FFS how to clarify that HARQ processes can only be shared by CGs configured for shared spectrum, e.g. whether to modify the note in MAC (“NOTE 4: A HARQ process is not shared between different configured grant configurations.”) or clarify this in RRC specifications instead.



During the CR drafting phase in the last meeting, there was a comment on the terminology autonomousReTx. The essence is it should be called a new-transmission or a re-transmission of the de-prioritized MAC PDU. 
In our view, a new transmission attempt of this MAC PDU should be called re-transmission, as there was a transmission attempt before. The reason is that it can happen this MAC PDU has been delivered to PHY for transmission but later pre-empted by another high priority MAC PDU. There are other understandings that this new attempt cannot be called re-transmission, since the initial transmission attempt was not completed and cannot be counted as a transmission. 
Regardless of the modelling approach, we prefer a consistent usage of the terminology in the spec. NR-U has introduced a similar functionality and it is called autonomous re-transmission controlled by the timer called cg-RetransmissionTimer. Indeed, autonoums retransmission in unlicensed operation was the baseline of the feature in NR IIoT. Thus, the name retransmission should be adopted.
Additionaly, it would be good to differentiate this feature from the NR-U defined autonomous retransmission, and we propose to re-name it to deprioritzedReTx to indicate the reason it is triggered. 
[bookmark: _Toc37349868]Change the name autonomousReTx to deprioritzedReTx in RRC and MAC spec.

In the last meeting, it is agreed that “A HARQ process is not shared between different configured grant configurations”. A note was added in the MAC specification, but it is not consistent with the operation in NR-U in which it allows HARQ process sharing. Whether NR-U feature is used or not depends on whether the timer cg-RetransmisssionTimer is configured or not, and thus, we propose to use this a condition on the restriction and this can be kept in the MAC spec: 
[bookmark: _Toc4592785][bookmark: _Toc32522733][bookmark: _Toc37349869]If cg-RetransmissionTimer is not configured, a HARQ process is not shared between different configured grant configurations.

3	Conclusion
Based on the discussion in the previous sections we propose the following:
Proposal 1	MAC CE is not considered in determining the priority of the grant.
Proposal 2	The grant with MAC CE only is always de-prioritized compared to a grant with data from any LCH.
Proposal 3	Send LS to RAN1: 1) indicate inconsistency in intra-UE prioritization between MAC and PHY solution; 2) ask RAN1 if and when this may be addressed in PHY spec.
Proposal 4	If MAC/PHY intra-UE prioritization inconsistency cannot be resolved by RAN1 in Rel-16, add the note in MAC spec: “an uplink grant, which by PHY grant prioritization will not be transmitted due to overlapping with another ongoing transmission, is considered as a de-prioritized uplink grant.”
Proposal 5	After receiving a re-activation command for type-2 CG, any remaining autonomous re-transmission for the type-2 CG is stopped, i.e., HARQ buffer is flushed after (re)-activation.
Proposal 6	SR/data prioritization is separate configurable feature from data/data prioritization feature; adopt the Text Proposal in Section 5.
Proposal 7	Change the name autonomousReTx to deprioritzedReTx in RRC and MAC spec.
Proposal 8	If cg-RetransmissionTimer is not configured, a HARQ process is not shared between different configured grant configurations.
[bookmark: _In-sequence_SDU_delivery]
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5	Text Proposal for separate configurability of SR/data 
[bookmark: _Toc510393391][bookmark: _Toc500942635][bookmark: _Toc509405757][bookmark: _Hlk504049857][bookmark: _Hlk504055217][bookmark: _Toc500942638][bookmark: _Hlk492964276][bookmark: _Toc493510571][bookmark: _Toc500942656][bookmark: _Toc491180871][bookmark: _Toc491180878][bookmark: _Toc493510580][bookmark: _Toc500942686][bookmark: _Toc470095101][bookmark: _Toc20425634]START OF CHANGES
[bookmark: _Toc29239834][bookmark: _Toc37296193]5.4.1	UL Grant reception
Uplink grant is either received dynamically on the PDCCH, in a Random Access Response, configured semi-persistently by RRC or determined to be associated with the PUSCH resource of MSGA as specified in clause 5.1.2a. The MAC entity shall have an uplink grant to transmit on the UL-SCH. To perform the requested transmissions, the MAC layer receives HARQ information from lower layers. An uplink grant addressed to CS-RNTI with NDI = 0 is considered as a configured uplink grant. An uplink grant addressed to CS-RNTI with NDI = 1 is considered as a dynamic uplink grant.
If the MAC entity has a C-RNTI, a Temporary C-RNTI, or CS-RNTI, the MAC entity shall for each PDCCH occasion and for each Serving Cell belonging to a TAG that has a running timeAlignmentTimer and for each grant received for this PDCCH occasion:
1>	if an uplink grant for this Serving Cell has been received on the PDCCH for the MAC entity's C-RNTI or Temporary C-RNTI; or
1>	if an uplink grant has been received in a Random Access Response:
2>	if the uplink grant is for MAC entity's C-RNTI and if the previous uplink grant delivered to the HARQ entity for the same HARQ process was either an uplink grant received for the MAC entity's CS-RNTI or a configured uplink grant:
3>	consider the NDI to have been toggled for the corresponding HARQ process regardless of the value of the NDI.
2>	if the uplink grant is for MAC entity's C-RNTI, and the identified HARQ process is configured for a configured uplink grant:
3>	start or restart the configuredGrantTimer for the correponding HARQ process, if configured.
3>	stop the cg-RetransmissionTimer for the correponding HARQ process, if running.
2>	deliver the uplink grant and the associated HARQ information to the HARQ entity.
1>	else if an uplink grant for this PDCCH occasion has been received for this Serving Cell on the PDCCH for the MAC entity's CS-RNTI:
2>	if the NDI in the received HARQ information is 1:
3>	consider the NDI for the corresponding HARQ process not to have been toggled;
3>	start or restart the configuredGrantTimer for the corresponding HARQ process, if configured;
3>	stop the cg-RetransmissionTimer for the correponding HARQ process, if running;
3>	deliver the uplink grant and the associated HARQ information to the HARQ entity.
2>	else if the NDI in the received HARQ information is 0:
3>	if PDCCH contents indicate configured grant Type 2 deactivation:
4>	trigger configured uplink grant confirmation.
3>	else if PDCCH contents indicate configured grant Type 2 activation:
4>	trigger configured uplink grant confirmation;
4>	store the uplink grant for this Serving Cell and the associated HARQ information as configured uplink grant;
4>	initialise or re-initialise the configured uplink grant for this Serving Cell to start in the associated PUSCH duration and to recur according to rules in clause 5.8.2;
4>	stop the configuredGrantTimer for the corresponding HARQ process, if running;
4>	stop the cg-RetransmissionTimer for the correponding HARQ process, if running.
For each Serving Cell and each configured uplink grant, if configured and activated, the MAC entity shall:
1>	if the MAC entity is configured with lch-basedPrioritization; or
1>	if the PUSCH duration of the configured uplink grant does not overlap with the PUSCH duration of an uplink grant received on the PDCCH or in a Random Access Response for this Serving Cell or with a transmission of MSGA payload:
2>	set the HARQ Process ID to the HARQ Process ID associated with this PUSCH duration;
2>	if, for the corresponding HARQ process, the configuredGrantTimer is not running and cg-RetransmissionTimer is not configured (i.e. new transmission):
3>	consider the NDI bit for the corresponding HARQ process to have been toggled;
3>	deliver the configured uplink grant and the associated HARQ information to the HARQ entity.
2>	else if the cg-RetransmissionTimer for the corresponding HARQ process is configured and not running, then for the corresponding HARQ process:
[bookmark: _Hlk23460335]3>	if the configuredGrantTimer is not running, and the HARQ process is not pending (i.e. new transmission):
4>	consider the NDI bit to have been toggled;
4>	deliver the configured uplink grant and the associated HARQ information to the HARQ entity.
3>	else if the previous uplink grant delivered to the HARQ entity for the same HARQ process was a configured uplink grant (i.e. retransmission on configured grant):
[bookmark: _Hlk23460367]4>	deliver the configured uplink grant and the associated HARQ information to the HARQ entity.
Editor's Note: It is FFS whether SR/data prioritization can be a separate configurable parameter from data/data prioritization.
For configured uplink grants neither configured with harq-ProcID-Offset2 nor with cg-RetransmissionTimer, the HARQ Process ID associated with the first symbol of a UL transmission is derived from the following equation:
HARQ Process ID = [floor(CURRENT_symbol/periodicity)] modulo nrofHARQ-Processes
For configured uplink grants with harq-ProcID-Offset2, the HARQ Process ID associated with the first symbol of a UL transmission is derived from the following equation:
HARQ Process ID = [floor(CURRENT_symbol / periodicity)] modulo nrofHARQ-Processes + harq-ProcID-Offset2
where CURRENT_symbol = (SFN × numberOfSlotsPerFrame × numberOfSymbolsPerSlot + slot number in the frame × numberOfSymbolsPerSlot + symbol number in the slot), and numberOfSlotsPerFrame and numberOfSymbolsPerSlot refer to the number of consecutive slots per frame and the number of consecutive symbols per slot, respectively as specified in TS 38.211 [8].
[bookmark: _Hlk23499210][bookmark: _Hlk23787129]For configured uplink grants configured with cg-RetransmissionTimer, the UE implementation select an HARQ Process ID among the HARQ process IDs available for the configured grant configuration. The UE shall prioritize retransmissions before initial transmissions. The UE shall toggle the NDI in the CG-UCI for new transmissions and not toggle the NDI in the CG-UCI in retransmissions.
NOTE 1:	CURRENT_symbol refers to the symbol index of the first transmission occasion of a repetition bundle that takes place.
NOTE 2:	A HARQ process is configured for a configured uplink grant where harq-ProcID-Offset2 is not configured, if the configured uplink grant is activated and the associated HARQ process ID is less than nrofHARQ-Processes. A HARQ process is configured for a configured uplink grant where harq-ProcID-Offset2 is configured, if the configured uplink grant is activated and the associated HARQ process ID is greater than or equal to harq-ProcID-Offset2 and less than sum of harq-ProcID-Offset2 and nrofHARQ-Processes for the configured grant configuration.
NOTE 3:	If the MAC entity receives a grant in a Random Access Response (i.e. MAC RAR or fallbackRAR) or determines a grant as specified in clause 5.1.2a for MSGA payload and if the MAC entity also receives an overlapping grant for its C-RNTI or CS-RNTI, requiring concurrent transmissions on the SpCell, the MAC entity may choose to continue with either the grant for its RA-RNTI/MSGB-RNTI/the MSGA payload transmission or the grant for its C-RNTI or CS-RNTI.
NOTE 4:	In case of unaligned SFN across carriers in a cell group, the SFN of the concerned Serving Cell is used to calculate the HARQ Process ID used for configured uplink grants.
NOTE 5:	A HARQ process is not shared between different configured grant configurations.
For the MAC entity configured with lch-basedPrioritization, priority of an uplink grant is determined by the highest priority among priorities of the logical channels with data available that are multiplexed or can be multiplexed in the MAC PDU, according to the mapping restrictions as described in clause 5.4.3.1.2.
Editor's Note: Priority determination considering MAC CE is FFS.
When the MAC entity is configured, with lch-basedPrioritization, for each uplink grant which is not already a de-prioritized uplink grant:
1>	if this uplink grant is addressed to CS-RNTI with NDI = 1 or C-RNTI:
2>	if there is no overlapping PUSCH duration of a configured uplink grant, in the same BWP whose priority is higher than the priority of the uplink grant; and
3>	if sr-DataPrioritzation is not configured; or
3> if sr-DataPrioritzation is configured and 
2>	if there is no overlapping PUCCH resource with an SR transmission where the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant:
43>	this uplink grant is a prioritized uplink grant;
43>	the other overlapping uplink grant(s), if any, is a de-prioritized uplink grant.
1>	else if this uplink grant is a configured uplink grant:
2>	if there is no overlapping PUSCH duration of another configured uplink grant, in the same BWP, whose priority is higher than the priority of the uplink grant; and
2>	if there is no overlapping PUSCH duration of an uplink grant addressed to CS-RNTI with NDI = 1 or C-RNTI, in the same BWP, whose priority is higher than or equal to the priority of the uplink grant; and
	3> if sr-DataPrioritzation is not configured; or
	3> if sr-DataPrioritzation is configured and
 
2>	if there is no overlapping PUCCH resource with an SR transmission where the priority of the logical channel that triggered the SR is higher than the priority of the uplink grant:
43>	this uplink grant is a prioritized uplink grant;
43>	the other overlapping uplink grant(s), if any, is a de-prioritized uplink grant.
[bookmark: _Hlk34410642]NOTE 6:	If there is overlapping PUSCH duration of at least two configured uplink grants whose priorities are equal, the prioritized uplink grant is determined by UE implementation.

[bookmark: _Hlk23515190][bookmark: _Toc20425675][bookmark: _Toc29321071]NEXT CHANGE
[bookmark: _Toc29239836][bookmark: _Toc37296195]5.4.2.1	HARQ Entity
The MAC entity includes a HARQ entity for each Serving Cell with configured uplink (including the case when it is configured with supplementaryUplink), which maintains a number of parallel HARQ processes.
The number of parallel UL HARQ processes per HARQ entity is specified in TS 38.214 [7].
Each HARQ process supports one TB.
Each HARQ process is associated with a HARQ process identifier. For UL transmission with UL grant in RA Response or for UL transmission for MSGA payload, HARQ process identifier 0 is used.
NOTE:	When a single DCI is used to schedule multiple PUSCH, the UE is allowed to map generated TB(s) internally to different HARQ processes in case of LBT failure(s), i.e. UE may transmit a new TB on any HARQ process in the grants that have the same TBS, the same RV and the NDIs indicate new transmission.
The number of transmissions of a TB within a bundle of the dynamic grant or configured grant is given by REPETITION_NUMBER as follows:
-	For a dynamic grant, REPETITION_NUMBER is set to a value provided by lower layers, as specified in clause 6.1.2.1 of TS 38.214 [7];
-	For a configured grant, REPETITION_NUMBER is set to a value provided by lower layers, as specified in clause 6.1.2.3 of TS 38.214 [7].
If REPETITION_NUMBER > 1, after the initial transmission, REPETITION_NUMBER – 1 HARQ retransmissions follow within a bundle. For both dynamic grant and configured uplink grant, bundling operation relies on the HARQ entity for invoking the same HARQ process for each transmission that is part of the same bundle. Within a bundle, HARQ retransmissions are triggered without waiting for feedback from previous transmission according to REPETITION_NUMBER for a dynamic grant or configured uplink grant. Each transmission within a bundle is a separate uplink grant after the initial uplink grant within a bundle is delivered to the HARQ entity.
For each transmission within a bundle of the dynamic grant, the sequence of redundancy versions is determined according to clause 6.1.2.1 of TS 38.214 [7]. For each transmission within a bundle of the configured uplink grant, the sequence of redundancy versions is determined according to clause 6.1.2.3 of TS 38.214 [7].
For configured uplink grants configured with cg-RetransmissionTimer, the redundancy version zero is used for initial transmissions and UE implementation selects redundancy version for retransmissions.
For each uplink grant, the HARQ entity shall:
1>	identify the HARQ process associated with this grant, and for each identified HARQ process:
2>	if the received grant was not addressed to a Temporary C-RNTI on PDCCH, and the NDI provided in the associated HARQ information has been toggled compared to the value in the previous transmission of this TB of this HARQ process; or
2>	if the uplink grant was received on PDCCH for the C-RNTI and the HARQ buffer of the identified process is empty; or
2>	if the uplink grant was received in a Random Access Response (i.e. in a MAC RAR or a fallback RAR); or
2>	if the uplink grant was determined as specified in clause 5.1.2a for the transmission of the MSGA payload; or
2>	if the uplink grant was received on PDCCH for the C-RNTI in ra-ResponseWindow and this PDCCH successfully completed the Random Access procedure initiated for beam failure recovery; or
2>	if the uplink grant is part of a bundle of the configured uplink grant, and may be used for initial transmission according to clause 6.1.2.3 of TS 38.214 [7], and if no MAC PDU has been obtained for this bundle:
3>	if there is a MAC PDU in the MSGA buffer and the uplink grant determined as specified in clause 5.1.2a for the transmission of the MSGA payload was selected:
4>	obtain the MAC PDU to transmit from the MsgA buffer.
3>	else if there is a MAC PDU in the Msg3 buffer and the uplink grant was received in a fallbackRAR:
4>	obtain the MAC PDU to transmit from the Msg3 buffer.
3>	else if there is a MAC PDU in the Msg3 buffer and the uplink grant was received in a MAC RAR; or:
3>	if there is a MAC PDU in the Msg3 buffer and the uplink grant was received on PDCCH for the C-RNTI in ra-ResponseWindow and this PDCCH successfully completed the Random Access procedure initiated for beam failure recovery:
4>	obtain the MAC PDU to transmit from the Msg3 buffer.
4>	if the uplink grant size does not match with size of the obtained MAC PDU; and
4>	if the Random Access procedure was successfully completed upon receiving the uplink grant:
5>	indicate to the Multiplexing and assembly entity to include MAC subPDU(s) carrying MAC SDU from the obtained MAC PDU in the subsequent uplink transmission;
5>	obtain the MAC PDU to transmit from the Multiplexing and assembly entity.
3>	else if this uplink grant is a configured grant which is a prioritized uplink grant; and
3>	if the configured grant is configured with autonomousReTx; and
3>	if the previous configured uplink grant for this HARQ process was de-prioritized; and
3>	if a MAC PDU had already been obtained for this HARQ process; and
3>	if a transmission of the obtained MAC PDU has not been performed:
4>	consider the MAC PDU has been obtained.
3>	else if the MAC entity is not configured neither with lch-basedPrioritization nor with sr-DataPrioritzation; or
3>	if this uplink grant is a prioritized uplink grant:
4>	obtain the MAC PDU to transmit from the Multiplexing and assembly entity, if any;
3>	if a MAC PDU to transmit has been obtained:
4>	deliver the MAC PDU and the uplink grant and the HARQ information of the TB to the identified HARQ process;
4>	instruct the identified HARQ process to trigger a new transmission;
4>	if the uplink grant is a configured uplink grant:
5>	start or restart the configuredGrantTimer, if configured, for the corresponding HARQ process when the transmission is performed;
5>	start or restart the cg-RetransmissionTimer, if configured, for the corresponding HARQ process when the transmission is performed.
4>	if the uplink grant is addressed to C-RNTI, and the identified HARQ process is configured for a configured uplink grant:
5>	start or restart the configuredGrantTimer, if configured, for the corresponding HARQ process when the transmission is performed.
4>	if cg-RetransmissionTimer is configured for the identified HARQ process:
5>	if the transmission is performed:
6>	consider the identified HARQ process as not pending.
5>	else:
6>	consider the identified HARQ process as pending.
3>	else:
4>	flush the HARQ buffer of the identified HARQ process.
2>	else (i.e. retransmission):
3>	if the uplink grant received on PDCCH was addressed to CS-RNTI and if the HARQ buffer of the identified process is empty; or
3>	if the uplink grant is part of a bundle and if no MAC PDU has been obtained for this bundle; or
3>	if the uplink grant is part of a bundle of the configured uplink grant, and the PUSCH duration of the uplink grant overlaps with a PUSCH duration of another uplink grant received on the PDCCH or an uplink grant received in a Random Access Response (i.e. MAC RAR or fallbackRAR) or an uplink grant determined as specified in clause 5.1.2a for MSGA payload for this Serving Cell; or:
3>	if the MAC entity is configured with lch-basedPrioritization or sr-DataPriotization and this uplink grant is not a prioritized uplink grant:
4>	ignore the uplink grant.
3>	else:
4>	deliver the uplink grant and the HARQ information (redundancy version) of the TB to the identified HARQ process;
4>	instruct the identified HARQ process to trigger a retransmission;
4>	if the uplink grant is addressed to CS-RNTI; or
4>	if the uplink grant is addressed to C-RNTI, and the identified HARQ process is configured for a configured uplink grant:
5>	start or restart the configuredGrantTimer, if configured, for the corresponding HARQ process when the transmission is performed.
4>	if the uplink grant is a configured uplink grant:
5>	if the identified HARQ process is pending:
6>	start or restart the configuredGrantTimer for the corresponding HARQ process when the transmission is performed;
5>	start or restart the cg-RetransmissionTimer, if configured, for the corresponding HARQ process when the transmission is performed.
4>	if the identified HARQ process is pending and the transmission is performed:
5>	consider the identified HARQ process as not pending.
When determining if NDI has been toggled compared to the value in the previous transmission the MAC entity shall ignore NDI received in all uplink grants on PDCCH for its Temporary C-RNTI.
Editor's Note:	How to fix "HARQ buffer is flushed when the autonomous (re)transmission is deprioritized again" is FFS.
NEXT CHANGE

[bookmark: _Toc37296203]5.4.4	Scheduling Request
The Scheduling Request (SR) is used for requesting UL-SCH resources for new transmission.
The MAC entity may be configured with zero, one, or more SR configurations. An SR configuration consists of a set of PUCCH resources for SR across different BWPs and cells. For a logical channel or for SCell beam failure recovery (see clause 5.17) and for consistent LBT failure (see clause 5.21), at most one PUCCH resource for SR is configured per BWP.
Each SR configuration corresponds to one or more logical channels or to SCell beam failure recovery and/or to consistent LBT failure. Each logical channel, and consistent LBT failure, may be mapped to zero or one SR configuration, which is configured by RRC. The SR configuration of the logical channel that triggered a BSR other than Pre-emptive BSR (clause 5.4.5) or the SCell beam failure recovery or the consistent LBT failure (clause 5.21) (if such a configuration exists) is considered as corresponding SR configuration for the triggered SR. Any SR configuration may be used for an SR triggered by Pre-emptive BSR (clause 5.4.5).
RRC configures the following parameters for the scheduling request procedure:
-	sr-ProhibitTimer (per SR configuration);
-	sr-TransMax (per SR configuration).
The following UE variables are used for the scheduling request procedure:
-	SR_COUNTER (per SR configuration).
If an SR is triggered and there are no other SRs pending corresponding to the same SR configuration, the MAC entity shall set the SR_COUNTER of the corresponding SR configuration to 0.
When an SR is triggered, it shall be considered as pending until it is cancelled.
Except for SCell beam failure recovery, all pending SR(s) for BSR triggered according to the BSR procedure (clause 5.4.5) prior to the MAC PDU assembly shall be cancelled and each respective sr-ProhibitTimer shall be stopped when the MAC PDU is transmitted, regardless of LBT failure indication from lower layers, and this PDU includes a Long or Short BSR MAC CE which contains buffer status up to (and including) the last event that triggered a BSR (see clause 5.4.5) prior to the MAC PDU assembly. Except for SCell beam failure recovery, all pending SR(s) for BSR triggered according to the BSR procedure (clause 5.4.5) shall be cancelled and each respective sr-ProhibitTimer shall be stopped when the UL grant(s) can accommodate all pending data available for transmission. Pending SR triggered prior to the MAC PDU assembly for beam failure recovery of an SCell shall be cancelled when the MAC PDU is transmitted and this PDU includes an SCell BFR MAC CE or truncated SCell BFR MAC CE which contains beam failure recovery information of that SCell. If all the SR(s) triggered for SCell beam failure recovery are cancelled the MAC entity shall stop sr-ProhibitTimer of corresponding SR configuration.
The MAC entity shall for each pending SR triggered by consistent LBT failure:
1>	if a MAC PDU is transmitted, regardless of LBT failure indication from lower layers, and the MAC PDU includes an LBT failure MAC CE that indicates consistent LBT failure for the Serving Cell that triggered this SR; or
1>	if the corresponding consistent LBT failure is cancelled (see clause 5.21):
2>	cancel the pending SR and stop the corresponding sr-ProhibitTimer.
Only PUCCH resources on a BWP which is active at the time of SR transmission occasion are considered valid.
As long as at least one SR is pending, the MAC entity shall for each pending SR:
1>	if the MAC entity has no valid PUCCH resource configured for the pending SR:
2>	initiate a Random Access procedure (see clause 5.1) on the SpCell and cancel the pending SR.
1>	else, for the SR configuration corresponding to the pending SR:
2>	when the MAC entity has an SR transmission occasion on the valid PUCCH resource for SR configured; and
2>	if sr-ProhibitTimer is not running at the time of the SR transmission occasion; and
2>	if the PUCCH resource for the SR transmission occasion does not overlap with a measurement gap:
3>	if the PUCCH resource for the SR transmission occasion overlaps with neither a UL-SCH resource nor an SL-SCH resource; or
3>	if the MAC entity is configured with  sr-DataPrioritizationlch-basedPrioritization, and the PUCCH resource for the SR transmission occasion overlaps with any UL-SCH resource(s), and the priority of the logical channel that triggered SR is higher than the priority of the uplink grant(s) for any UL-SCH resource(s) where the priority of the uplink grant is determined as specified in clause 5.4.1; or
3>	if a SL-SCH resource overlaps with the PUCCH resource for the SR transmission occasion for the pending SR triggered as specfied in clause 5.4.5, and the MAC entity is not able to perform this SR transmission simultaneously with the transmission of the SL-SCH resource, and either transmission on the SL-SCH resource is not prioritized as described in clause 5.22.1.3.1 or the priority value of the logical channel that triggered SR is lower than ul-Prioritizationthres, if configured; or
3>	if a SL-SCH resource overlaps with the PUCCH resource for the SR transmission occasion for the pending SR triggered as specfied in clause 5.22.1.5, and the MAC entity is not able to perform this SR transmission simultaneously with the transmission of the SL-SCH resource, and the priority of the triggered SR determined as specified in clause 5.22.1.5 is higher than the priority of the MAC PDU determined as specified in clause 5.22.1.3.1 for the SL-SCH resource:
[bookmark: _Hlk36893044]4>	the other overlapping uplink grant(s), if any, is a de-prioritized uplink grant;
4>	if SR_COUNTER < sr-TransMax:
5>	instruct the physical layer to signal the SR on one valid PUCCH resource for SR;
5>	if LBT failure indication is not received from lower layers:
5>	increment SR_COUNTER by 1;
6>	start the sr-ProhibitTimer.
4>	else:
5>	notify RRC to release PUCCH for all Serving Cells;
5>	notify RRC to release SRS for all Serving Cells;
5>	clear any configured downlink assignments and uplink grants;
5>	clear any PUSCH resources for semi-persistent CSI reporting;
5>	initiate a Random Access procedure (see clause 5.1) on the SpCell and cancel all pending SRs.
NOTE 1:	Except for SR for SCell beam failure recovery, the selection of which valid PUCCH resource for SR to signal SR on when the MAC entity has more than one overlapping valid PUCCH resource for the SR transmission occasion is left to UE implementation.
NOTE 2:	If more than one individual SR triggers an instruction from the MAC entity to the PHY layer to signal the SR on the same valid PUCCH resource, the SR_COUNTER for the relevant SR configuration is incremented only once.
NOTE 3:	When the MAC entity has pending SR for SCell beam failure recovery and the MAC entity has one or more PUCCH resources overlapping with PUCCH resource for SCell beam failure recovery for the SR transmission occasion, the MAC entity considers only the PUCCH resource for SCell beam failure recovery as valid.
NOTE 4:	For a UE operating in a semi-static channel access mode as described in TS 37.213 [18], PUCCH resources overlapping with the idle time of a fixed frame period are not considered valid.
The MAC entity may stop, if any, ongoing Random Access procedure due to a pending SR for BSR which has no valid PUCCH resources configured, which was initiated by MAC entity prior to the MAC PDU assembly. The ongoing Random Access procedure may be stopped when the MAC PDU is transmitted, regardless of LBT failure indication from lower layers, using a UL grant other than a UL grant provided by Random Access Response or a UL grant determined as specified in clause 5.1.2a for the transmission of the MSGA payload, and this PDU includes a BSR MAC CE which contains buffer status up to (and including) the last event that triggered a BSR (see clause 5.4.5) prior to the MAC PDU assembly, or when the UL grant(s) can accommodate all pending data available for transmission. The ongoing Random Access procedure due to a pending SR for BFR of an SCell may be stopped when the MAC PDU is transmitted using a UL grant other than a UL grant provided by Random Access Response and this PDU contains an SCell BFR MAC CE or truncated SCell BFR MAC CE which includes beam failure recovery information of that SCell.
Editor's Note: It is FFS how Random Access procedures started due to consistent LBT failures are cancelled.
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