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1 Introduction
As part of the work item on IIoT, a means of multiplexing and/or prioritisation between high priority traffic and low priority traffic within a UE needs to be introduced. RAN1 and RAN2 have reached various agreements on how uplink (UL) intra-UE prioritisation should work. 
In this document, we go over the design principles of UL intra-UE prioritisation, and address open issues that remain on the topic.
2 Discussion
2.1 UL transmissions in Release 15
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[bookmark: _Ref32420988]Figure 1: UL transmissions in Rel-15 from MAC's perspective
Figure 1 outlines UL transmissions from the perspective of the MAC layer. The presence of UL data determines if a scheduling request (SR) or a transport block (TB) is generated. Additionally the UE may also generate a TB containing padding if no UL data is present, when so configured by the gNB (i.e. when a dynamic UL grant is received and skipUplinkTxDynamic is not true).
In addition to the TB or SR that is generated by MAC, PHY has additional UL control information (UCI) that needs to be transmitted such as HARQ feedback and CSI reports. PHY chooses the physical channel for transmission, i.e. PUSCH or PUCCH, based on whether a TB or an SR is generated by MAC. PHY follows prescribed rules to multiplex UCI with the TB or the SR and transmits the combined data on an appropriate physical channel.
[bookmark: _Ref32513410]2.2 Intra-UE prioritisation from RAN1’s perspective
In order to differentiate between high priority and low priority traffic in a UE, RAN1 have introduced two priority levels. These priorities can be indicated by RRC signalling (e.g. for configured grants and SR configurations), by DCI signalling (e.g. for dynamic grants and HARQ feedback), or fixed in the specification (e.g. CSI reports are low priority).
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[bookmark: _Ref32422894]Figure 2: RAN1 additions in Rel-16 for intra-UE multiplexing
These priority levels introduce two new functionalities in PHY as illustrated in Figure 2:
1. Only data of the same L1 priority level are multiplexed together (the same multiplexing rules as in Rel-15 are used)
2. The higher priority data is transmitted and the lower priority data is dropped
Observation 1: All overlapping UL information with the same L1 priority are multiplexed together using legacy rules.
Observation 2: After multiplexing, if UL transmissions with different L1 priorities overlap, the higher priority UL transmission takes place.
2.3 Intra-UE prioritisation from RAN2’s perspective
To focus on those aspects of intra-UE multiplexing in MAC that need resolution, it would be good to eliminate those cases that are not affected. In case there is no UL data to be transmitted, MAC typically does not generate SR or a TB. Even if MAC generates a TB with padding data only, it is irrelevant to MAC whether the TB is transmitted or not. Therefore we do not need to address this case.
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[bookmark: _Ref32424266]Figure 3: MAC functionality needed for intra-UE multiplexing
As shown in Figure 3, there are two aspects of intra-UE multiplexing that MAC needs to address when the UE has UL data present. These are:
1. What does the MAC generate?
2. What happens when the data that MAC generated is not transmitted?
2.3.1 UL data generation in MAC
We have reached the following agreements at the last meeting [1]:
· For CGCG conflicts, and CGDG conflicts, the priority value of an uplink grant (UL-SCH resource) is the highest priority of the LCHs that is multiplexed or can be multiplexed in MAC PDU, taking into account LCH restrictions and data availability. 

· If PUCCH resource for an SR’s transmission occasion overlaps a UL-SCH resource, SR’s transmission is allowed (prioritized) based on a comparison of priority of the LCH that triggered the SR and a priority value for the UL-SCH resource (where the priority value is determined as in previous agreement), if the priority of the LCH that triggered the SR is higher.
In case an UL grant is not present, MAC ought to generate an SR to inform the NW of the presence of UL data. This is the same as Rel-15 behaviour.
In case an UL grant is present, MAC needs to determine if the grant is suitable to carry the data that is present. When both high priority and low priority traffic is available for transmission, the UE needs to ensure that high priority traffic gets prioritised. Therefore when an SR occasion and an UL grant overlap, the result from MAC is that it may generate either a TB or an SR. 
From the agreements above and the corresponding endorsed MAC CR [2], it is clear that the UE generates an SR or a TB based on LCH priority. Similarly if more than one UL grant is present, MAC determines which TB to generate (or an SR) based on LCH priority. This is the behaviour currently captured in the MAC CR. 
Observation 3: When presented with overlapping transmission opportunities, MAC provides PHY with an UL transmission indication (i.e. an SR or a TB) for the intended transmission only, based on a comparison of LCH priorities.
2.3.2 Recovery actions in MAC when data is not transmitted
As outlined in section 2.2, PHY multiplexes all data of similar L1 priority together and determines the actual transmission that is to take place. When presented with two overlapping UL transmissions after multiplexing data, PHY prioritises the transmission with higher priority and the lower priority transmission does not take place. The result is that the data generated by MAC may not get transmitted. The corresponding actions that need to take place in MAC when the data generated is not transmitted needs to be addressed.
Case 1: SR is generated
In the current version of the MAC CR for IIoT, the UE increments the SR counter and the SR prohibit timer regardless of whether the transmission takes place by PHY or not. This behaviour is incongruent with the intention behind the SR counter and SR prohibit timer design. A similar issue has been addressed in NR-U, wherein the SR counter is incremented and the SR prohibit timer is started only when an actual transmission takes place as outlined in the excerpt below [3].
Excerpt 1: Text related to SR transmission for NR-U
3>	if SR_COUNTER < sr-TransMax:
4>	instruct the physical layer to signal the SR on one valid PUCCH resource for SR;
4>	if LBT failure indication is not received from lower layers:
5>	increment SR_COUNTER by 1;
5>	start the sr-ProhibitTimer.


A similar approach as in NR-U can be considered in case of intra-UE prioritisation where an SR is not transmitted.
Proposal 1: The SR counter is incremented and the SR prohibit timer is started only if the SR is actually transmitted by PHY.
Case 2: TB is generated
In case a TB was generated for a dynamic grant, the NW is aware that an UL transmission on PUSCH that was requested has not taken place. We can rely on the NW to ensure that TB retransmission takes place. Data would remain in the HARQ buffer pending a retransmission grant from the network.
In case a TB was generated for a configured grant, the NW is unaware of the UL transmission attempt by the UE. For this case, we have agreed that the UE will attempt to autonomously retransmit the data on a following configured grant. Therefore no further actions are necessary to deal with a TB that was not transmitted.
2.3.3 Remaining open issues in MAC
Open issue 1: Should prioritisation of SR over data transmission be a configurable parameter?
The default behaviour in Rel-15 is that data transmission is always prioritised over SR transmission. The rationale behind this behaviour is that it is always better to transmit data rather than an indication of available data in the UE. Furthermore, it is quite expensive from a resource usage perspective to drop an entire UL grant to transmit a 1 bit indication of data availability. Therefore, it is a reasonable assumption that SR prioritisation over data should only be performed for specific traffic classes, i.e. for specific logical channels. As different SR configurations can be mapped to different logical channels, prioritisation ought to be made configurable per SR configuration.
Proposal 2: Only SR configurations that are configured for prioritisation can override an UL grant based on LCH prioritisation rules.
Open issue 2: Should MAC CEs be taken into account for LCH based prioritisation?
Intra-UE prioritisation based on LCH priority is being introduced to ensure that high priority traffic is transmitted with priority. This is done to ensure that the latency experienced by high-priority traffic is kept to a minimum. MAC CEs generally do not include latency sensitive information. For this reason, it is not necessary to prioritise the transmission of MAC CEs over data from other channels.
Proposal 3: LCH-based prioritisation do not take MAC CEs into account.
Open issue 3: Are DCIs addressed to CS-RNTI considered as configured or dynamic grants?
In case of configured grants, the NW is unaware of ongoing activity in the UE. On the other hand, the NW is aware of ongoing activity in the UE at the time as well as the scheduled transmission occasion in the case of dynamic grants. This is the reason for having different rules for configured and dynamic grants. 
In case a DCI is addressed to CS-RNTI, the NW is aware of the activity in the UE at the time, as well as the scheduled transmission occasion. Therefore the same rules for LCH-based prioritisation as dynamic grants should apply to DCIs addressed to CS-RNTI (i.e. for initial configuration and retransmission).
Proposal 4: For the purposes of LCH-based prioritisation, an uplink grant addressed to CS-RNTI is treated as a dynamic grant.
Open issue 4: How long does the UE attempt autonomous retransmissions?
Autonomous retransmissions have been extensively discussed in the NR-U WI. The outcome of the discussions there is that the number of autonomous retransmissions attempted by the UE is configurable by the NW. This is achieved with the use of the configuredGrantTimer. This timer was introduced in Rel-15 to defined the amount of time that a TB stored in a HARQ process for a configured grant is considered as valid. In the case of NR-U, the configuredGrantTimer is started at the initial transmission occasion of the configured grant but is not re-started at autonomous retransmission attempts. Autonomous retransmissions are attempted so long as the timer is running, and no HARQ feedback from the NW is received. 
The issues being addressed by autonomous retransmissions in IIoT are very similar, and therefore the same solution can be re-used. The configuredGrantTimer can be started at the initial transmission attempt and is not re-started at autonomous retransmission attempts. Autonomous retransmissions are attempted while the timer is running, and the TB has not been transmitted by PHY.
Proposal 5: Similar to NR-U, configuredGrantTimer determines the maximum duration for autonomous retransmission attempts in IIoT.
Proposal 6: The configuredGrantTimer is started at the initial transmission attempt on a configured grant.
Proposal 7: The configuredGrantTimer is not re-started at autonomous retransmission attempts.
Proposal 8: Autonomous retransmission attempts are attempted while the configuredGrantTimer is running and the TB has not been transmitted by PHY.
Open issue 5: Should the LCP restriction allowedPriorityLevels be applicable to configured grants?
We have introduced LCP restriction allowedPriorityLevels in order to ensure that high priority traffic in the UE gets mapped to a dynamic grant that is appropriate for its transmission. In case of configured grants, we have already agreed to the use of LCP restriction allowedCG-List to map traffic to an appropriate grant. Therefore there is no need to also apply LCP restriction allowedPriorityLevels to configured grants, as there is already an LCP restriction in place to achieve the same result.
Proposal 9: LCP restriction allowedPriorityLevels only apply to dynamic grants.

3 Conclusion
In this contribution we make the following observations and proposals:
Observation 1: All overlapping UL information with the same L1 priority are multiplexed together using legacy rules.
Observation 2: After multiplexing, if UL transmissions with different L1 priorities overlap, the higher priority UL transmission takes place.
Observation 3: When presented with overlapping transmission opportunities, MAC provides PHY with an UL transmission indication (i.e. an SR or a TB) for the intended transmission only, based on a comparison of LCH priorities.
Proposal 1: The SR counter is incremented and the SR prohibit timer is started only if the SR is actually transmitted by PHY.
Proposal 2: Only SR configurations that are configured for prioritisation can override an UL grant based on LCH prioritisation rules.
Proposal 3: LCH-based prioritisation do not take MAC CEs into account.
Proposal 4: For the purposes of LCH-based prioritisation, an uplink grant addressed to CS-RNTI is treated as a dynamic grant.
Proposal 5: Similar to NR-U, configuredGrantTimer determines the maximum duration for autonomous retransmission attempts in IIoT.
Proposal 6: The configuredGrantTimer is started at the initial transmission attempt on a configured grant.
Proposal 7: The configuredGrantTimer is not re-started at autonomous retransmission attempts.
Proposal 8: Autonomous retransmission attempts are attempted while the configuredGrantTimer is running and the TB has not been transmitted by PHY.
Proposal 9: LCP restriction allowedPriorityLevels only apply to dynamic grants.
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5 Text proposal for 38.321 on SR
[bookmark: _Toc20428299]5.4.4	Scheduling Request
The Scheduling Request (SR) is used for requesting UL-SCH resources for new transmission.
The MAC entity may be configured with zero, one, or more SR configurations. An SR configuration consists of a set of PUCCH resources for SR across different BWPs and cells. For a logical channel, at most one PUCCH resource for SR is configured per BWP.
Each SR configuration corresponds to one or more logical channels. Each logical channel may be mapped to zero or one SR configuration, which is configured by RRC. The SR configuration of the logical channel that triggered the BSR (clause 5.4.5) (if such a configuration exists) is considered as corresponding SR configuration for the triggered SR.
RRC configures the following parameters for the scheduling request procedure:
-	sr-ProhibitTimer (per SR configuration);
-	sr-TransMax (per SR configuration).
The following UE variables are used for the scheduling request procedure:
-	SR_COUNTER (per SR configuration).
If an SR is triggered and there are no other SRs pending corresponding to the same SR configuration, the MAC entity shall set the SR_COUNTER of the corresponding SR configuration to 0.
When an SR is triggered, it shall be considered as pending until it is cancelled. All pending SR(s) triggered prior to the MAC PDU assembly shall be cancelled and each respective sr-ProhibitTimer shall be stopped when the MAC PDU is transmitted and this PDU includes a Long or Short BSR MAC CE which contains buffer status up to (and including) the last event that triggered a BSR (see clause 5.4.5) prior to the MAC PDU assembly. All pending SR(s) shall be cancelled and each respective sr-ProhibitTimer shall be stopped when the UL grant(s) can accommodate all pending data available for transmission.
Only PUCCH resources on a BWP which is active at the time of SR transmission occasion are considered valid.
As long as at least one SR is pending, the MAC entity shall for each pending SR:
1>	if the MAC entity has no valid PUCCH resource configured for the pending SR:
2>	initiate a Random Access procedure (see clause 5.1) on the SpCell and cancel the pending SR.
1>	else, for the SR configuration corresponding to the pending SR:
2>	when the MAC entity has an SR transmission occasion on the valid PUCCH resource for SR configured; and
2>	if sr-ProhibitTimer is not running at the time of the SR transmission occasion; and
2>	if the PUCCH resource for the SR transmission occasion does not overlap with a measurement gap:
3>	if the PUCCH resource for the SR transmission occasion does not overlap with a UL-SCH resource; or
3>	if the MAC entity is configured with lch-basedPrioritization, and the SR configuration corresponding to the pending SR is configured with lch-basedSR-Prioritization, and the PUCCH resource for the SR transmission occasion overlaps with a UL-SCH resource, and the priority of the logical channel that triggered SR is higher than the priority of the uplink grant for the UL-SCH resource where the priority of the uplink grant is determined as specified in clause 5.4.1:
4>	if SR_COUNTER < sr-TransMax:
5>	increment SR_COUNTER by 1;
5>	instruct the physical layer to signal the SR on one valid PUCCH resource for SR;
5>	if the SR has been transmitted by the physical layer:
6> increment SR_COUNTER by 1;
6>	start the sr-ProhibitTimer.
4>	else:
5>	notify RRC to release PUCCH for all Serving Cells;
5>	notify RRC to release SRS for all Serving Cells;
5>	clear any configured downlink assignments and uplink grants;
5>	clear any PUSCH resources for semi-persistent CSI reporting;
5>	initiate a Random Access procedure (see clause 5.1) on the SpCell and cancel all pending SRs.
NOTE 1:	The selection of which valid PUCCH resource for SR to signal SR on when the MAC entity has more than one overlapping valid PUCCH resource for the SR transmission occasion is left to UE implementation.
NOTE 2:	If more than one individual SR triggers an instruction from the MAC entity to the PHY layer to signal the SR on the same valid PUCCH resource, the SR_COUNTER for the relevant SR configuration is incremented only once.
The MAC entity may stop, if any, ongoing Random Access procedure due to a pending SR which has no valid PUCCH resources configured, which was initiated by MAC entity prior to the MAC PDU assembly. Such a Random Access procedure may be stopped when the MAC PDU is transmitted using a UL grant other than a UL grant provided by Random Access Response, and this PDU includes a BSR MAC CE which contains buffer status up to (and including) the last event that triggered a BSR (see clause 5.4.5) prior to the MAC PDU assembly, or when the UL grant(s) can accommodate all pending data available for transmission.
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