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1 Introduction
In RAN2#108 [1], the following agreement was made on HARQ process management at the RX UE:
Agreements on HARQ: 
1: 
The Rx UE can flush the buffer of the HARQ process and consider it as available when a new transmission SCI is received for this HARQ process (for the existing source, destination ids, cast type and HARQ process id).
This agreement allows for the re-use of a HARQ process at the RX UE.  However, a new transmission at the TX UE for a HARQ process ID is not the only condition that can be used by a UE to flush the HARQ buffer.  In this contribution, we consider other rules for flushing the HARQ process at the RX UE that improve efficiency of usage of the HARQ processes at the RX UE.
2 RX UE HARQ process management
LTE V2X is based on broadcast transmission.  At the RX UE, each sidelink process is associated with SCI in which the MAC entity is interested, as determined by the destination ID in SCI.  An RX UE will have a finite number of HARQ processes it is capable of initiating to handle all broadcast traffic received from multiple UEs.  Furthermore, LTE V2X uses blind retransmissions only.  HARQ processes management is therefore straightforward because the lifetime of each HARQ process is defined by the blind retransmission resources in the SCI.  
In NR V2X, in addition to broadcast traffic, a UE also needs to handle groupcast and unicast traffic.  In the case of unicast, a pair of UEs may also have multiple unicast links with different source/destination ID pairs and separare HARQ buffers need to be maintained for each of these links.  In addition, HARQ feedback for unicast in NR V2X may result in a need to maintain each HARQ buffer for a longer period of time compared to blind retransmission.  For these reasons, the number of parallel transmissions requiring a separate HARQ process at the UE will increased compared to LTE.    

Observation 1:
An NR V2X UE is expected to manage a larger number of parallel receptions at a given time (compared to an LTE V2X UE) due to introduction of unicast/groupcast and HARQ-based retransmissions.
LTE did not specify rules for HARQ process management at the RX UE, and it was left to UE implementation to avoid running out of HARQ processes, and what to do in this scenario.  
For NR V2X, flushing the HARQ buffer following the reception of a new transmission SCI is already specified as of last meeting [1]  
Agreements on HARQ: 
1: 
The Rx UE can flush the buffer of the HARQ process and consider it as available when a new transmission SCI is received for this HARQ process (for the existing source, destination ids, cast type and HARQ process id).
This allows reuse of a HARQ process when the same process ID is used by the TX UE for a new transmission.  However, this frees up a HARQ process only when the TX UE performs a new transmission.  In cases where the TX UE does not perform a new transmission, the RX UE may still receive new transmissions from other TX UEs and should avoid cases where those new transmissions cannot be decoded because of a lack of HARQ processes.
Observation 2:
Additional rules for flushing the HARQ buffer at the RX UE can avoid loss of data due to limited number of HARQ processes at the RX UE.

For NR V2X, the maximum number of transmission of a TB is configured per priority per CBR range of the TX UE. The TX UE may determine the number of transmissions for one TB within the configured range of transmissions. The TX UE may stop transmission of one TB (before reception of HARQ ACK) due to multiple reasons such as the UE’s transmission reaches CR limit, the UE reaches the maximum configured number of transmission for the TB, or to UE fails to select a resource for transmission. 

Since the RX UE is not aware of when the TX UE will stop retransmissions for a HARQ process, it may unnecessarily keep the HARQ buffer of the TB for longer than needed which may affect the reception of other TBs. Each TB has its required latency, which is related to the L1 priority in the SCI. The reception of one TB is considered a failure if the TB is received beyond its required latency. Therefore, the period to release the HARQ process for each TB can be based on the L1 priority of the initial transmission.
Proposal 1: 
For unicast/groupcast, Rx UE releases the HARQ process following a (pre)configured time period related to the L1 priority of the initial transmission.

An RX UE may use all of its HARQ processes since it may receive multiple transmissions from unicast, groupcast, and broadcast from different UEs. To avoid scenarios where the UE misses high priority TBs due to the limitation in the number of RX HARQ processes, the reception of the high priority TB should be prioritized over existing lower priority TBs which already have HARQ resources assigned.  One way to do this is to allow the UE to release the low priority HARQ process to receive the high priority TB when it has no remaining HARQ processes.

Proposal 2: 
The UE releases a low priority HARQ process when it receives a new transmission of a higher priority and has no remaining unused HARQ processes.
The appendix shows a text proposal for the changes required to implement proposal 1 and proposal 2 on the latest running MAC CR.
Proposal 3: 
Adopt changes shown in the appendix to the latest running MAC CR.
3 Conclusion
In this contribution, the following observation were made one RAN2 aspects of HARQ for NR V2X

Observation 1:
An NR V2X UE is expected to manage a larger number of parallel receptions at a given time (compared to an LTE V2X UE) due to introduction of unicast/groupcast and HARQ-based retransmissions.

Observation 2:
Additional rules for flushing the HARQ buffer at the RX UE can avoid loss of data due to limited number of HARQ processes at the RX UE.

Based on these observations, the following conclusions were made:

Proposal 1: 
For unicast/groupcast, Rx UE releases the HARQ process following a (pre)configured time period related to the L1 priority of the initial transmission.

Proposal 2: 
The UE releases a low priority HARQ process when it receives a new transmission of a higher priority and has no remaining unused HARQ processes.
Proposal 3: 
Adopt changes shown in the appendix to the latest running MAC CR.
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5 Appendix – Text Proposal for Implementing P1&P2
5.x.2.2
Sidelink HARQ operation

5.x.2.2.1
Sidelink HARQ Entity

There is at most one Sidelink HARQ Entity at the MAC entity for reception of the SL-SCH, which maintains a number of parallel Sidelink processes.

Each Sidelink process is associated with SCI in which the MAC entity is interested. This interest is as determined by the Destination Layer-1 ID and the Source Layer-1 ID of the SCI. The Sidelink HARQ Entity directs Sidelink transmission information and associated TBs received on the SL-SCH to the corresponding Sidelink processes.

The number of Receiving Sidelink processes associated with the Sidelink HARQ Entity is defined in [TBD].

For each PSSCH duration, the Sidelink HARQ Entity shall:

1>
for each SCI valid for this PSSCH duration:

2> if the NDI has been toggled compared to the value of the previous received transmission corresponding to this TB or this is the very first received transmission for this TB:
3> if the UE has no unoccupied Sidelink process:


4> if the UE has at least one sidelink process with an associated priority that is lower than the priority signalled in the SCI

5> select a sidelink process with the lowest associated priority, flush the HARQ buffer, and consider this process to be an unoccupied Sidelink process.
3> if the UE has an unoccupied Sidelink process:

4>
allocate the TB received from the physical layer and the associated Sidelink transmission information to an unoccupied Sidelink process, associate the Sidelink process with this SCI and consider this transmission to be a new transmission.

NOTE:

When a new TB arrives, if there is no unoccupied Sidelink process in the Sidelink HARQ entity, how to manage receiving Sidelink processes is up to UE implementation.

1>
for each Sidelink process:

2>
if the NDI has been not toggled compared to the value of the previous received transmission corresponding to this TB for the Sidelink process according to its associated SCI:

3>
allocate the TB received from the physical layer to the Sidelink process and consider this transmission to be a retransmission.

2>
else if the HARQ buffer of the Sidelink process is not empty:
3>
flush the HARQ buffer.
2> else if the PDB associated with the priority of the initial SCI transmission of the sidelink process   is exceeded:

      3> flush the HARQ buffer, and consider this process to be an unoccupied Sidelink process.
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