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1	Introduction
The study on NR-IIoT concluded (see TR 38.825 [1]) among others that Ethernet header compression is beneficial in the context of Industrial IoT. The work item [2] defines the following related objective:
· Specify Ethernet header compression based on structure-aware algorithm [RAN2].
· Ethernet header compression solution for LTE to be specified once the design principle for NR is agreed. The impacted LTE specifications to be added latest at RAN#85.
In previous RAN2 meetings, the following agreements were reached. In RAN2#105bis:
We develop Ethernet header compression 100% in 3GPP TS (not by extending ROHC)

In RAN2#106:
· Ethernet Header Compression (EHC) is configured per DRB, separately for UL and DL.
· Use context ID concept such that compressor and decompressor associates a context ID with Ethernet header contents. 
· Compression is done with following principle:
- For Ethernet flow resulting in creation of new context, compressor transmits at least one packet with full header and context id (to establish context in decompressor). 
	- After above, compressor starts transmits compressed packets. FFS if multiple transmissions and/or feedback is needed.  
· EHC header format is designed to include following mandatory fields: Context ID, Indication of header format (i.e. full header and compressed header), FFS other field, e.g. profile ID

In this contribution we discuss the remaining design principles and requirements for Ethernet header compression (EHC), outline the solution and discuss need for EHC feedback. 
[bookmark: _Ref178064866]2	Principles and requirements
With header compression applied to Ethernet, especially for the typically small payload sizes of industrial applications, large relative gains are expected. Different approaches were discussed to specify header compression during the study item phase and in the work item: a (header-) structure-aware approach such as a new PDCP header compression solution or reusing the ROHC framework with a new Ethernet ROHC profile. Eventually RAN2 decided to specify Ethernet header compression (EHC) itself as a new solution.
Since Ethernet header compression is not developed within RoHC framework, this Ethernet header compression becomes disjoint with the solution for IP header compression, i.e. RoHC. We believe there is value in allowing both Ethernet and IP header compression at the same time. Therefore, we should aim for an Ethernet header compression solution that can be used at the same time as IP header compression, which should be an achievable design principle given there is no overlap in the solutions. E.g. PDCP algorithm could invoke Ethernet compression/decompression just before RoHC for IP compression/decompression. 
[bookmark: _Toc20919989]EHC solution does not affect IP header compression solution (ROHC), i.e. can be used at the same time for same bearer.
Another aspect to be discussed is how ciphering/deciphering is considered in EHC. As specified for ROHC in 5.7.4, the data part of the PDCP PDU is ciphered. Assuming then that for EHC, the either uncompressed as well as compressed Ethernet header is part of the PDCP PDU data part, assuming similar behaviour as currently for ROHC, ciphering would be applied to Ethernet as well. This way, same PDCP security as for IP would be applicable to Ethernet, independently of whether Ethernet header is compressed or not.
As one can see, the modelling in Figure 1 allows both EHC and IP compression functionality to be used independently. The resulting model also allows current ciphering functionality to be reused as with ROHC simplifying the specification (e.g. Sect 5.8, 38.323), implementation and use of Eth compression functionality.
[bookmark: _Toc20919990]Ciphering applies to the Ethernet frame (Ethernet header and Ethernet data) included as part of the PDCP Data PDU.
Both, the principles of proposals 7 and 8 are highlighted in above Figure 1. 
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Figure 1: Disjoint EHC and ROHC compression and relation to ciphering.
It was noted as well in the TR that additional complexity of removing padding in EHC must be justified. Due to the absence of the length field in the Ethernet header (since TYPE field is used instead in typical user plane traffic), removing padding would lead to further complexities: while NR could at its receiving side simply repopulate an Ethernet frame with padding up to an allowed frame length when delivering it, the complexities lie in the NR transmitting side. I.e. in order to remove padding, NR transmitter has to understand and inspect the higher layer datagram and derive its length. This is also illustrated in Figure 2.
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Figure 2: Ethernet padding identification problem.
We don’t believe this extra complexity is justified, in particular considering that various (industrial application) protocol types could be transported with Ethernet, and mandating gNB and UE to be able to identify and inspect all those protocols for their length is not feasible. Thus, we propose:
[bookmark: _Toc3371884][bookmark: _Toc3373930][bookmark: _Toc4587328][bookmark: _Toc4587657][bookmark: _Toc4588355][bookmark: _Toc4588387][bookmark: _Toc4589704][bookmark: _Toc4590941][bookmark: _Toc4591852][bookmark: _Toc4592215][bookmark: _Toc5524770][bookmark: _Toc20919991]Padding removal is not considered.
3	Solution details 
Assuming PDCP as the anchor protocol for the new EHC solution, compression and decompression would be carried out on radio bearer level (also as per agreement), on which multiple QoS flows would be multiplexed. Ethernet/TSN traffic classes/streams could consists of different flows, i.e. groups of packets with same header field values. In turn, multiple Ethernet/TSN flows could be mapped to different QoS flows. Therefore, on PDCP level, multiple flows for header compression are to be expected, and each such flow is identified with a context ID (as agreed). Further it was agreed as a design principle that to create a context, the compressor transmits at least one packet with full header, before compressor starts transmitting compressed packets. 
Since PDCP specifies already header compression/decompression pointing to ROHC for IP, it is straight-forward to also specify the new Ethernet header compression solution as part of PDCP TS 38.323. Whenever according to the PDCP transmission/reception/re-establishment algorithm header compression/ decompression is invoked, Ethernet header compression shall be done, if configured. Existing ROHC header compression may be invoked as well, if configured, with its operation independent from the new Ethernet header compression. 
[bookmark: _Toc16692905][bookmark: _Toc20919992]EHC is specified in PDCP TS 38.323. Existing specification text to invoke header compression/decompression is reused, pointing to EHC (in addition to ROHC for IP-compression, if configured).
To convey the mapping of context/flow ID to static header fields in the first place the following different methods may be thought of:
· RRC-configuration of context ID to header field values: we think this method is infeasible, since the Ethernet header field values are not known beforehand before user-plane traffic starts. Then RRC-configuration signalling may be too slow until the header compression context is established in the receiver. Furthermore, RRC-configuration may be unsynchronized with start/stop of sending compressed packets in the user plane. This method also does not appear to be in-line with the agreements from RAN2#106.
· PDCP control PDU for context ID to header field value mapping: while being faster than RRC-configuration, usage of PDCP control PDU would still have the issue of not being aligned with the stream of PDCP data PDUs carrying the compressed packets, since no PDCP sequence number is included in the PDCP control PDU and there is no requirement of sending it in-sequence with other PDCP data.
· PDCP data PDU for context ID to header field value mapping: this can be considered as an uncompressed format, including flow Id and header field values, as well as payload data. Using the PDCP data PDU has the advantage of that the PDCP sequence number can be reused for in-order compression/decompression, i.e. ensure that an uncompressed format of a flow is processed before a compressed format of that flow. We understand that this is also most in-line with the agreement (“compressor transmits at least one packet with full header and context id (to establish context in decompressor”). We propose therefore:

[bookmark: _Toc16692906][bookmark: _Toc20919993]PDCP data PDU type is utilized to convey mapping between context ID and header field values to decompressor (uncompressed format), as well as the compressed header.
Example formats for PDCP Ethernet header compression are illustrated in the following. Those are based on the existing 12-bit PDCP data PDU format, assuming that 18-bit are not needed, given the short-expected queuing/round-trip times for TSN traffic types. 
According to the agreements from RAN2#106, the following fields shall be (at least included):
· Context ID
· Indication of header format (i.e. full header and compressed header), 
· FFS other field, e.g. profile ID

Related to the FFS on the profile ID: which fields of the Ethernet header remain static within a flow is highly use-case and scenario dependent. Even at the setup of a flow, it may be unclear which of the including fields remain static throughout its lifetime. For compressor flexibility in defining what is a flow, it is beneficial to have the possibility to be able to indicate which of the Ethernet header field (or parts of those) are to be considered static and which ones non-static. For example, a flow may be defined as having the same destination address, while multiple source addresses are possible; or a flow may be defined as having both same source and destination address, as well as same VLAN Tag, while other parts of the Q-TAG may be changing. Those different flow definitions, i.e. which fields are static, can be considered as different compression profiles.  When the flow is defined, i.e. at transmission of the uncompressed format, bits/flags defining the profile, can be included in the uncompressed format defining which header fields remain non-static and thus will be included in the subsequent compressed formats of the flow. This way, basically the format of the compressed format of the flow is defined. 
[bookmark: _Toc16692907][bookmark: _Toc20919994]PDCP data PDU header for uncompressed format includes (beside format flag and context ID) bit-flags constituting the profile ID, indicating which Ethernet headers are defined non-static for the flow – defining the compressed format.
[bookmark: _Toc16692908][bookmark: _Toc20919995]PDCP data PDU header for compressed format includes no further fields beside format flag and context ID.  PDCP data PDU payload of compressed format only includes Ethernet header field values indicated as non-static in the uncompressed format, i.e. those fields changing/diverging from static header field values that defined the context.
This way, the compressed format payload part is clearly defined. Within the flow, the format stays the same for all PDUs. The format (or profile, i.e. which fields are included) must be defined, to allow proper parsing in the decompressor, i.e. identify start of Ethernet payload part. 
[image: ]
Figure 1: Proposed PDCP data PDU formats for Ethernet header compression.
[bookmark: _Toc16692909][bookmark: _Toc20919996]RAN2 to consider PDCP data PDU uncompressed/compressed format (Figure 1) as baseline.
As becomes obvious from the figures, and is already considered for ROHC, EHC is not applicable to the SDAP header. From PDCP point of view, SDAP is part of the PDCP data payload, and as such situated after the EHC header in the PDCP header.
[bookmark: _Toc20919997]EHC header (control fields) is before PDCP payload including SDAP header, then compressed or uncompressed Ethernet header fields and then Ethernet data.
Usage of those formats is illustrated in the subsequent figure for an example of a flow which is defined by the static header field values for destination address, type field and TAGs, however varying (multiple) source addresses. In this example, instead of assigning for those different source addresses different context Ids i.e. defining multiple flows, the compressor choses to assign context ID 1 and consider the source address as changing within the flow. This would be indicated in the uncompressed format PDU, with PDCP SN 1. All subsequent PDCP PDUs would be sent with the compressed format, i.e. PDCP SN 2, 3, pointing to the same context ID 1, and beside the payload/data would only include the varying source address field in the PDCP EHC. 
[image: ]
Figure 2: Example of one Ethernet compression flow, where all Ethernet header fields are static, except source address.
3.1 Details on PDCP PDU formats for EHC
In the following we go into more details, when it comes to the PDCP data PDU formats. Before doing so, let us first review the possible Ethernet header fields regarding how static they would be within a flow. Thereby, it is important to remember that with the format above, it is up to UE/gNB compressor to define what is a flow, i.e. which fields are static. We comment on the fields assuming a typical implementation. 
· Destination Adr (6 oct), Source Adr (6 oct), might be static or changing within a flow (e.g. multiple sources, same destination)
· Length/TYPE field (2 oct), depending on value, field is interpreted as length of Ethernet frame, or as type field, in which case Q-Tags are included in the Ethernet header. 
· Q-TAG (4 oct): single or double tagging might be used, i.e. one or two Q-TAGs may be included if indicated so by the TYPE field. Q-TAG consists of
· Tag protocol identifier (TPID) (2 oct), identifies the TAG type, typically static within a flow
· Priority code point (PCP), Drop eligible indicator (DEI), (4 bits together), priority and drop indicators; may be used in certain bridge implementations and thus cannot be assumed to be static within a flow.
· VLAN identifier (VID), (12 bit), identifies VLAN flow, may be typically interpreted as static within a flow.
· R-TAG (6oct): We think important to consider in the context of TSN integration is also the R-TAG according to IEEE 802.1CB. It provides a sequence number of frame replication/elimination feature in TSN bridging. It consists of the following sub-fields:
· TYPE field (2 oct).
· Reserved (2 oct), static
· Sequence Number (SN), (2 oct), is incrementing, and thus is never static. 
The R-Tag had not been discussed much in RAN2 yet, however due to its relevance in TSN integration, can be considered explicitly for Ethernet header compression. For further information, R-Tag is also referred to in 3GPP TR 23.725 for TSN frame replication and elimination 
[bookmark: _Toc16692910][bookmark: _Toc20919998]Consider IEEE 802.1 CB R-TAG in EHC.
The following PDPC PDU format definition considers all those fields in the uncompressed format. The optional fields from Ethernet header i.e. the Q-Tags, would only be included, if present (as identifiable from Length/Type field). The compressed format includes 7 optional header fields, those fields or parts of header fields are identified as changing i.e. non-static within the flow. Correspondingly bits/flags are included in the uncompressed format to indicate whether those fields are present in the compressed format. 
Particular attention should be drawn to the compressed format inclusion of a 1 oct line for PCP DEI fields of both Q-Tag1 and Q-Tag2 (if exists). This makes sense, as an alternative option to include both Q-Tags as a whole, since PCP DEI fields are typically the only changing parts of a Q-Tag. 
[image: ]
Figure 3: Example detailed PDCP data PDU formats for EHC.
4	Robustness and feedback
Since the EHC solution is developed in particular for TSC traffic patterns, i.e. use-cases where high reliability is essential, we should carefully evaluate how robustness in the EHC solution is ensured. We thereby focus on errors resulting from full packet losses only i.e. from PDCP point of view, assuming that no packet internal bit errors from e.g. false positive CRC checksum exist.
Given the EHC solution based on design principles agreed in RAN2#106, i.e. context establishment with uncompressed packet and later compressed packet transmissions, the following error cases need to be addressed:
· 1) Packet loss of PDU of uncompressed format, establishing the context. 
· 1a) Loss of this PDU
· 1b) Error propagation to subsequent compressed PDUs which cannot be established. 
· 2) Packet loss of PDU of compressed format. 
· Assuming no inter-dependency between compressed PDUs, no error propagation to subsequent compressed PDUs.
Those cases may happen generally due to losses in RLC UM, also in RLC AM during PDCP re-establishment retransmission, PDUs establishing a new context may be discarded by receiver, if already received before re-establishment. And further due to PDCP re-ordering timer expires.
We note that 1a) and 2) are error cases that are inherent in NR and cannot be addressed by the EHC. The case 1b) however, i.e. error propagation due to usage of EHC, should be avoided, i.e. a solution is required to avoid decompression failure for the case where the context is not yet established. The following methods exist:
· Repeated transmissions of PDU of uncompressed format. Note that this does not necessarily mean duplicate transmission, but simply multiple subsequent uncompressed PDUs. 
· Introduction of feedback variant 1: transmitter sends uncompressed formats until feedback is received that context was successfully established in receiver. 
· Introduction of feedback variant 2: ARQ scheme where receiver, if decompression failed, requests retransmission of uncompressed PDU to establish context. Transmitter then retransmits. 
All schemes require some overhead for either multiple uncompressed transmissions or feedback transmissions, while feedback schemes also come with some additional latency. It is noteworthy also that for the feedback schemes, decompression failure and success needs to be identified in the first place, which can be done by additional checksum field in the compressed header, or restrictions in the allowed context IDs, e.g. disallowing updating header field values for the same context ID. Those methods appear complex and considering that a simple EHC solution is the target, we believe repeated transmission for robust EHC are sufficient. This is in particular the case when URLLC requirements are targeted, i.e. packet loss is extremely low, also in RLC UM. 
[bookmark: _Toc16689996][bookmark: _Toc20919999]No feedback scheme is introduced for EHC. 
[bookmark: _Toc16689997][bookmark: _Toc20920000]Robustness in EHC is based on repeated transmission of uncompressed format establishing the context. Number of uncompressed repetitions X is RRC-configurable for UL transmitter.
Based on this, special attention needs to be drawn to the PDCP re-establishment procedure. Assuming that EHC contexts are not continued after PDCP re-establishment, corresponding to drb-Rohc-Continue=false in ROHC, the current header compression procedure in PDCP is as follows:
· transmitter: reset header compression context, for AM: re-transmit PDUs based on new context, transmit new PDUs based on new context. 
· receiver: decompress already received PDUs out of sequence based on old context, reset context, discard duplicates during reception, decompress new PDUs based on new context.
Assuming as in above that in EHC, there is no compression context transferal (as in ROHC), propagating errors (such as in 1b) in EHC would be introduced if uncompressed packets to establish the context are transmitted during re-transmissions in AM but those would be discarded in receiver since they were already received before (duplicates), and then no further uncompressed packet would be sent as part of the new packet transmissions. This case can only be avoided by sending only uncompressed packets during retransmissions and at least for the first new packet following the retransmissions. This should be mandatory for an UL transmitter.
[bookmark: _Toc16689998][bookmark: _Toc20920001]At PDCP-re-establishment, the UL transmitter only sends uncompressed PDUs when retransmitting as well as when sending the first X new PDUs following PDCP re-establishment.
[bookmark: _Ref189046994]5	Conclusion
Based on the discussion in the previous sections we propose the following:
Proposal 1	EHC solution does not affect IP header compression solution (ROHC), i.e. can be used at the same time for same bearer.
Proposal 2	Ciphering applies to the Ethernet frame (Ethernet header and Ethernet data) included as part of the PDCP Data PDU.
Proposal 3	Padding removal is not considered.
Proposal 4	EHC is specified in PDCP TS 38.323. Existing specification text to invoke header compression/decompression is reused, pointing to EHC (in addition to ROHC for IP-compression, if configured).
Proposal 5	PDCP data PDU type is utilized to convey mapping between context ID and header field values to decompressor (uncompressed format), as well as the compressed header.
Proposal 6	PDCP data PDU header for uncompressed format includes (beside format flag and context ID) bit-flags constituting the profile ID, indicating which Ethernet headers are defined non-static for the flow – defining the compressed format.
Proposal 7	PDCP data PDU header for compressed format includes no further fields beside format flag and context ID.  PDCP data PDU payload of compressed format only includes Ethernet header field values indicated as non-static in the uncompressed format, i.e. those fields changing/diverging from static header field values that defined the context.
Proposal 8	RAN2 to consider PDCP data PDU uncompressed/compressed format (Figure 1) as baseline.
Proposal 9	EHC header is before PDCP payload including SDAP header.
Proposal 10	Consider IEEE 802.1 CB R-TAG in EHC.
Proposal 11	No feedback scheme is introduced for EHC.
Proposal 12	Robustness in EHC is based on repeated transmission of uncompressed format establishing the context. Number of uncompressed repetitions X is RRC-configurable for UL transmitter.
Proposal 13	At PDCP-re-establishment, the UL transmitter only sends uncompressed PDUs when retransmitting as well as when sending the first X new PDUs following PDCP re-establishment.
[bookmark: _GoBack]
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