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Introduction
In RAN#81 the revised study item on NR Industrial Internet of Things (NR-IIoT, [1]) has been approved. The objectives of the study include Ethernet header compression, which we will discuss in the following.
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Traditionally, Ethernet header compression has not been considered as worthwhile as IP header compression, which has been deployed in many environments, including 3GPP cellular networks. The main reasons for this have been the relatively small size of the Ethernet header, the relatively high speed of the wired Ethernet links, the type of traffic typically run on Ethernet networks (mostly TCP/IP), and also the fact that minimum mandatory size of the Ethernet frame (64 bytes) has somewhat offset the benefits of compressed headers. 
The situation is however quite different for 5G Ethernet PDU sessions. One of the main use cases for “Ethernet over 5G” is to serve time sensitive applications sending small sized payloads directly on top of Ethernet, i.e. not using TCP/IP or UDP/IP encapsulation. In these cases, the size of the Ethernet header is relatively large compared to the payload, and the impact of the packet size to reliability and radio resource consumption can be significant.
While Ethernet header compression may not be generally useful for all types of Ethernet traffic carried over 5G radio links, it can be very useful for time sensitive traffic flows carrying small payloads.

Benefits and scope of Ethernet Header Compression
In order to calculate the benefits of Ethernet header compression, some assumptions have to be made of the header formats and sizes carried over the 5G radio link, the sizes of the application payloads, and the potential effectiveness of the compression.
Ethernet header formats and sizes: There are various Ethernet header formats and extension tags in use, but it can be assumed that for the time sensitive traffic over the 5G radio link the most common one would be the header structure containing the baseline IEEE 802.3 header with a single 802.1Q tag (the Customer VLAN tag, aka the “C-tag”). These are altogether 18 bytes. Certain wireline Ethernet header fields such as Preamble, Start of Frame Delimiter Frame Check Sequence (FCS) do not need to be considered here, as they are not carried over the 5G radio link. 
Sizes of application payloads: In industrial control applications requiring deterministic low latency network service the payloads are often small, carrying just small amounts of sensor or control information. In many cases the non-IP based upper layer protocols used for such purposes are able to fit their respective headers and payload to the smallest size wireline Ethernet frame, 64 bytes including the abovementioned Ethernet header. Larger payload sizes naturally exist as well, but it is assumed small sized frames represent an important portion of use cases.
Potential effectiveness of the compression: Within a single data flow between two application endpoints, the Ethernet headers are extremely static. Source address, destination address, 802.1Q tag and Ethertype never change within the flow. This makes Ethernet headers extremely simple for compression compared to e.g. RTP/UDP/IP headers used for Voice over LTE, which contain e.g. (albeit predictably) changing checksums, timestamps and sequence numbers. Thus it is assumed that the compression efficiency for Ethernet headers can be very high with known methods such as Robust Header Compression (RoHC). In practice this means the whole Ethernet header can be compressed down to just a single byte or potentially even to 0 bytes.
The following table shows the relative benefit of Ethernet header compression with these assumptions. It can be seen that for the main case, i.e. the minimum sized 64-byte frames, the reduction is quite significant, 27%. Even when including the overhead caused by the lower layer 5G radio specific headers (e.g. PDCP), it is clear that Ethernet header compression can have a real impact for instance on how many such deterministic low latency traffic flows could be simultaneously served with a certain amount of radio resources.
On the other hand, for traffic flows consisting of maximum sized frames of 1518 bytes, such as video, file transfer or many other typical TCP/IP applications, the Ethernet header compression is in practice insignificant. 

	Header size without compression
	Overall frame size without compression
	Header size with compression
	Overall frame size with compression
	Relative reduction in overall frame size

	18
	64
	1
	47
	27%

	18
	128
	1
	111
	13%

	18
	1518
	1
	1507
	1%



Although an 18 byte header field consisting of the baseline 802.3 header and a single 802.1Q tag was assumed above to be the most common case, there are certainly other header fields and stacks that could be considered for compression. These include:
· Stacked 802.1Q tags such as the Service tag (“S-tag”) are used in e.g. Service Provider Bridging scenarios.
· 802.1CB related header fields used for Frame Replication and Elimination for Redundancy.
· Padding added to fill the minimum sized frame if the payload is otherwise not large enough.
It should be studied if it is feasible and beneficial to include some or all of these to the scope of the compression. On one hand this would make the compression more effective if these fields are present over the 5G radio, but on the other hand it is not clear in which use cases this would happen, and how much that would complicate the compression method.  
[bookmark: _Toc525120031][bookmark: _Toc525133135][bookmark: _Toc525404519][bookmark: _Toc525824620][bookmark: _Toc525824670][bookmark: _Toc525834295][bookmark: _Toc525846648]Compression of the most common Ethernet header fields, i.e. the IEEE 802.3 baseline header (14 bytes) and the 802.1Q Customer VLAN tag (4 bytes) is technically straightforward and already provides significant gains for traffic flows with small frame sizes. The benefit and feasibility of compressing further (header) fields such as stacked 802.1Q tags and padding is not as clear.
Although at the moment deterministic low-latency traffic over Ethernet is typically carried directly on top of the Ethernet link layer, it may be that in the future at least some part of it will be carried on top of IP or more specifically on top of UDP/IP, for instance based on IETF Deterministic Networking (DetNet) methods. In that case the question is whether 5G radio would use IP or Ethernet PDU sessions to carry such traffic. If Ethernet PDU sessions are used, the ability to compress the whole IP/Ethernet or UDP/IP/Ethernet header in addition to standalone Ethernet or UDP/IP headers would become important.
Depending on the use cases, compressing IP/Ethernet and UDP/IP/Ethernet header stacks may become valuable in addition to standalone IP, UDP/IP or Ethernet header compression.


Method and Placement of Ethernet Header Compression
Standardized Ethernet header compression methods that could be directly used for 5G purposes are not known to exist. However, several IP header compression methods are available and could be extended for Ethernet compression. The most obvious from 3GPP perspective is the Robust Header Compression (RoHC) [2], as it is already used in 3GPP networks for RTP/UDP/IP header compression.
RoHC defines a framework for generic protocol header compression. For every concrete stack of headers, a specific profile needs to be additionally defined. So far profiles for several IP-based protocol stacks have been defined, such as RTP/UDP/IP, UDP/IP, TCP/IP and IP, covering both IPv4 and IPv6. 
In order to use RoHC for Ethernet header compression, a new Ethernet specific profile would need to be defined. RoHC is an IETF standard, and all profiles for it have been also defined by the IETF. However, no active work on RoHC have been done in IETF for several years, and the RoHC Working Group no longer exists. Also, the IETF does not normally address protocols below the IP layer, although that should not be a big issue in this case. One clarification to be made in case RoHC was to be reused is whether the actual work should happen in 3GPP while IETF could just review and register the new profile, or whether the IETF would require also the work to take place through their default process. In the latter case, this could impact the time where the new profile would become available. Although, this feature is not crucial for TSN deployments over 5G, it would still be beneficial to have it available as soon as possible. On the other hand, there is nothing that would prevent the new profile to be developed by 3GPP and specified, e.g. in PDCP or a separate specification and only verified by IETF in case time is of importance.
Observation 4: New RoHC profile can be developed for Ethernet header compression. The decision on whether it should be specified by 3GPP or should be done by IETF would be required. 
Technically RoHC would suit well for Ethernet header compression, as well as for the potential additional IP/Ethernet or UDP/IP/Ethernet compression profiles. It is assumed that the Ethernet specific RoHC profile would be relatively simple compared to any already defined profile due to the static nature of the Ethernet headers. In the typical case the Ethernet headers could be compressed to a single byte. Use of RoHC would allow also reuse of RoHC implementations needed anyway in both RAN and UEs (modem/module protocol stacks) for RTP/UDP/IP compression.
In addition to RoHC, other options could be considered. These include at least the Static Context Header Compression (SCHC) [3] work being done in the IETF or a completely new Ethernet specific compression scheme. These should however prove a clear additional value in terms of reduced complexity or faster standards creation to take precedence over RoHC. 
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Another issue is the architectural placement of the header compression in the network. In theory the compression could take place either in RAN or the Core (UPF). The main benefit from the compression is achieved when it is applied over the radio link. While placing the compression on the UPF would allow compression to be applied also over further hops in the network, this benefit is considered small compared to potential issues caused by the inability to observe the headers over those hops for e.g. debugging reasons. Also, especially if RoHC is the chosen method, reuse of the existing implementations is only possible if the compression is done in RAN. For these reasons the conclusion is to place the compression in the RAN.
On the network side the compression should be placed in the RAN, similarly how RoHC is placed currently.


Conclusion
The following observations were made:
Observation 1	While Ethernet header compression may not be generally useful for all types of Ethernet traffic carried over 5G radio links, it can be very useful for time sensitive traffic flows carrying small payloads.
Observation 2	Compression of the most common Ethernet header fields, i.e. the IEEE 802.3 baseline header (14 bytes) and the 802.1Q Customer VLAN tag (4 bytes) is technically straightforward and already provides significant gains for traffic flows with small frame sizes. The benefit and feasibility of compressing further (header) fields such as stacked 802.1Q tags and padding is not as clear.
Observation 3	Depending on the use cases, compressing IP/Ethernet and UDP/IP/Ethernet header stacks may become valuable in addition to standalone IP, UDP/IP or Ethernet header compression.
[bookmark: _GoBack]Based on the observations and considerations presented in the paper, the following proposals are made :
Proposal 1		3GPP should formally clarify with IETF how the definition of a potential new RoHC profile could be done process-wise between the two SDOs.
Proposal 2 		RoHC should be taken as the working assumption for Ethernet header compression due to its technical suitability and possibility for implementation reuse. Other methods can be considered too but only if they show clear benefits over RoHC in terms of reduced complexity or faster standards creation. 
Proposal 3		On the network side the compression should be placed in the RAN, similarly how RoHC is placed currently.
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