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Advantages of allocating uplink resource using the MAC layer instead of the RRC layer 








1	Introduction





In this paper three key motivations for performing centralised scheduling of the uplink resource using the MAC layer as opposed to the RRC layer are provided:





There is a significantly greater signalling overhead in conveying resource allocations using RRC messages as opposed to using MAC messages.  





When only RRC can allocate uplink resource then this means that with the current model resource can only be assigned by the SRNC.  By allowing uplink resource to be allocated by MAC_sh we provide the flexibility to allocate resource from either the SRNC or the DRNC.     In a companion paper � REF _Ref448316603 �[4�] it is shown how this capability facilitates an efficient bi-directional packet data solution in which it is not necessary to maintain a DCH between packet bursts.





The current radio interface protocol model in which packets are conveyed on DCH's results in a process for packet data support which at best is overly complex (unnecessarily involving the RRC).  At worst, the implicit assumption in much of the documentation that the best way of carrying packet data is to convey the packets on circuits could result in a 3G specification which does not support packet data efficiently.   By allowing the MAC to schedule access to the uplink resource the protocol model will clearly illustrate how both circuit and packet data services can be conveyed.  


 


2	Efficient packet support





Motorola has described the benefits of making short fixed length allocations onto a 'fat pipe' for users carrying packet data services � REF _Ref448315617 �[1�].   We have also noted the benefits which can be accrued by conveying allocations on a common channel (ACCH) as opposed to having multiple DCH's set-up to each packet data user for L23 signalling purposes and L1 link maintenance.  Indeed the gain of common channel signalling becomes greatest when the loading is high and when the bandwidth is most needed � REF _Ref448315684 �[2�].   The need for a common channel associated with the DSCH (the DSCH control channel) has already been identified.  Motorola has proposed solutions to the physical layer issues associated with the absence of a link maintenance channel between packet bursts, and in the recent liaison from WG1 � REF _Ref448316032 �[3�] it is stated that: 'In general, the current working assumption in WG1 is that discontinuous transmission can be supported without significant Layer 1 performance degradation over the continuous transmission alternative'.   





Given these basic principles for efficient packet support we have analysed the current radio interface protocol model and have identified a number of areas for concern which could be rectified by the inclusion of a new transport channel - the Uplink Shared CHannel (USCH).  Access to the USCH would be controlled by a MAC_sh entity and allocations would be indicated on the ACCH which would also be terminated in the MAC_sh entity.   The requirement for the USCH is described in more detail in a companion paper � REF _Ref448316603 �[4�].  In addition, in the companion paper the benefits of scheduling access on uplink DCH's using the MAC_sh layer are also identified.








3	Current protocol model is flawed for the case of uplink packet transmission 





� REF _Ref447623205 �Figure 1� is taken from S2.01 and shows the radio interface protocol architecture.  If the USCH transport channel is not included in the specifications then there will be only two ways of conveying packets in the uplink, either on the RACH or on a DCH.    It is assumed that the RACH will generally only be used for the transfer of small infrequent packets or at the start of a packet call in order to set-up a DCH.
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Figure � SEQ Figure \* ARABIC �1�)  Radio interface protocol architecture





There appear to be two philosophies for how to centrally manage the conveyance of uplink packet data:





Approach A) Set up a circuit and convey packets on the circuit.





With this approach RRC sets up a circuit (DCH) after which IP packets are routed from the higher layer to the user plane, then pass through RLC and MAC and are transported over the DCH (circuit).  The user does not request permission to send packets (since the resource is already 'dedicated').  Packets continue to be routed over the circuit until it is deemed that the 'call' has come to an end.   Admission control relies on statistical averaging which only works well when there are many users active and the bit rates assigned are therefore low.  The consequence of this last factor is that packet call completion times are increased.  The radio interface protocol model of � REF _Ref447623205 �Figure 1� is satisfactory for describing this type of approach to packet data support.  However, Motorola believes that such an approach of setting up a circuit in order to carry packet data will result in poor user-perceived QoS and we have advocated a different approach:





Approach B)  For packet data users the network only makes short fixed length allocations onto a fat pipe 





One can make the observation that packet data is by definition bursty in time and that allocation of a circuit will therefore often be inefficient.  One can also go further and conclude that QoS and efficiency is optimised by sharing access to a fat pipe � REF _Ref448315617 �[1�] and that this is facilitated by only ever making short fixed length allocations to packet users.  





Assuming that there is agreement that Approach B represents the preferred (and most generic) method for supporting packet data  let's revisit the existing radio protocol model given by � REF _Ref447623205 �Figure 1� and consider whether it is adequate.   In other words let's consider what is involved in making RRC controlled short leases of the radio resource on DCH's.   Packet data would have to be sent on DCH's which are only 'active' for short fixed length durations.   As packets arrive on the user plane it will frequently be necessary for the UE to send a MEASUREMENT REPORT (indicating the change in the UE MAC/RLC queue status).  This it would have to do by sending a primitive from MAC to RRC layer, the RRC layer generating the measurement report.   Then, the only way in which the network could respond would be to either set-up a DCH to convey the packet (if one was not already set-up) or alternatively (if a DCH already exists) to lift a TFCS Limitation.  Assuming the latter, then the message lifting the TFCS limitation would be received by the UE RRC which would then reconfigure MAC after which the packet could finally be transmitted, this complex process is shown in � REF _Ref448042025 �Figure 2�.  In � REF _Ref448042069 �Figure 3� the alternative option is shown in which MAC layer scheduling is used.    


�
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Figure � SEQ Figure \* ARABIC �2�)  Diagram showing how packets would be conveyed on RRC controlled DCH's
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Figure � SEQ Figure \* ARABIC �3�) Diagram showing how packets would be conveyed on a MAC_sh controlled USCH�
3.1	Conclusion





A comparison of � REF _Ref448042025 �Figure 2� and � REF _Ref448042069 �Figure 3� demonstrates that the current radio interface protocol model results in a process for packet data support which at best is overly complex.  At worst, the implicit assumption that the best way of carrying packet data is to use circuits could result in a 3G specification which does not support packet data efficiently (this point is made in the next section in which the heavy cost of RRC layer signalling is computed). 


 


By adopting the USCH transport channel and MAC layer scheduling (as described in � REF _Ref448042069 �Figure 3�) the protocol model will clearly illustrate how both circuit and packet data services can be conveyed. 


 





4	Bandwidth comparison of RRC signalling on FACH compared to MAC scheduling on ACCH








In this section we again consider how the objective of efficient packet data support as described in Approach B (above) might be achieved without MAC layer scheduling.  We focus attention on determining the differences in the bandwidth required for indicating allocations on a common channel (ACCH) for each of the following two alternatives:





 a) Where RRC determines which DCH's can be activated 


 b) Where MAC_sh determines which UE's are to receive allocations on the USCH





In � REF _Ref448395708 �[5�] we showed that in order for the MAC layer to indicate allocations on the ACCH then 6 bits are needed to indicate what resource can be used by the identified UE in the next frame.  The 6 bits indicate what spreading factor is acceptable and what power control position will convey the D/L power control commands on the common power control channel.  Let's optimistically assume that only 6 bits of information are required in order to convey an RRC TFCS limitation message.   We assume that the RRC header will require an additional 8 bits of information to identify the message type.  In this section we arbitrarily assume that 4 allocations have to be indicated for the frame in question and we compute the difference in bandwidth requirement when using MAC layer scheduling as opposed to RRC layer scheduling.  � REF _Ref448045489 �Figure 4� shows the information to be conveyed on L1 when MAC_sh is used to allocate access to a USCH.  � REF _Ref448045525 �Figure 5� shows the information to be conveyed on L1 when RRC is used to allocate access to a DCH's.  The fields referenced in � REF _Ref448045525 �Figure 5� are defined for MAC in S2.21 (for transmission on a common channel) and for RLC in S2.22 (for unacknowledged mode data transfer).
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Figure � SEQ Figure \* ARABIC �4�)  Information to be conveyed on L1 of ACCH when MAC_sh allocates access to USCH 
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Figure � SEQ Figure \* ARABIC �5�)   Information to be conveyed on L1 of FACH when RRC allocates access to DCH's








We can now compute the difference in bandwidth requirements where the following assumptions are made:





Field�
Assumed number of bits in the field�
�
C/D�
1�
�
C/T�
1�
�
A/U�
1�
�
SEQ NO.�
6�
�
E�
1�
�
LENGTH�
7�
�
TUEID�
6�
�
RNTI�
24 (estimate from WG3 liaison)�
�
RRC PDU�
16�
�
U/D�
1�
�
PCPA�
3�
�
SFA�
3�
�
CRC�
16�
�



Table � SEQ Table \* ARABIC �1�) Assumptions on the size of fields in PDU's


�
MAC - TUEID used�
RRC -TUEID used�
MAC - RNTI used�
RRC -RNTI used�
�
Bits required  per allocation ignoring CRC�
13�
40�
31�
58�
�
CRC bits required�
16�
4x16=64�
16�
4x16=64�
�
Total bit requirement for 4 users�
68�
224�
140�
296�
�
Table � SEQ Table \* ARABIC �2�)  Number of L1 bits required in order to indicate 4 allocations














4.1	Conclusion:





By using MAC layer signalling on the ACCH (with TUEID to identify the UE) it is possible to reduce the bandwidth required for signalling allocations on the common channel by a factor of approximately 4 over the alternative of using  RRC messages with RNTI as UEID.  In this way by using MAC layer scheduling the efficiency of the system is greatly improved. 





Observations of RRC vs MAC signalling on a DCH





Although it has not often been discussed, it is possible to control access to the shared uplink resource pool using MAC layer signalling conveyed on a DCH.  This could be viewed as a hybrid DCH+USCH approach, in which a fixed low rate allocation is made on the DCH for signalling purposes and in which additional resource is taken from the USCH resource pool via MAC layer negotiation.  This would be the preferred method when the DSCH/DCH combination is employed on the downlink.   The resultant combination could simply be referred to as a DCH + DSCH/DCH state (alternatively it could equally as well be called (DCH+DSCH/DCH+USCH).  If we use the former terminology (ie. DCH+DSCH/DCH) it is important to note that access to the uplink DCH for all purposes other than L23 signalling is managed centrally by the network in the MAC_sh layer � REF _Ref448316603 �[4�].





Opponents of the USCH concept have claimed that similar scheduling agility may be achieved using RRC signalling with a DCH.    In order to issue short leases on the radio resource the UTRAN would employ an RRC signalling message sent in unacknowledged mode on the DCCH.   On the surface, this signalling method seems like a reasonable approach, however, after closer scrutiny some pitfalls are uncovered with regard to signalling overhead and delay. First, consider the messaging overhead required to encode an RRC message on a dedicated channel.  � REF _Ref448396716 �Figure 6�  shows how each layer contributes to the overhead based on the current text of S2.21, S2.22, S2.31 and a few assumptions.  The physical layer provides a 16 bit CRC.   Assuming only control information is carried on the DCH no MAC header is required.  At the RLC layer as specified, unacknowledged mode signalling on a DCH requires a two octet header and pad bits to fill the PDU out to an integral number of octets.  Finally, at the RRC layer a one octet header plus a 6-bit TFCS limitation is assumed as in the previous section.  The total length of the message with overhead is 48 bits.
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Figure � SEQ Figure \* ARABIC �6�) USCH assignment encoded as an RRC message.


Secondly, recall that the DCH associated with a DSCH will be using the maximum spreading factor to prevent a code shortage on the downlink.  At a SF=512, only 80 bits are available in each frame after considering the overhead consumed by pilot, TPC and TFI bits.  In addition, assume a rate 1/3 convolutional code rate would be applied.  The formula for the number of bits available to higher layer signalling provided by a L1 transport block spanning N frames is:





�EMBED Equation.3���


where 8 bits are required for the tail of the convolution encoder.





When the L1 transport block encoding spans 1, 2, 3 or 4 frames, there will be respectively 18, 45, 72 or 98 bits available for conveying a MAC PDU.  The implication is that the RRC message will need to be encoded in at least 3 frames requiring, of course, 30 ms to transmit.   This implies that it would take 30 ms before a lease could be assigned using RRC signalling.  In addition, it limits the minimum lease size to 30 ms.  Of course, signalling messages could use lower spreading factors to burst RRC assignments, however, more downlink OVSF codes would have to be reserved.





The signalling overhead for conveying USCH assignments could be greatly reduced if originated from the MAC layer.  A fast MAC signalling flag (FMSF) could be introduced into the signalling suite so that a resource allocation message can be made to fit exactly within one frame.  A 3-bit SFA combined with a FMSF identifier and short 8-bit L1 CRC would be conveyed.  There are a number of clever ways in which the FMSF may be encoded which may prove useful for other services as well.





5.1	Conclusion:


By using MAC layer signalling on the DCH, assignments on the shared uplink resource pool (aka USCH) may be quickly conveyed even at the highest spreading factor.  As a result, the agility of the USCH short lease concept is achieved whilst conserving downlink OVSF codes and capacity.





6	With the current protocol model only the SRNC can allocate uplink capacity
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Figure � SEQ Figure \* ARABIC �7�)  Functionality split across RNC's


Currently the only mechanism for assigning uplink resource is via the RRC protocol.  This means that in the current model uplink resource can only be allocated by the SRNC (see � REF _Ref448031653 �Figure 7�).  If we give MAC_sh the capability to allocate resource then this buys us the flexibility to allocate uplink resource from the CRNC/DRNC if we want to (as is the case for the DSCH).  One reason why this can prove useful is that it enables the USCH to be used as a 'pair' for the DSCH.   





Under heavy loading it is inefficient to assign a link maintenance DCH between packet bursts � REF _Ref448315684 �[2�].  The more efficient alternative is to just assign capacity as and when it is needed (ie. whilst the packet transmission is in progress).  In the case of packet transmissions on the downlink using the DSCH the question arises as to how power control bits are to be conveyed in the uplink.  The neatest solution is to enable the entity which makes the downlink DSCH allocation capable of also assigning the paired uplink channel.  In other words when it is necessary to convey a packet in the downlink the MAC_sh entity in the CRNC should be capable of making allocations both on the downlink DSCH (on which the data is transferred and also allocations on the uplink USCH.  The paired USCH provides a mechanism for conveying power control commands on the uplink and additionally provides a mechanism for conveying any L23 information from the UE (eg. uplink resource requests and RLC ack's).    The provision of this mechanism facilitates efficient  support of  bi-directional packet services without the need for an  associated DCH.   Details of how this can be achieved are provided in a companion paper � REF _Ref448316603 �[4�].


7	Conclusions








Packet data service QOS is optimised when:





Users are given short fixed length allocations onto a 'fat pipe' � REF _Ref448315617 �[1�].





Under heavy loading it is inefficient to maintain a separate DCH for every packet user just for the purposes of L1 and L23 signalling � REF _Ref448315684 �[2�].





Given these observations, it is clear that steps should be taken to minimise the bandwidth of resource allocation messages, both when an associated DCH is used for signalling and when a common channel is used for signalling.  Centralised scheduling of the uplink resource should be performed on the MAC layer as opposed to the RRC layer for the following reasons:





There is significantly greater overhead in signalling allocations on the uplink resource using RRC messages as opposed to using MAC messages.  Where common channel signalling is used  RRC scheduling will unnecessarily increase the bandwidth required on the ACCH (aka DSCH control channel).  Where signalling on an associated DCH is used then either more D/L OVSF codes would have to be reserved for signalling purposes or else resource allocations will take longer and would be of a coarser resolution (also capacity would be affected).





When only RRC can allocate uplink resource then this means that resource can only be assigned by the SRNC. By allowing uplink resource to be allocated by MAC_sh we provide the flexibility to allocate resource from either the SRNC or the DRNC (as is the case on the DSCH).  The USCH can act as a 'pair' for the DSCH by providing a channel for the conveyance of L1 and L23 information during a downlink packet burst.   In a companion paper � REF _Ref448316603 �[4�] it is shown how the capability to allocate uplink resource from the DRNC facilitates an efficient bi-directional packet data solution in which it is not necessary to maintain a DCH between packet bursts.





The current radio interface protocol model in which packets are conveyed on DCH's results in a process for packet data support which at best is overly complex (unnecessarily involving the RRC).  At worst, the implicit assumption in much of the documentation that the best way of carrying packet data is to convey the packets on circuits could result in a 3G specification which does not support packet data efficiently.  By adopting the USCH transport channel and centralised MAC layer scheduling of the uplink resource the protocol model will clearly illustrate how both circuit and packet data services can be conveyed (compare � REF _Ref448042025 �Figure 2� and � REF _Ref448042069 �Figure 3�).
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