[bookmark: _Ref190406817][bookmark: _Toc226862296][bookmark: _Toc347823621][bookmark: _Toc347824073][bookmark: _Toc347824246]3GPP TSG RAN WG1 Ad-Hoc Meeting 1901	R1-1900166
Taipei, Taiwan, 21st – 25th January 2019
Agenda Item:	7.2.6.3
Source:		Ericsson
Title:	Enhancement of Configured Grant for NR URLLC 
Document for:	Discussion, Decision
Introduction
Enhancement of configured grant for NR URLLC was intensively discussed during the last meeting and the following agreements were made:  
Agreements:
· Multiple active configured grant configurations for a given BWP of a serving cell should be supported at least for different services/traffic types and/or for enhancing reliability and reducing latency 
· FFS details
· Note: it is understood that the above may be related to RAN2-led work on intra-UE multiplexing
· Send LS to RAN2 – R1-1814112, and final LS is in R1-1814116
· RAN1 kindly ask RAN2 to take RAN1 agreements into account in their future work

Agreements:
· One PUSCH transmission instance is not allowed to cross the slot boundary for UL configured grant 
Agreements:
· For whether to support explicit HARQ-ACK for configured grant for UL, at least study further gNB’s missed detection performance of the PUSCH under configured grant
· Study how to resolve gNB’s missed detection if it is an issue 
· Study should take at least following into account:
· Companies report the false alarm target 
· Companies report the DMRS configuration assumptions
· The number of UEs sharing the time/frequency-domain grant free resource: 1 is the baseline, larger than 1 can also be considered
The above agreements provide guidelines for solutions aiming to enhance configured grant transmissions in order to achieve better reliability and latency.  In this contribution, we discuss our views for such enhancements.
[bookmark: _Ref178064866]Discussion 
Configured grants are a key component in supporting URLLC traffic. The characteristics of URLLC traffic make dynamic grants unsuitable for several reasons:
· URLLC traffic is often based on periodic and predictable traffic patterns, for example when transmitting sensor measurements and/or actuator commands for factory automation or remote driving. In this case configured grants can be used instead of dynamic grants to decrease PDCCH usage, thus improving resource efficiency and reliability.
· For non-periodic traffic the stringent latency bounds often make SR based transmissions inefficient or impossible to use. In these cases, using configured grants can reduce the time between data arriving at the UE and PUSCH transmission.
Alignment delay
A problem with configured grant as introduced in Rel-15 is that when data arrives at the UE physical layer, the UE needs to wait with transmission until it has a valid transmission opportunity. The problem is illustrated in Figure 1 .
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[bookmark: _Ref528969261]Figure 1: Alignment delay due to periodicity boundary.
In the case with slot aggregation, this was partially addressed by allowing the UE to start transmitting at a repetition where the redundancy version is 0. When considering the demanding latency requirements in URLLC, slot aggregation is not helpful since the total transmission length will be larger than one slot. The alignment delay issue can be solved by allowing the UE more transmission opportunities without needing to wait for the full periodicity. This can be realized through at least one of the options 1 to 3 identified to be studied in RAN1#94b.
Alignment delay also occurs when data arrives at the UE close to the slot boundary. If we assume that a single PUSCH transmission will not be allowed to cross the slot boundary also for configured grant, the data needs to be transmitted using repetitions with some repetitions transmitted in the current slot and some in the next slot.
[bookmark: _Toc528972022][bookmark: _Toc528972496][bookmark: _Toc528976846][bookmark: _Toc528977366][bookmark: _Toc528970300][bookmark: _Toc535009948]There are two main causes for alignment delay, either waiting for a transmission opportunity, or waiting for the slot boundary.
Alignment delay due to periodicity boundary
In Rel. 15, a CG transmission is not allowed to cross the periodicity boundary. By removing this restriction, we can significantly lower this part of the alignment delay. Consider a transmission of length 8 os. By setting the periodicity to 2 os and allowing the transmission to cross the periodicity boundary, the alignment delay is drastically reduced as can be seen in Figure 2. 
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[bookmark: _Ref528970549]Figure 2: Reduction in alignment delay due to frequent transmission opportunities. Transmissions with different starting points use the same frequency allocation but are shown staggered here.

[bookmark: _Toc528965608][bookmark: _Toc528965748][bookmark: _Toc528968898][bookmark: _Toc528972023][bookmark: _Toc528972497][bookmark: _Toc528976847][bookmark: _Toc528977367][bookmark: _Toc528970301][bookmark: _Toc535009949]Allowing transmissions across the periodicity boundary significantly decreases alignment delay.

Note that a similar effect can be achieved by configuring multiple configurations, each with an offset starting point. Since the rest of the transmission parameters will be the same for these multiple configurations, this leads to a large overhead in RRC signalling and HARQ processes used for a single service/traffic type. 
[bookmark: _Toc528965609][bookmark: _Toc528965749][bookmark: _Toc528968899][bookmark: _Toc528972024][bookmark: _Toc528972498][bookmark: _Toc528976848][bookmark: _Toc528977368][bookmark: _Toc528970302][bookmark: _Toc535009950][bookmark: _Toc528976849][bookmark: _Toc528977369]Configuring multiple configurations to reduce alignment delay results in many different configurations sharing most parameters, leading to large overhead in RRC messaging and activation/inactivation commands.
Therefore it is more preferable to reduce the alignment delay by allowing CG transmissions to cross the periodicity boundary:
[bookmark: _Toc528965952][bookmark: _Toc535009993]Allow CG transmissions to cross the periodicity boundary to reduce the alignment delay caused by the periodicity boundary limitation.

On the other hand, using multiple active configured grant configurations to cover different services does not lead to excessive amount of overhead, and is justifiable. This usage is discussed in details in Section 2.2.
Alignment delay due to slot boundary
Similar to dynamically scheduled PUSCH [1], UL transmission associated with UL CG also has the need to transmit a TB across slot boundary so as to reduce alignment delay. One alternative to transmit a longer PUSCH close to the slot boundary is to use repetitions, with some repetitions in the current slot and some in the next. In [1] , we have proposed to handle such transmissions by using two repetitions only, regardless of the starting position and length, see Figure 3.
Slot n
Slot n+1
N os
Slot n
Slot n+1
N1
os
UL data is split into two repetitions. The first PUSCH starts at the configured or assigned starting symbol and ends at the end of the present slot. The second PUSCH starts at the beginning of the subsequent slot and ends at the symbol corresponding to the original configured or scheduled length.
N2
os

[bookmark: _Ref528971051][bookmark: _Ref528971044]Figure 3: Using one repetition per slot for transmission close to slot boundary.
The same approach can be used also for configured grants. An example setup could target a total transmission length of 8 os, and starting transmission opportunities every 2 os, with a periodicity of 8 os. The frequent transmission opportunities could be either through multiple configurations, or by allowing the transmission to cross the periodicity boundary as discussed in the previous section. We have two different cases as illustrated in Figure 4.
[image: ]
[bookmark: _Ref528971700]Figure 4: Reducing alignment delay due to slot boundary by using a single repetition per slot.
In the first case, with transmission starting in symbol 0, the transmission does not cross the slot boundary. In this case there is only one repetition with length 8 os.
In the second case, with transmission starting in symbol 8, there are two repetitions, one of length 6 os in the current slot, and one of length 2 os in the next slot.

[bookmark: _Toc528965610][bookmark: _Toc528965750][bookmark: _Toc528968900][bookmark: _Toc528972025][bookmark: _Toc528972499][bookmark: _Toc528976850][bookmark: _Toc528977370][bookmark: _Toc528970303][bookmark: _Toc535009951]It is possible to decrease alignment delay due to the slot boundary by supporting two repetitions across two adjacent slots, with one repetition per slot.

Another approach that has been proposed is mini-slot repetition, which can configure multiple adjacent repetitions of a PUSCH with shorter length within a slot. In order to achieve the same alignment delay as the method illustrated in Figure 4, a PUSCH length of 2 symbols with 4 repetitions would be needed, and this would be used for all transmissions independent of the starting point in the slot. Since both solutions involve the exact same number of os transmitted in each slot, any issues stemming from changing power control parameters between slots affect the two solutions equally.
[bookmark: _Toc528965611][bookmark: _Toc528965751][bookmark: _Toc528968901][bookmark: _Toc528972026][bookmark: _Toc528972500][bookmark: _Toc528976851][bookmark: _Toc528977371][bookmark: _Toc528970304][bookmark: _Toc535009952]Any power control related issues affect mini-slot repetition with a single repetition per slot the same way as mini-slot repetitions with more than one repetition per slot.

At first glance, the approach using a single repetition per slot might seem more complicated since the transmission is different depending on the starting point. No additional signaling or modification to the existing DCI formats is needed however, since the UE can determine the different parameters based only on the starting position S and the length L of the transmission. In this example, since S + L = 8 + 8 = 16 > 14, the UE can determine the number of symbols in each repetition. In a similar way, the DMRS positions and any frequency hopping positions can be inherited from the base transmission parameters of a PUSCH of length 8. More details are given in [1].
On the other hand, there are some problems with using repetitions of very short transmissions. If straight-forward repetitions are used, the DMRS overhead with a single DMRS in each repetition would become prohibitively large. In the discussed case with 4 repetitions of 2 os long PUSCHs, half of the resources might end up being used for DMRS in the case of transform precoding, with DMRS occupying one of the two symbols in each repetition. Solving this problem would require extensive design effort as well as additional signalling overhead.

[bookmark: _Toc528965612][bookmark: _Toc528965752][bookmark: _Toc528968902][bookmark: _Toc528972027][bookmark: _Toc528972501][bookmark: _Toc528976852][bookmark: _Toc528977372][bookmark: _Toc528970305][bookmark: _Toc535009953]Mini-slot repetition of short mini-slots introduces large DMRS overhead leading to either poor performance or additional signalling overhead to modify the DMRS.

Another problem is that even if the DMRS overhead can be reduced, the scheduling flexibility and performance of mini-slot repetition is worse than when using a single long mini-slot. We describe this issue in detail in [1]. In Figure 5 we compare the performance of a single 8 os transmission with 4 repetitions of length 2 os using the same allocation, transport block size, and DMRS overhead. The single mini-slot transmission performs about 1.3 dB better than the transmission based on repetition.

[image: ]
[bookmark: _Ref528971938]Figure 5: BLER performance for a single transmission compared to mini-slot repetition.
[bookmark: _Toc528965613][bookmark: _Toc528965753][bookmark: _Toc528968903][bookmark: _Toc528972028][bookmark: _Toc528972502][bookmark: _Toc528976853][bookmark: _Toc528977373][bookmark: _Toc528970306][bookmark: _Toc535009954]Even with reduced DMRS overhead, a single repetition per slot outperforms multiple mini-slot repetition per slot.

Note that the restriction to a periodicity of 2 os was done to achieve the exact same possible starting points and transmission lengths for the two possible solutions. This restriction is not needed for the case where a single repetition in each slot is used, so a periodicity of a single os can be used in principle. In the same way, the transmission length was set to 8 os, so it could be compared to 4 repetitions of a 2 os mini-slot. This restriction is also not necessary, and in principle any mini-slot length could be used.
[bookmark: _Toc528965614][bookmark: _Toc528965754][bookmark: _Toc528968904][bookmark: _Toc528972029][bookmark: _Toc528972503][bookmark: _Toc528976854][bookmark: _Toc528977374][bookmark: _Toc528970307][bookmark: _Toc535009955]Transmission with a single repetition per slot is more flexible than mini-slot based repetition with more than one repetition per slot.

Based on these observations we propose the following:
[bookmark: _Toc528965954][bookmark: _Toc535009994]For configured grant, reduce the alignment delay at the slot boundary by supporting cross-slot repetition with a single repetition per slot.
Multiple configurations
Another use case for multiple configurations is in industrial networks, where multiple streams (flows) generated at a node is a very common use case, e.g., robot arm with several actuators, sensors and monitoring devices. The multiple streams are frequently connected to a single radio module. As a result, such multiple streams differ in its characteristics, e.g., arrival time, offset, and payload size as shown in Figure 6. The blue stream has medium size payload (in compared to the yellow and red streams). Also, the blue arrives at offset zero, followed by the yellow stream and the red stream, which arrived at T and 2T offsets, respectively. Furthermore, multiple streams can be characterized by different periodicity, latency and reliability requirements, as shown in Figure 7. It is assumed that the yellow stream does not require very critical reliability and latency, whereas both red and blue streams are critical with respect to reliability and latency. The parameters of the grant free configurations such as MCS and transmission length for the blue and red streams differ from those for the yellow stream. Also, some streams (like blue), differ in their arrival pattern and periodicity from others (like red). Hence, these streams cannot be supported via a single GF configuration, even if this configuration supports very short periodicity, because it may have different configuration parameters, e.g., MCS index, periodicity, or time/frequency resources.  

[image: ]

[bookmark: _Ref528976341]Figure 6: Three deterministic traffic steams with different characteristics, e.g., arrival time and payload size.
[image: ]
[bookmark: _Ref528976368]Figure 7: Three deterministic traffic steams with different characteristics, e.g., periodicity, latency & reliability requirements.
A potential realization of CG is to enable multiple configurations for a UE within a single serving cell/BWP. This enables the UE to have multiple pre-configured transmission occasions with different settings, e.g. periodicity, time offset, frequency resources, MCS index, etc. For instance, as illustrated in Error! Reference source not found., the red stream can be transmitted on configuration 1, the blue stream can be transmitted on configuration 2, and the yellow stream can be transmitted on configuration 3. Each of configurations 1,2, and 3, has a different offset from the beginning of the slot/frame. Also, the time duration, and frequency resource allocation can be different. Additionally, other parameters, such as periodicity, MCS indices, and repetitions, could be different to fit the requirement of the industrial (TSN) stream. Therefore, with such multiple configurations the network can satisfy the QoS requirements (that can be translated into RAN parameter, i.e., periodicity, time duration, frequency resources, MCS index, and repetition) for all industrial streams per TSN node (UE).

[bookmark: _Toc535009995]Define multiple configurations of UL CG for supporting multiple services with different transmission characteristics.

Explicit HARQ ACK
In NR rel-15 (with implicit HARQ ACK/NACK), it is specified in the MAC spec that UE starts a timer when a MAC PDU is sent on the configured grant and flushes the buffer for new data when that timer expires. In other words, the UE assumes an implicit HARQ ACK after the timer expires. A dynamic grant for retransmission can be sent before the timer expires. This retransmission grant effectively serves as an HARQ NACK.  A skip uplink transmission mechanism is used which means that the UE does not send a packet if the buffer is empty. This saves energy and reduces interference. 
However, this leads to an error case that might be crucial to avoid to fulfil a very demanding URLLC reliability requirement, like 1 - 10-6. There are two important cases that lead to the same gNB behavior:
1. PUSCH using CG is received at the gNB and the gNB correctly decodes, i.e., no need for gNB to send retransmission grant. 
2. PUSCH transmission is not detected at the gNB, i.e., the gNB is not aware that UE attempted an uplink transmission on that configured UL grant.
[bookmark: _Hlk528683690]One motivation for introducing explicit HARQ-ACK is for the UE to distinguish between these cases. This will help ensuring that URLLC reliability requirement can be met within a latency bound (e.g., 99.9999% within 1 ms), i.e. ensuring that the overall error probability given by
Pr(gNB fails to detect CG-UL transmission and fails to decode a TB within 1ms| UE transmits a TB) 
+ Pr(gNB detects CG-UL transmission but fails to decode a TB or its retransmission within 1m | UE transmits a TB)   < 10-6.
To reduce mis-detection (the first term in above), one solution would be to increase DMRS density in uplink transmission. In NR Rel-15, it is possible to have DMRS on one, two or three symbols, configurable over RRC. 
An explicit HARQ-ACK has been proposed to address the mis-detection probability. The idea is that the gNB should transmit an explicit ACK to every CG transmission that it correctly decodes. In case the UE fails to detect the explicit ACK it will automatically send the data again using the next available CG. 
There are a few issues with this proposal. First of all, there needs to be enough time for the sequence of events within the latency bound: the initial transmission, a decoding attempt from the gNB, as well as a retransmission attempt. In many cases this is not possible. 
[bookmark: _Hlk534803368][bookmark: _Toc528965617][bookmark: _Toc528965756][bookmark: _Toc528968906][bookmark: _Toc528972031][bookmark: _Toc528972505][bookmark: _Toc528976857][bookmark: _Toc528977376][bookmark: _Toc528970309][bookmark: _Hlk534803382][bookmark: _Toc535009956]Explicit ACK can increase reliability only if there is time for a retransmission.
The second issue is that for this signal to be useful, the UE needs to be able to detect it with the with high reliability. In particular, it is necessary that the probability Pr(UE detects ACK | gNB sends no ACK) < 10-6. If the explicit ACK is a sequence-based signal, the UE needs to know the required reliability when performing a hypothesis test to detect the presence of the signal. Thus, the reliability needs to be signaled to the UE somehow. Another issue is that in order to make the probability above small enough, the UE needs to be very conservative before declaring that an ACK was sent, often declaring no ACK even though an ACK was actually sent. Thus, it will perform a retransmission in many cases even when an ACK was sent from the gNB.
[bookmark: _Toc528965618][bookmark: _Toc528965757][bookmark: _Toc528968907][bookmark: _Toc528972032][bookmark: _Toc528972506][bookmark: _Toc528976858][bookmark: _Toc528977377][bookmark: _Toc528970310][bookmark: _Toc535009957]The UE needs to know the target reliability to perform a hypothesis test on sequence based ACK.
[bookmark: _Toc528965619][bookmark: _Toc528965758][bookmark: _Toc528968908][bookmark: _Toc528972033][bookmark: _Toc528972507][bookmark: _Toc528976859][bookmark: _Toc528977378][bookmark: _Toc528970311][bookmark: _Toc535009958]To ensure low false alarm of ACK detection, the UE will often interpret an ACK as a NACK.

A third observation is that the correct threshold for the UE depends on what threshold the gNB uses when it detects the presence of PUSCH. If the gNB sets a conservative threshold, the UE can set a looser threshold and still reach the overall target reliability. The reverse is also true.

[bookmark: _Toc528965620][bookmark: _Toc528965759][bookmark: _Toc528968909][bookmark: _Toc528972034][bookmark: _Toc528972508][bookmark: _Toc528976860][bookmark: _Toc528977379][bookmark: _Toc528970312][bookmark: _Toc535009959]The appropriate UE ACK detection threshold depends on the gNB PUSCH detection threshold.
An alternative is that the gNB, which knows the target reliability, set the threshold for PUSCH detection appropriately, and no explicit ACK is necessary.
Another reason for not introducing an explicit ACK is that the targeted reliabilities are very high. This means that the first transmission is successful in a large majority of cases, and the gNB will almost always transmit an ACK. With many UEs in the system this can lead to a very large signaling overhead and increase blocking probability.
[bookmark: _Toc528965621][bookmark: _Toc528965760][bookmark: _Toc528968910][bookmark: _Toc528972035][bookmark: _Toc528972509][bookmark: _Toc528976861][bookmark: _Toc528977380][bookmark: _Toc528970313][bookmark: _Toc535009960]Since targeted reliability is high, the gNB will almost always send explicit ACK, leading to high signaling overhead and increased blocking probability.

Another proposed advantage of explicit ACK is that the UE can receive an explicit ACK while transmitting PUSCH and cancel later transmissions. Since this requires PUSCH decoding and subsequent DL signaling at the gNB this can only be realized for CG transmissions spanning several slots. This benefit seems very difficult to realize in a practical system. 
Based on these observations we propose:
[bookmark: _Toc528965955][bookmark: _Hlk534803587][bookmark: _Toc535009996]Do not introduce explicit ACK for UL configured grant.

[bookmark: _Toc509587768][bookmark: _Toc510645898][bookmark: _Toc521307986][bookmark: _Toc521308044][bookmark: _Toc521402567][bookmark: _Toc521410976][bookmark: _Toc521508354]Conclusion
In this contribution, we discussed our views for methods for enhancements of configured grant. We observed the following:
Observation 1	There are two main causes for alignment delay, either waiting for a transmission opportunity, or waiting for the slot boundary.
Observation 2	Allowing transmissions across the periodicity boundary significantly decreases alignment delay.
Observation 3	Configuring multiple configurations to reduce alignment delay results in many different configurations sharing most parameters, leading to large overhead in RRC messaging and activation/inactivation commands.
Observation 4	It is possible to decrease alignment delay due to the slot boundary by supporting two repetitions across two adjacent slots, with one repetition per slot.
Observation 5	Any power control related issues affect mini-slot repetition with a single repetition per slot the same way as mini-slot repetitions with more than one repetition per slot.
Observation 6	Mini-slot repetition of short mini-slots introduces large DMRS overhead leading to either poor performance or additional signalling overhead to modify the DMRS.
Observation 7	Even with reduced DMRS overhead, a single repetition per slot outperforms multiple mini-slot repetition per slot.
Observation 8	Transmission with a single repetition per slot is more flexible than mini-slot based repetition with more than one repetition per slot.
Observation 9	Explicit ACK can increase reliability only if there is time for a retransmission.
Observation 10	The UE needs to know the target reliability to perform a hypothesis test on sequence based ACK.
Observation 11	To ensure low false alarm of ACK detection, the UE will often interpret an ACK as a NACK.
Observation 12	The appropriate UE ACK detection threshold depends on the gNB PUSCH detection threshold.
Observation 13	Since targeted reliability is high, the gNB will almost always send explicit ACK, leading to high signaling overhead and increased blocking probability.

[bookmark: _GoBack]Based on this we proposed the following:

Proposal 1	Allow CG transmissions to cross the periodicity boundary to reduce the alignment delay caused by the periodicity boundary limitation.
Proposal 2	For configured grant, reduce the alignment delay at the slot boundary by supporting cross-slot repetition with a single repetition per slot.
Proposal 3	Define multiple configurations of UL CG for supporting multiple services with different transmission characteristics.
Proposal 4	Do not introduce explicit ACK for configured grant.
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