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Background
In RAN1 #89 meeting, the working group reached the following agreements regarding HARQ soft buffer dimensioning and the number of HARQ processes [13].

· A set of reference parameters is used for the purpose of soft buffer dimensioning
· A reference set of parameters includes at least DL HARQ RTT [Y ms] and data rate(s) of X Gbps 
· FFS: values of X and Y
· FFS: other conditions
· This does not imply UE has to have a HARQ-ACK timing based on the reference HARQ RTT
· FFS: how different UE categories are defined
· LBRM is taken into account
· Maximum number of HARQ processes per carrier supported in NR is 8 or 16 
· This is at least for the single numerology case and a slot-level scheduling and single-TRxP transmission
· FFS: down-selection of 8 or 16
· FFS: soft-buffer handling
FFS: the value may be different depending on a certain condition (e.g., subcarrier spacing) 

In RAN1 #86bis meeting, the working group reached the following agreements regarding timing relationship for scheduling and HARQ [4]. 
For slot-based scheduling, NR specification should support the following
· DL data reception in slot N and corresponding acknowledgment in slot N+K1
· All UEs should support K1≥1 with exact values for K1 FFS
· Some UEs may support K1=0 (FFS conditions)
· UL assignment in slot N and corresponding uplink data transmission in slot N+K2
· All UEs should support K2≥1 with exact values for K2 FFS
· Some UEs may support K2=0 (FFS conditions)

The following are some agreed-upon terminology that will be used throughout this contribution:
K0: Delay between DL grant and corresponding DL data (PDSCH) reception
K1: Delay between DL data (PDSCH) reception and corresponding acknowledgement transmission on UL
K2: Delay between UL grant reception in DL and UL data (PUSCH) transmission
K3: Delay between ACK/NAK reception in UL and corresponding retransmission of data (PDSCH) on DL
Note that all delay above are defined in units of slots.
Introduction
In this contribution, we will discuss considerations for defining the size of the soft buffer on the UE as well as some of the management aspect. The discussion is predominantly focused on DL HARQ because this has a very direct impact on the requirements on LLR soft buffer storage on the UE, which translates to the cost of the NR modem. We will start by discussing the maximum number HARQ processes that a UE needs to support in relationship to a set of parameters including K0, K1, K3, and more. Understanding how different parameters affect the number of HARQ processes is important because soft buffer dimensioning is based on this.
For discussions on DL data transmissions and DL HARQ processes, the total time of K0+K1 will be referred to as the UE HARQ delay, and K3 is generally referred to as the gNB HARQ delay. HARQ RTT (round-trip time) is generally the sum of UE HARQ delay and gNB HARQ delay; Intuitively, this is the time it takes for gNB to send a DL grant to the UE to the next earliest time it can signal in the DL grant for a potential retransmission.
If the gNB has to support back-to-back scheduling to the same UE, the number of HARQ processes would have to be equal to the HARQ RTT (defined in terms of number of slots). This kind of contiguous scheduling generally achieves the highest sustained throughput for a UE, and it would be the assumption for the discussion.

Discussion
New Requirements and Motivations
For LTE, many parameters that may impact HARQ and the number of HARQ processes are fixed. For example, for FDD, K0=0, K1=4, K3=4, resulting in HARQ RTT of 8 and number of HARQ processes of 8. UE category defines the peak throughput (i.e. the max total TB size per TTI) in accordance to the number of MIMO streams, max MCS, and number of component carriers. For a particular UE category, given the max number of HARQ processes that needs to be supported, the LLR soft buffer size requirement can be derived.
For NR, it has already been agreed that the parameters K0, K1, K2 can be configurable (and signaled in DCI [8]). Also, flexible UE channel bandwidth can be supported. For example, the component carrier BW can be 100MHz but a particular UE may support only 20MHz and should still be able to operate within the component carrier. Moreover, a set of sub-carrier spacing may be supported, leading to different slot durations. Mini-slots also need to be supported. These have direct impact on the total TB size and TTI duration. The simple relationship in LTE between the max number of HARQ processes and soft buffer size requirement for a given UE category would no longer be adequate, and a more elaborate scheme would have to be considered for NR.
Observation: Key parameters including UE HARQ delay and gNB HARQ delay, network or UE channel BW, TTI duration are deterministic in LTE but can be flexible in NR. These parameters have an impact to HARQ.

[bookmark: _Ref478143721]Parameters Affecting HARQ Storage Requirement
Besides the impact to latency, gNB scheduling flexibility, and so on, one important consideration of HARQ is the need for LLR soft buffer on the UE. The soft buffer involves storage, and regardless of on-chip or off-chip, it presents either chip-area cost or BOM (bill of material) cost or power consumption cost. As the peak data rate for NR scales up significantly compared to LTE, there is a desire to curb the growth of the amount of storage. It is important to make sure that the number of HARQ processes does not unnecessarily drive up soft buffer size requirement. As long as the UE and gNB processing time requirements are still being met, the number of HARQ processes can be determined with several tradeoffs, which will be explored in the following paragraphs.
Generally, LLR soft buffer storage is proportional to (peak throughput) * (HARQ span), where
HARQ span = number of HARQ processes * TTI duration
Peak throughput is a function of UE channel BW, max number of TB and bits per TB, and max number of spatial layers. HARQ span is a term that accounts for the time footprint of all of the HARQ processes in use. To support back-to-back scheduling to the same UE, HARQ span has to be equal to HARQ RTT; Subsequently, the two terms are used interchangeably. For simplicity, we do not consider taking the dynamic parameters as input, for example, RB allocation, MCS, and number of layers. If we start with a given LLR soft buffer size, the max number of HARQ processes supported can be derived based on the other parameters. For example, if peak throughput is halved, HARQ span can double and still maintain the same LLR storage requirement. If TTI duration is fixed, this means the number of HARQ processes can double. 
It should be noted that in this contribution, the discussion on LLR soft buffer storage is in the logical sense, not in the physical sense (as in absolute number of bits or bytes). How many bits to assign to an LLR, the companding scheme, whether the HARQ storage is partitioned equally between processes or not, are considered 2nd order details or UE implementation specific. Also, the discussion is focused on a single component carrier, but the concept can scale to multiple carriers. The details are FFS as the definition of CA for NR is taking shape. This contribution tries to address the bigger picture of the fundamental tradeoffs pertaining to HARQ.
The following scenarios may affect the number of HARQ processes required:
· Wider UE bandwidth
· Larger K0,K1,K3
· Different SCS and TTI duration
· Mini-slot (same SCS)

Proposal 1: The maximum number of HARQ processes should be determined based on the configured system or UE parameters including the UE HARQ delay, gNB HARQ delay, UE channel BW, peak throughput (a function of max number of TBs and bits per TB, max number of spatial layers), TTI duration.

If a “one-size-fits-all” type of value is used for the maximum number of HARQ processes, it can be easily seen that inefficiency of soft buffer usage would result. For example, across different SCS, the TTI duration could vary widely from 0.25ms (60kHz SCS) to 1ms (15kHz SCS). If the maximum number of HARQ processes is fixed to 8, and the peak throughput is also fixed, the amount of soft buffer storage required for 1ms TTI would be 4 times that of 0.25ms TTI. The former would drive the storage capacity that needs to be implemented, but for the latter configuration, 3/4th of the storage resource may not be utilized.
It is clear that UE capability framework should be more flexible to consider a set of permissible values for each of the above parameters, with the general goal of keeping the overall soft buffer size requirement constant across configurations. The motivation is to eliminate soft buffer wastage (or over-specification) as illustrated in the example.

Proposal 2: UE category definition should include a number of permissible configurations (i.e. combination of HARQ-related parameters) that result in similar soft buffer size requirements.

UE HARQ Delay Reduction
Generally, the number of HARQ processes should be same as HARQ RTT in order to give gNB scheduler maximum flexibility in scheduling and to support back-to-back scheduling to the same user. For DL, HARQ RTT is the total time of UE HARQ delay (K0+K1) and gNB HARQ delay (K3).
Suppose HARQ RTT is denoted as N and it starts off as K0+K1+K3, where K0+K1 is non-zero. Note that K0 is typically zero (as in the case of LTE) and non-zero only if cross-slot scheduling is configured. If UE HARQ delay can be reduced due to operation of the self-contained slot structure, for which K0’ = K1’ = 0, there are two options to account for this change in HARQ:
1. Increase K3 by K0+K1 to keep the same N
2. Reduce N by K0+K1, while keeping K3 unchanged

It does not seem justifiable to implement Option (1) because there seems to be no reason for gNB to gain HARQ delay budget because UE is able to optimize its HARQ delay. Instead, (2) is more reasonable and more efficient system-wide.
If UE HARQ delay is reduced due to UE-side optimization, gNB HARQ delay should not be allowed to grow to inflate the HARQ RTT to maintain the same max number of HARQ processes.
In principle, for HARQ RTT determination it is recommended to assume a relatively small gNB HARQ delay which can be considered typical. UE soft buffer size requirement should be based on a typical HARQ RTT. For deployment scenarios where the cell size is very large or if the front-haul/back-haul setup requires a larger gNB HARQ delay, the required HARQ RTT becomes larger and the number of HARQ processes may increase, but at the expense of reducing the supported throughput and/or support for HARQ, while still staying below the same UE soft buffer size requirement derived from the typical scenario.

Proposal 3: In determining the max number of HARQ processes, gNB HARQ delay should be determined based on typical processing and latency requirements on the gNB, independent of the UE HARQ delay.

Baseline for NR
It has been proposed in [9] that the starting point for the maximum number of HARQ processes is 8, at least for 15kHz SCS.
For 15kHz SCS, this is same as LTE FDD. As SCS increases, the slot duration reduces and the RTT supported also reduces at the same number of HARQ processes. 
For the largest SCS which is 120kHz, slot duration is 0.125msec. Maximum number of HARQ processes of 8 results in 1ms of RTT that can be supported. For 120kHz, the deployment scenario is typically for small cell (pico / nano cell), and that level of RTT should be sufficient.

Proposal 4: The maximum number of HARQ processes in NR specification is 8 across all SCS, but should also be semi-statically configurable to a lower number for each UE depending on other aspects such as RTT, bandwidth, and throughput configurations.

[bookmark: _Ref481768733]Reference Number of HARQ Processes
Instead of a top-down approach to try to figure out what is the number of HARQ processes that works across different deployments with widely different RTT, network delay, different SCS and slot durations, there would be more clarity in a bottom-up approach that considers only the fundamental UE or gNB processing latency and use that to determine a number of HARQ processes as baseline. This will be referred to as the reference number of HARQ processes, on which soft buffer sizing would be based.
As discussed in [7], for DL centric slots, if the gNB HARQ delay is 2 (i.e. receiving ACK/NAK in Slot N and Re-Tx in N+2) and the UE HARQ delay is 1 (K0=0, K1=1, i.e. receiving PDCCH and PDSCH in Slot N-1 and sending ACK/NAK in Slot N), the HARQ RTT would be the sum which is 3. For this case, the number of HARQ processes needed could be 3. 


Figure 1. HARQ processes supported for DL slot-based scheduling with K1=1, K3=2

Note that operation with K1=1 has been considered for enhanced performance at high Doppler, where a UE could take advantage of the relaxed ACK/NAK feedback latency by performing non-causal channel/interference estimation. Further relaxation of K1 has diminishing return in performance at the cost of higher latency.
If the UE is operating with self-contained slot with K1=0, and K3 remains at 2, in theory, the number of HARQ processes needed could be as low as 2. This offers the benefits of lower latency and low soft buffer size requirement on the UE.


Figure 2. HARQ processes supported for DL slot-based scheduling with K1=0, K3=2

On the downlink, reference number of HARQ processes can be defined to be the minimum number of HARQ processes that accommodates reasonable HARQ delay on both the UE and gNB side, assuming all slots are DL centric slots.
Based on above HARQ timeline, only two HARQ processes is needed with K1=0. However, there are scenarios at high Doppler that require non-casual processing to ensure good performance. In determining the reference number of HARQ processes, K1=1 and K3=2 should be assumed. This gives roughly one slot of processing time budget for both the UE (from last data symbol to ACK/NAK feedback) and the gNB (from ACK/NAK reception to next retransmission opportunity). It follows that the reference number of HARQ should be 3.
Proposal 5: Define reference number of HARQ processes to be the minimum number that considers fundamental UE and gNB processing delay assuming all slots are DL centric slots.
Proposal 6: Reference number of HARQ processes should be defined to be 3 for NR.

Soft Buffer Dimensioning
It is expected that the peak throughput envisioned for NR EMBB devices would be at least multi-gigibit-per-second. If the LTE scheme of sizing soft buffer is used, i.e. 
(max number of HARQ processes) * (TTI duration) * (peak throughput) * (LBRM factor) * (bits per LLR)
The limited buffer rate matching (LBRM) factor equals lowest mother code used when serving the peak rate, where the peak rate corresponds to the largest data payload achieving across maximum bandwidth and MIMO layers in a given TTI. In the case of LTE, the LBRM factor would correspond to 3/2 since the mother code rate is limited to 2/3 when operating at peak data rate. This would result in exorbitant amount of storage requirement for NR, assuming max number of HARQ processes for NR is at most 8. That is, assuming 30kHz SCS, 0.5msec slot duration, 5Gbps peak throughput, and 6 bit per LLR in the following:
8 * 0.5 msec * 5 Gbps * 3/2 * 6 = 180 Mbits = 22.5 Mbytes
This is significant amount of storage, and limits the hardware architecture design options (for example, the choice of memory to be cost effective).
In the following, another methodology for soft buffer dimensioning that would arrive at a better cost-performance tradeoff for NR will be proposed.
First, instead of max number of HARQ processes, the reference number of HARQ processes would be use for soft buffer dimensioning. This reference number would correspond to a particular reference HARQ RTT when taken into consideration with the TTI, although the deployment may not necessarily have require this HARQ RTT. If the network has a smaller HARQ RTT, then the soft buffer would be over-provisioned. If the network has a larger HARQ RTT, then it would need to trade off HARQ combining gain against peak rate. If peak rate is the more important metric, than the network can revert to ARQ without exceeding the soft buffer dimensioning of the UE. If HARQ combining gain and reliability is the more important metric, than the network can tradeoff peak rate so that the soft-buffer has capacity to account for the combining needed.
By a similar argument, the reference channel code rate could be higher since the limitation of 2/3 mother code rate for LBRM need not be assumed to apply uniformly across all HARQ processes. At the minimum, only the inverse of the channel code rate used at the peak data rate needs to be accounted. Given that the highest unpunctured code rate supported by NR LDPC code is 8/9, the following would be the soft buffer storage requirement at the same SCS, slot duration, and peak throughput:
3 * 0.5 msec * 5 Gbps * 9/8 * 6 = 50.625 Mbits = 6.33 Mbytes
This is slightly more than 70% reduction in storage requirement compared to the LTE scheme.

Decoupling RV Buffer and Soft Buffer
As mentioned, LBRM factor is essentially the inverse of mother code rate after the 2nd reTx in LTE, and this mother code rate is defined to be 2/3 for Category 3 and above. What this means is that in LTE, roughly speaking, soft buffer has room for RV0 and RV1. All the LLR received based on RV0 would be stored in the soft buffer if decoding fails; RV1 from re-transmission would also be stored, but other retransmissions would be handled with repetition combining until either decoding passes or HARQ retransmissions run out.
In NR, LBRM (Limited Buffer Rate Matching) can be more aggressive at peak throughput. 
In LTE downlink, RV buffer (gNB transmit buffer) and soft buffer (UE receive buffer) are coupled in a way that if the RV buffer supports a range of RV (for example, RV0 and RV1), UE’s soft buffer must also accommodate the same range of RV. In principle, this avoids systematically “dropping” LLRs due to soft buffer limitation. In the example, if soft buffer is only sized to hold RV0, on the 2nd transmission if RV1 is received, and in case the decoding fails again, the LLRs received on the 2nd transmission would have no place to be stored and may get dropped.
According to the soft buffer dimensioning proposal of the previous section, if RV buffer is coupled with the soft buffer, then the LBRM is very aggressive with a mother code rate of approximately 8/9, this means soft buffer is sized to store just RV0 and not much more. If coupling of the RV buffer and soft buffer is adhered to, gNB would not be able to transmit RV1 on the 2nd transmission; Instead it would have to transmit RV0 and UE would have to rely on repetition combining, with limited HARQ gain.
If RV buffer and soft buffer is decoupled, gNB can send RV1 on the 2nd transmission. UE can decode RV0 and RV1 together and benefit from HARQ gain. Only in the case that decoding fails with the 2nd transmission, then UE would ideally want to store the LLRs from RV1. This can be handled by UE implementation, or the simplest way could be to drop the LLRs. For peak throughput scenario, probability of successful decoding on the 2nd transmission (given the 1st transmission fails) should be very high. The loss due to not able to store the LLRs from one incremental RV should be acceptable.
To sum this up, decoupling RV buffer and soft buffer allows the network side to assume a lower LBRM code rate than what is supported by the soft buffer. In the example above, the code rate supported by the soft buffer is 8/9 but from the RV buffer perspective, it can be close to 2/3 (or even lower). If almost all of the decoding passes on the 2nd transmission, there would be virtually no loss compared to a scheme where RV buffer and soft buffer are coupled and soft buffer size has to increase to accommodate LBRM rate 2/3.
Proposal 7: Consider decoupling RV buffer (gNB transmit buffer) from soft buffer (UE receive buffer). Network can send RVs outside of the RV range supported by UE soft buffer.

Soft Buffer Management
Non-peak Throughput Scenario
Given the soft buffer memory is sized for peak throughput, when the UE is operating with non-peak throughput, lower LBRM rate may be achieved. Basically, the RV range supported by the soft buffer is enhanced, and RV buffer can match accordingly. This allows gNB to transmit more new RV until the mother code rate of 1/3 is reached; After that, repetition combining is done if decoding still does not pass.
If gNB is aware of UE soft buffer size and the peak throughput capability, it can work out the increase in RV range. Some coordination between gNB and UE could be helpful although may not be absolutely necessary.
Large RTT Scenario
In the proposal, soft buffer is sized based on peak throughput and reference number of HARQ processes. If the real RTT requirement is larger than what the reference number of HARQ processes can support, higher number of HARQ processes may need to be configured.
To stay within the soft buffer size already provisioned, UE implementation can determine how to reduce the storage requirement. The system may tradeoff HARQ gain for maintaining peak throughput. If the scenario permits, lowering the peak throughput supported would be another option.
Max number of HARQ processes of 8 should be sufficient for most of the cases. For very large cell, typically smaller component bandwidth is used, and 15kHz SCS is advantageous. The max number of HARQ processes would be the same as LTE FDD for the same RTT. In the cases that RTT is so large that 8 HARQ processes is not enough, the system can operate with ARQ for which HARQ processes would not be needed. It is important to optimize NR for the typical use cases and not let the requirements for corner cases drive up the overhead for signalling and hardware complexity at the receiver.

Effects of Large Timing Advance
Timing advance (TA) is accommodated within the guard period between the DL-to-UL transition on the UE. If TA is large, more guard period may be needed, leading to higher overhead. There are some ways by which large TA could affect HARQ:
1. For self-contained slot for which K1=0, the DL-to-UL gap also accommodates DL data (PDSCH) processing before an ACK/NAK is transmitted after the gap. If TA takes up too much of the gap, there may not be enough time for processing and ACK/NAK has to be sent in the next slot (i.e. K1=1). The slot would no longer be self-contained.
2. If TA is so large such that a significant number of guard symbols is needed to accommodate it, overhead could be too large and aggregated slots may be a solution to amortize the overhead. For example, two slots can be aggregated: First one being DL-only, and the second one is DL-centric with bundled ACK/NAK at the end for data received in both slots.

Case 1 can be handled normally as a configuration with a larger K1 value. Case 2 can be handled with slight variation of the proposed framework.


Figure 4. Example of HARQ timeline for 2-aggregated DL slots
The number of HARQ processes required in this example is 4. In general, support for aggregated slots and the number of HARQ processes required can be incorporated in the proposed UE category definition.

[bookmark: _Ref378529477]Conclusions
In this contribution, we analysed the maximum number of HARQ processes that NR should support in relationship a number of system and UE parameters. Based on the analysis, we recommend the working group to consider following proposals:
Observation: Key parameters including UE HARQ delay and gNB HARQ delay, network or UE channel BW, TTI duration are deterministic in LTE but can be flexible in NR. These parameters have an impact to HARQ.
Proposal 1: The maximum number of HARQ processes should be determined based on the configured system or UE parameters including the UE HARQ delay, gNB HARQ delay, UE channel BW, peak throughput (a function of max number of TBs and bits per TB, max number of spatial layers), TTI duration.
Proposal 2: UE category definition should include a number of permissible configurations (i.e. combination of HARQ-related parameters) that result in similar soft buffer size requirements.
Proposal 3: In determining the max number of HARQ processes, gNB HARQ delay should be determined based on typical processing and latency requirements on the gNB, independent of the UE HARQ delay.
Proposal 4: The maximum number of HARQ processes in NR specification is 8 across all SCS, but should also be semi-statically configurable to a lower number for each UE depending on other aspects such as RTT, bandwidth, and throughput configurations.
Proposal 5: Define reference number of HARQ processes to be the minimum number that considers fundamental UE and gNB processing delay assuming all slots are DL centric slots.
Proposal 6: Reference number of HARQ processes should be defined to be 3 for NR.
Proposal 7: Consider decoupling RV buffer (gNB transmit buffer) from soft buffer (UE receive buffer). Network can send RVs outside of the RV range supported by UE soft buffer.
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