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Introduction
The work item for NR V2X was approved in RAN#83, and revised in RAN#84 [1], and the following objectives were identified in relation to resource allocation:
	1. NR sidelink: Specify NR sidelink solutions necessary to support sidelink unicast, sidelink groupcast, and sidelink broadcast for V2X services, considering in-network coverage, out-of-network coverage, and partial network coverage.
· Resource allocation [RAN1, RAN2]
· Mode 1
· NR sidelink scheduling by NR Uu and LTE Uu as per the study outcome
· Mode 2
· Sensing and resource selection procedures based on sidelink pre-configuration and configuration by NR Uu and LTE Uu as per the study outcome
· Support for simultaneous configuration of Mode 1 and Mode 2 for a UE
· Transmitter UE operation in this configuration is to be discussed after the design of mode 1 only and mode 2 only.
· Receiver UE can receive the transmissions without knowing the resource allocation mode used by the transmitter UE. 
· UE relaying resource pool configuration or resource configuration is not supported in this work in Rel-16.



In the previous meeting in RAN198bis, the following agreements and conclusions were made [2]:
· Maximum number of HARQ (re-)transmissions is (pre-)configured per priority per CBR range per transmission resource pool	
· The priority is the one signaled in SCI
· This includes both blind and feedback-based HARQ (re)-transmission
· The value range is any value from 1 to 32
· If the HARQ (re)transmissions for a TB can have a mixed blind and feedback-based approached (FFS whether or not to support this case), the counter applies to the combined total
· Support a resource pre-emption mechanism for Mode-2
· A UE triggers reselection of already signaled resource(s) as a resource reservation in case of overlap with resource(s) of a higher priority reservation from a different UE and, SL-RSRP measurement associated with the resource reserved by that different UE is larger than an associated SL-RSRP threshold
· Only the overlapped resource(s) is/are reselected
· FFS
· the timeline for reselection
· other details
· FFS whether or not to support other potential UE behaviour (e.g, power boosting/reduction)
· This mechanism can be enabled or disabled, per resource pool
· FFS details
· Resource (re-)selection procedure supports re-evaluation of Step 1 and Step 2 before transmission of SCI with reservation
· The re-evaluation of the (re-)selection procedure for a resource reservation signalled in a moment ‘m’ is not required to be triggered at moment > ‘m – T3’ (i.e. resource reselection processing time needs to be ensured)
· FFS condition to change resource(s) from previous iteration to resource(s) from current iteration
· FFS relationship of T1 and T3, if any
· FFS whether to handle it differently for blind and feedback-based retransmission resources
· In Step 1, initial L1 SL-RSRP threshold for each combination of pi and pj is (pre-)configured, where pi - priority indication associated with the resource indicated in SCI and pj - priority of the transmission in the UE selecting resources
· In Step 1, when the ratio of identified candidate resources to the total number of resources in a resource selection window, is less than X%, all configured thresholds are increased by Y dB and the resource identification procedure is repeated
· FFS value(s)/configurability of X 
· At least one value of X=20
· Y=3
· FFS other conditions to stop RSRP threshold increment, if any

[bookmark: OLE_LINK15][bookmark: OLE_LINK16]In this contribution, we discuss the different resource reservation, selection and allocation schemes that are to be employed in Mode 2, including the support for multi-slot transmissions.

Reservation of Resources
In order to cater to the stringent requirements for UEs operating in Mode 2, it is imperative for UEs to reserve resources in advance to meet the high reliability requirements. Resources can be reserved for HARQ retransmissions, blind retransmissions as well as for pre-emptive transmissions. Since the reservation of resources for HARQ retransmissions was already discussed in the previous meeting, this section focuses on the remaining 2 aspects of resource reservation.
Reservation of Resources by an Initial Transmission
Every time a UE sends control information pertaining to a data transmission, it can reserve resources in advance for a possible retransmission of the data. It can also reserve multiple resources in a periodic manner for a certain duration of time, given that the UE knows it would require these resources for data transmission. This would provide support for the periodic transmission of data as well as ensure that other UEs listening to the control information would be aware of the resource usage of a given UE.
At the same time, support for one-shot transmissions are also important, especially when the relevance of a message decreases with the UE moving away from the event that triggered the transmission of the message. This deems the retransmission as unnecessary since any retransmission would essentially carry outdated information.
It was agreed in the recently concluded email discussions [98b-NR-15] that a given SCI can indicate the reservation of up to 3 resources with respect to a single TB, with this value being configured per resource pool. It is essential that the maximum of 3 resources are within the latency requirement of the given TB, and hence the time window within which the resources are allocated have to be related to the packet delay budget.
Proposal 1: We propose that the resources reserved by an initial transmission with respect to a single TB are within a time window that is directly limited by the latency requirement of the given TB.
In the case where the reserved resources can be used for more than a single TB, it can be assumed that the first TB to be transmitted is associated with a reliability that does not require it to be retransmitted 2 times (initial transmission + 2 retransmissions). Since the SCI can indicate a maximum of 3 transmission resources, it makes sense to indicate the maximum resources with the first 2 resources used for TBs without stringent reliability requirements. However, the third resource has to be defined outside the time window associated to the first TB, so that the first TB has enough resources to utilize within its latency restriction.
The receiver UE can easily differentiate the different TBs by using the NDI indicator and HARQ ID that are expected to be included in the SCI. Consider a scenario as depicted in Figure 1. The transmitter UE indicates 3 resources in SCI 0 associated with the initial transmission in time slots t0, t2, and t4, with the intention of transmitting 2 TBs to a receiver UE. The NDI flag in SCI 0 would be set to 0, in order to inform the receiver UE that the resources are associated to a new TB, which is the first TB. In the second SCI 1 that is transmitted along with the second resource, the NDI flag would remain 0 and not be toggled, and would also maintain the same HARQ ID as the first SCI. This would inform the receiver UE that the resources are associated to the same first TB. In the third SCI 2, if the NDI flag is toggled to 1, it would implicitly indicate to the receiver UE that the third transmission contains a different TB. The following SCI 3 in t6 indicates another 3 resources that can continue to indicate the same HARQ ID and the same previous NDI value that is not toggled. This would let the receiver know that the transmission is still associated to the second TB from the previous set of resources.
[image: ]
Figure 1: Differentiation of new TBs using NDI toggling while reserving resources for more than 1 TB.

Proposal 2: We propose to support Option 2, which is not to add any additional field in the SCI in order to support the reservation of resources for more than 1 TB, where at least one of the resources is beyond the latency restrictions of the first TB.

Pre-emptive Reservation of Resources
Pre-emption of a resource defines the act of temporarily interrupting the use of a given resource by a UE to allow data traffic of higher QoS from another UE to use this resource without asking for cooperation. The UE that pre-empts its resource would have to resume its transmission by deferring to another resource by following the resource re-selection procedure. While this mechanism was agreed upon in the previous meeting, there are certain details to be discussed.
In the case where a UE has been pre-empted by another UE with a higher priority transmission, the UE with a lower priority has to carry out a re-selection of resources. It is possible for the UE to successfully carry out the transmission of the lower priority TB only if it can identify available resources within the latency budget associated with the given TB. If not, the TB has to be dropped.
Proposal 3: In the case of a pre-empted lower priority transmission of a TB, the transmitter UE has to identify new resources within the latency budget associated with the given TB.
When a UE reserves resources in a future time slot, it essentially requires another UE intending to use the resources in the future time slot to refrain from its transmission. However, this can cause conflicts in transmissions, as described below:
· A UE intending to use a scheduled resource within a future time slot in an SPS manner to transmit high priority transmissions, clashes with another UE that has pre-emptively reserved the same resource for a high priority transmission as well, or
· More than one UE reserves the same resources within the same future time slot for high priority transmissions.
It is possible, however, for the transmitter UE carrying out the pre-emptive reservation of resources to reserve more than one resource at the same intended time slot, but in different sub-channels, where it is required to transmit. This would resolve the conflict where there is another transmitter UE that is already scheduled to use one of the reserved resources with a high priority transmission. The initial transmitter UE would simply carry out short term sensing [3, 4] within the time slot in order to determine which resource it can use from among the resources reserved across the different sub-channels.
The use of short-term sensing to determine the exact resource to be used will also resolve the conflict where more than one transmitter UE reserves the same resources. Using a random back-off counter, both transmitter UEs will have different back-off counters, enabling them to listen and check whether the resource in question is available or not.
Proposal 4: We propose to define the following procedures for the implementation of the pre-emptive reservation of resources:
· A UE will reserve more than one resource in order to resolve any resource conflict that may arise.
· A UE will carry out short-term sensing on the given time slot in order to select the available resource.

Sidelink Resource (Re-) Selection and Exclusion Procedure
The existing selection scheme in LTE for a UE operating in an autonomous resource selection mode dictates that within a defined sensing window, the UE will carry out sensing based on the measured SL-RSRP to decide whether a given resource is occupied or not. Resources are selected by comparing the SL-RSRP to a pre-defined SL-RSRP threshold in order to decide its occupancy status. The pre-defined threshold is an SL-RSRP value deduced from a list [3] ranging from -∞ dBm, -128 dBm to 0 dBm, +∞ dBm by considering the priority of the SCI to be transmitted (TX priority) as well as the priority stated in the decoded SCI (RX priority) in a given resource [4]. Based on the table defined in [5], the reporting range of RSRP by a UE is defined from -156 dBm to -44 dBm with 1 dB resolution, where ‑44 dBm signifies a resource with high occupancy, and -156 dBm signifies a resource with low occupancy.
If the TX priority and RX priority are taken to be the lowest value, the threshold against which the SL-RSRP is compared to is -2 dBm, which would mean that the UE is capable of selecting resources which are completely unoccupied as well as resources which are completely occupied. The issue with this approach is 2-fold:
· If a UE intending to carry out a low priority transmission selects a resource that is completely unoccupied, but does not really need the level of quality afforded by the selected resource, it deprives another UE of using the unoccupied resource for a high priority transmission.
· Although the priority of the transmission is low, a UE might select a resource that is already occupied and cause a resource collision with another UE having an ongoing high priority transmission.

Observation 1: In the LTE V2X selection procedure, a UE intending to transmit low priority transmissions is provided with a SL-RSRP threshold to select resources that can either deprive other high priority transmissions of an unoccupied resource, or even cause collisions to a UE with an ongoing high priority transmission.

In the case where a UE cannot determine the required amount of resources within the defined threshold, the threshold value is increased by 3 dB and the selection process is repeated. The increase of the threshold and selection process is repeated until the UE secures the required number of resources.
The drawback of this scheme is that the UE does not segregate the resources after increasing the threshold, even though it is aware that other UEs are occupying the resources and are of a lower quality that the initial ones with the defined threshold. All the resources that are selected, are eventually put into the same set of available resources, immaterial of whether the received power measured on these resources was higher in one and lower in another.
Observation 2: The increase of the SL RSRP threshold results in the aggregation of resources with varying occupancy levels, of which some resources may be of a lower quality than what the transmitting UE requires.

Based on the agreements made in the previous meeting [2], the initial SL-RSRP threshold selection procedure remains the same as that of LTE. However, it is important to reduce the impact of the blind increase of the threshold in the case that the required resources are not available. The LTE V2X procedure dictated that if the UE was able to identify less than 80% of resources with the required threshold, it would increase the threshold by 3 dB. This would result in 20% of the resources that did not meet the QoS requirements of the TB to be transmitted.
In order to reduce the impact of the increase in SL-RSRP thresholds, the percentage of available resources at which the increase in the threshold is triggered (X) can be associated to the priority of the TB to be transmitted. In the case of a high priority transmission, a higher percentage of available resources, say 95%, that conform to the required priority of the transmission would ensure that the UE would have to select only 5% of resources that do not meet the priority requirements of the TB. This can be a configurable value that depends on the priority of the associated TB.
Proposal 5: We propose to carry out (re-)selection and exclusion of resources by configuring the value of X based on the priority of a given TB. Each of the priority levels would have a pre-defined value of X and can be selected accordingly.

Assistance Information for UE Resource (Re-)Selection
Assistance information for resource selection can be provided to UEs in the form of reports being sent from one UE to another. When UEs are operating in Mode 2, they are expected to select their resources autonomously and hence will carry out sensing and selection procedures. The results of these sensing procedures can be sent to other UEs in the form of occupancy or measurement reports.
Since these reports are relevant only to the UEs in the same vicinity, or the same geographical area as described in LTE [6], a UE is expected to send the report only to other UEs in the same or neighbouring areas. Using these reports, the other UEs can form a zonal area resource usage map, where reports from different UEs will help understand the congestion/occupancy status of resource pools in the vicinity. This will enable them to decide the best available resources across geographical areas as well.
The content of the reports should include the following:
· Congestion or occupancy information – A UE reports sensing results of the previous slots, stating which resources could be used or which resources should be avoided by other UEs. This information can be further classified based on the communications type so as to give the other UEs a better picture of which resources to select.
· Feedback information – A UE reports the link characteristics between the UE and other UEs, providing information regarding the condition of the link, and whether it is feasible to use for certain priority-based transmissions. This can be particularly advantageous among members of a group using groupcast communications.

Observation 3: UEs carrying out sensing can share their sensing results to neighbouring UEs to enable better resource allocation.
Proposal 6: We propose that assistance information in the form of reports containing the congestion and occupancy status of resources as well as information regarding link characteristics can be shared between UEs.

Multi-slot Transmissions
Due to the varying sizes of packets transmitted in NR V2X, it is possible that the packet would require more than a single time slot for its transmission. Hence, slot aggregation is required in order to cater to larger sized packets. This feature would also enable the repeated transmission of a single packet, ensuring higher reliability of reception at the receiver UE.
The information regarding slot aggregation - whether each data transmission would be using aggregated data resources or a single data resource, and if using aggregated slots, the number of these aggregated slots - has to be specified in the SCI for a given packet. The question that arises now is whether the SCI is to be transmitted only in the first slot, each of the aggregated slots, or in a few of them in a periodic manner. This question is to be further analyzed because of the agreement on 2-stage SCIs being supported.
Control in First or Each Aggregated Time Slot
For the control information to be sent in the first aggregated time slot, it would mean that both the first stage and the second stage SCI is included in the first time slot, along with the data. The following time slots, however, would contain only the PSSCH. The advantage of having the control in only the first time slot is that it would improve the resource utilization efficiency due to lesser overhead caused by multiple transmissions of the control information [7].
The issue with this method of slot aggregation is that in the case the receiving UE misses, or decodes unsuccessfully, the control information sent in the first time slot, the entire aggregated transmission of the packet would not be decoded by the receiving UE [8]. 
In order to improve this issue, redundancy can be added by repeating the control information in each of the time slots, where both the first and second stage SCIs are transmitted in each of the aggregated time slots. This has the issue of an increased overhead due to the multiple transmissions of the SCIs.

Multi-slot Transmissions using 2-stage SCI
One of the alternatives to having the control information in only the first time slot or in each of the time slots is to employ the 2-stage SCI design. Here, the initial time slot will contain the first stage SCI, the second stage SCI, as well as the PSSCH. The first stage SCI will indicate the aggregated resource locations for the subsequent transmissions. The remaining time slots corresponding to the transmissions will contain only the second stage SCI, pointed to by the first stage SCI, along with the PSSCH. 
This lowers the overhead caused by not having the first stage SCI repeated across all the time slots. The first stage SCI can also be repeated in a periodic manner across the aggregated time slots, in order to ensure that the receiver UEs do not miss the first stage SCI, thereby increasing the robustness of the system.
Proposal 7: Support multi-slot transmissions for Mode 2 NR V2X.
Proposal 8: We propose to use the 2-stage SCI design for implementing multi-slot transmissions, with the following features:
· First stage SCI is transmitted in the first aggregated slot, and
· Second stage SCI is transmitted in every aggregated slot, pointing to the data in the given time slot.

Mode 2 Resource Configuration Mechanisms for Groupcast Communications
In order to cater to the high reliability and low latency of groupcast communications, even when operating in Mode 2, we propose that different procedures have to be followed if the group was initialized when in-coverage of a gNB and when out-of-coverage. This is described in more detail in the following subsections.
Group Initialization Occurs In-Coverage
If the group was formed and initialized when the UEs were in the coverage of a gNB, the gNB would provide resources for the member UEs of the group based on the requests sent by these UEs. The gNB could either allocate resources individually for each member, or could also allocate a set of resources common to all the members, following which the members can carry out sensing within this set.
When the group moves out of the coverage of the gNB and into Mode 2, we propose that the gNB provides a (pre‑)configuration of a set of resources to the members based on the amount of resources that were used by the group while in-coverage. The member UEs can then utilize this set of resources and carry out sensing within them in order to communicate with each other. The advantage of such a (pre-)configuration is that the member UEs will have a dedicated set of resources which will not collide with other UEs carrying out groupcast or any other type of transmissions. This will ensure that the reliability and latency requirements of groupcast communications are met even when operating in Mode 2.
The (pre-)configuration of resources for the group can be updated when it moves back in-coverage with the gNB. This will enable the gNB to incorporate the updated demands of the group, for example, in the case where more UEs have joined the group.
Proposal 9: We propose to support that the gNB provides a (pre-)configuration of resources, exclusive to a group, to the member UEs while in-coverage to be utilized when the group moves into Mode 2.

Group Initialization Occurs Out-of-Coverage
If the group was formed and initialized out-of-coverage of a gNB and when operating in Mode 2, the member UEs would have to carry out sensing for each of their individual communications within the group.
However, when the group moves in-coverage of a gNB, the members can receive resource configurations from the gNB based on the requests sent by the UEs. Once the gNB is aware of the requirements of the group, it can also provide a (pre-)configuration of resources for the group to communicate in when it moves out-of-coverage of the gNB.
Proposal 10: We propose to support that the gNB provides a (pre-)configuration of resources for a group when it moves in-coverage of a gNB, even if it was formed out-of-coverage of the gNB.

[bookmark: OLE_LINK13][bookmark: OLE_LINK14]Conclusion
Based on our analysis carried out in this contribution, we have the following observations:
Observation 1: In the LTE V2X selection procedure, a UE intending to transmit low priority transmissions is provided with a SL-RSRP threshold to select resources that can either deprive other high priority transmissions of an unoccupied resource, or even cause collisions to a UE with an ongoing high priority transmission.
Observation 2: The increase of the SL RSRP threshold results in the aggregation of resources with varying occupancy levels, of which some resources may be of a lower quality than what the transmitting UE requires.
Observation 3: UEs carrying out sensing can share their sensing results to neighbouring UEs to enable better resource allocation.
Based on these observations, we propose the following:
Proposal 1: We propose that the resources reserved by an initial transmission with respect to a single TB are within a time window that is directly limited by the latency requirement of the given TB.
Proposal 2: We propose to support Option 2, which is not to add any additional field in the SCI in order to support the reservation of resources for more than 1 TB, where at least one of the resources is beyond the latency restrictions of the first TB.
Proposal 3: In the case of a pre-empted lower priority transmission of a TB, the transmitter UE has to identify new resources within the latency budget associated with the given TB.
Proposal 4: We propose to define the following procedures for the implementation of the pre-emptive reservation of resources:
· A UE will reserve more than one resource in order to resolve any resource conflict that may arise.
· A UE will carry out short-term sensing on the given time slot in order to select the available resource.
Proposal 5: We propose to carry out (re-)selection and exclusion of resources by configuring the value of X based on the priority of a given TB. Each of the priority levels would have a pre-defined value of X and can be selected accordingly.
Proposal 6: We propose that assistance information in the form of reports containing the congestion and occupancy status of resources as well as information regarding link characteristics can be shared between UEs.
Proposal 7: Support multi-slot transmissions for Mode 2 NR V2X.
Proposal 8: We propose to use the 2-stage SCI design for implementing multi-slot transmissions, with the following features:
· First stage SCI is transmitted in the first aggregated slot, and
· Second stage SCI is transmitted in every aggregated slot, pointing to the data in the given time slot.
Proposal 9: We propose to support that the gNB provides a (pre-)configuration of resources, exclusive to a group, to the member UEs while in-coverage to be utilized when the group moves into Mode 2.
Proposal 10: We propose to support that the gNB provides a (pre-)configuration of resources for a group when it moves in-coverage of a gNB, even if it was formed out-of-coverage of the gNB.
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