[bookmark: _Hlk763973]3GPP TSG RAN WG1 #98	R1-1908786
[bookmark: _Hlk4399543]Prague, Czech Republic, 26th-30th August 2019

Agenda Item:	7.2.9.2
Source:	Sony
Title:	On cross-slot scheduling for NR power saving
Document for:	Discussion / Decision

Introduction
This contribution considers issues related to cross-slot scheduling enhancements to facilitate NR power saving. The document considers the following aspects:
· Timing at which cross-slot scheduling adaptation applies. The reliability of cross-slot scheduling adaptation when controlled by L1-based signaling is also considered in this section.
· Implicit methods of moving between cross-slot scheduling and same-slot scheduling modes
· Cross-slot scheduling state at the start of a DRX_ON period

Timing at which power saving adaptation applies
The following conclusion was reached at RAN1#97 Reno:
Conclusion:
[bookmark: _GoBack]Companies are encouraged to check the following proposal for the application delay: 
For an active DL and an active UL BWP, when UE is indicated by L1-based signalling(s) in slot n to change the minimum applicable value(s) of K0 and/or K2, UE is not expected to apply the new indicated minimum applicable value(s) before slot  for K0, or slot  for K2, where 
· X = max(Y, Z)
· Y is the minimum applicable K0 value prior to the indicated change
· Z = [1]
· Z is the smallest feasible non-zero application delay that may depend on DL SCS 
· FFS: Z > 1 for 60kHz/120kHz SCS or multi-TRP
· FFS: Cross-carrier scheduling with different numerologies
· FFS: interruption time, if any

The basic point of this proposal is that new cross-slot scheduling parameters will apply with a timing of the “old” cross-slot scheduling parameters, as shown in Figure 1 below. This functionality is required to allow for UE power saving (otherwise the UE would always have to process and buffer PDCCH in a manner where the UE is prepared to apply same-slot scheduling in the current slot). Hence we support the basic proposal.  
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[bookmark: _Ref16588864]Figure 1 – timing of application of new cross-slot scheduling parameters
The following details of the proposal are considered:
· X = max(Y,Z) and value of Z. 
· If the UE is currently operating with same-slot scheduling (Y=0), the UE should be able to move to cross-slot scheduling instantly, so support of a “Z” value is not required. 
· If the UE is operating with cross-slot scheduling (Y=1 or more) and Z=1, the UE would move to operating in a same-slot scheduling mode with a delay of max(Y≥1, 1) = Y. Hence, again, the Z value is not required (Y is always greater than or equal to Z, so the max() function is not required). In a cross-slot scheduling mode, the UE should process the PS-PDCCH (i.e. decode and parse the PS-DCI) before the slot potentially containing PDSCH begins, otherwise the UE would have to speculatively buffer that slot.
· In summary, we feel that there is no need to have the dependency on Z and RAN1 can assume that X=Y
· Cross-carrier scheduling with different numerologies
· The application delay equation should allow for cross-carrier scheduling with different numerologies. The current equation seems to allow for this feature.
· Interruption time
· As long as RAN1 supports the proposed equation, the UE should be able to switch between cross-slot and same-slot scheduling (and vice versa) in a power efficient manner and we do not see a need for additional interruption time.
· Application delay for K2
· The application delay for K2 should be based on the minimum applicable value of K2 prior to the change, not the minimum applicable value of K0 

Based on the above discussion, we think that the application delay for applying cross-slot / same-slot scheduling changes can be simplified to that in the following proposal:
Proposal 1:
For an active DL and an active UL BWP, when UE is indicated by L1-based signalling(s) in slot n to change the minimum applicable value(s) of K0 and/or K2, UE is not expected to apply the new indicated minimum applicable value(s) before slot  for K0, or slot  for K2, where 
· X is the minimum applicable K0 (respectively K2) value prior to the indicated change

The following text considers issues in the reliability of changing the UE’s K0min / K2min values.
The proposed timing above is defined from the UE perspective. The gNB hence knows the time at which the UE will start using a new value of K0min or K2min, assuming the L1-based signaling that updates the value of K0min / K2min is received at the UE. However, until the gNB receives a PUCCH response to the L1-based signaling, the gNB does not know whether the UE had received the L1-based signaling that updates the K0min / K2min value. Hence the gNB should not schedule based on the updated K0min / K2min values until it has received a PUCCH response from the UE.
Observation 1: The gNB should not schedule based on the updated K0min / K2min values until it has received a PUCCH or PUSCH response from the UE. 
To ensure that the UE and gNB are synchronized in terms of their K0min / K2min values (i.e. to ensure that both nodes are applying the same K0min / K2min values), L1-based signaling that changes the K0min / K2min values should be acknowledged with PUCCH or PUSCH.
Proposal 2: L1-based signaling that changes the K0min / K2min values should be acknowledged via PUCCH or PUSCH.

Implicit indication of power saving adaptation
It has been agreed (under the “PDCCH-based power saving signal / channel” agenda item, 7.2.9.1 in RAN1#97 Reno) that:
“The indication of at least one power saving technique(s) is supported at least by the enhancement of existing scheduling DCI formats with additional field(s), if any, and/or repurposing the existing field(s), if identified, when UE is in the Active Time.     
· ….
· The at least one power saving technique(s) includes at least “Cross-slot scheduling”
· …..”

It has also been agreed (under the “Procedure of cross-slot scheduling power saving techniques”, 7.2.9.2 in RAN1#97 Reno) that:

“To adapt the minimum applicable value of K0 (K2) for an active DL (UL) BWP, indication of the minimum applicable value is supported.
· FFS: Direct assignment of the minimum application value, indication of one value from one or multiple preconfigured or predetermined value(s), and/or implicit indication.
· …. “
 
Hence our understanding is that an explicit indication (via a scheduling DCI within the active time) will be supported (see the first agreement above) and that it is FFS whether an implicit method of adapting K0 / K2 will also be supported.
Implicit schemes have the benefit of less PDCCH signaling and potentially lower specification impact. The following implicit methods of switching from same-slot scheduling to cross-slot scheduling have been proposed:
· Transition on detection of scheduling PDCCH. Once a scheduling PDCCH is detected, the UE moves to a same-slot scheduling mode [3]
· UE receives unexpected value of K0min. When a UE is scheduled with a value of K0 that is lower than its stored value of K0min, it updates its value of K0min. Note that this procedure is also considered to resolve an error scenario with explicit signaling (via PS-PDCCH) of a new K0min value by PS-PDCCH, where the PS-PDCCH is errored  [4]

The following implicit methods of switching from same-slot to cross-slot scheduling have been proposed:
· Timer expiry. If the UE does not receive a scheduling DCI for several consecutive slots, the UE moves to a cross-slot scheduling mode [3] 

In the following, we consider the merits of implicit methods for transitioning between cross-slot and same-slot scheduling modes.
Transition on detection of scheduling PDCCH.
Moving from cross-slot scheduling to same-slot scheduling on the basis of the UE receiving a scheduling PDCCH minimizes or eliminates the need for signaling. The scheme seems to be based on the philosophy that when a UE is monitoring PDCCH and is not being scheduled with PDSCH, cross-slot scheduling mode is desirable (for power saving reasons); and when the UE is being actively scheduled with PDSCH, it should be operating in same-slot scheduling mode. 
The issue with this scheme is that the network may not intend the UE to move to a same-slot scheduling mode just because the UE has been scheduled. For example, if the network is heavily loaded and the scheduler is operating using a round-robin or proportional-far scheduler, the UE may be scheduled data sporadically. In this case, there is no need for the UE to operate in a same-slot scheduling mode and cross-slot scheduling mode is sufficient.
In summary, while transition based on detection of scheduling PDCCH minimizes signaling, it reduces network flexibility and the potential power saving gains.   
Observation 2: Transitioning to same-slot scheduling on reception of a scheduling DCI minimizes signaling, but it reduces network flexibility and may impact achievable power saving gains. 
UE receives unexpected value of K0
Updating the value of K0min if a scheduled K0 is less than K0min supports two features: (1) updating the value K0min to allow for same-slot scheduling and (2) handling the error case that the UE is explicitly signaled a new K0min value (e.g. via an explicit PS-PDCCH) and the UE does not receive that explicit PS-PDCCH. Hence this procedure minimizes specification impact (an explicit DCI for changing cross-slot scheduling parameters is not required) and provides resilience against signaling errors.
This scheme is illustrated in Figure 2 for the transition from cross-slot scheduling to same-slot scheduling (the figure also shows a return to cross-slot scheduling via timer expiry). In this figure, in slot n+3, the UE is scheduled using a value of K0 = 0, which is less than the currently supported K0min value (K0min = 1). In response to this, the UE:
· Updates its K0min value, such that K0min = 0
· Does not receive PDSCH in slot n + 3 (since in slot n+3, the UE is not yet set up to operate with same-slot scheduling)

In order to schedule the UE with PDSCH, another PDCCH is required in slot n+4, that allocates PDSCH via same-slot scheduling.
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[bookmark: _Ref16799356]Figure 2 – Implicitly changing between cross-slot scheduling and same-slot scheduling

Hence it is observed that while updating K0min in response to an unexpectedly scheduled value of K0 minimises specification impact, it is inefficient in terms of PDCCH usage (two PDCCHs are required to schedule PDSCH to the UE at the transition from cross-slot to same-slot scheduling).
Observation 3: Updating K0min in response to an unexpectedly scheduled value of K0 minimises specification impact, but is inefficient in terms of PDCCH resource usage.

The inefficient use of PDCCH resource can be alleviated if, when the UE is intentionally scheduled with a value of K0 less than K0min, the associated PDSCH is transmitted at a default timing relative to the PDCCH. An example default timing would be that the associated PDSCH is transmitted in slot n + K0min, if the PDCCH is transmitted in slot n. This functionality would allow a PDCCH to both change the value of K0min and schedule PDSCH.
Proposal 3: When a PDCCH in slot n schedules PDSCH with K0 < K0min:
· The UE decodes the PDSCH in slot n + K0min
· The UE updates K0min with the signaled value of K0

Transition to cross-slot scheduling mode on timer expiry
Transition to cross-slot scheduling on timer expiry has been proposed in [3] and is illustrated in Figure 2. In this mode of operation, if the UE is not scheduled for the duration of the timer, it transitions from a same-slot scheduling mode to a cross-slot scheduling mode. The benefit of this scheme is that no L1-based signaling is required to transition the UE from same-slot scheduling mode to cross-slot scheduling mode. Drawbacks with this scheme are (1) that the cross-slot scheduling parameters to apply upon timer expiry are undefined and (2) the gNB may actually wish to schedule the UE with PDSCH using cross-slot scheduling (for example, when the network is loaded and the UE is scheduled sporadically, the gNB can schedule the UE with cross-slot scheduling while not impacting throughput / latency or power consumption). 
If RAN1 considers timer-based transitioning between same-slot scheduling and cross-slot scheduling modes, the above issues should be addressed. Default values of K0min / K2min (e.g. RRC signaled) could be applied upon timer expiry to resolve the first issue. The second issue could potentially be resolved in a variety of ways, including only re-starting the timer if the UE is scheduled in a same-slot scheduling manner (the timer continues to run if the UE is scheduled in a cross-slot scheduling manner).
Proposal 4: RAN1 further considers timer-based mechanisms to transfer between same-slot and cross-slot scheduling modes of operation.

Cross-slot scheduling state at start of a DRX_ON period
Depending on traffic model (e.g. traffic arrival rate) and DRX parameters, the UE will not actually be scheduled during most of the DRX_ON periods: it will monitor PDCCH, but never be scheduled with PDSCH or PUSCH. Hence when the UE wakes up for a DRX_ON period, it should preferably wake up in a power efficient manner. In particular, the UE should wake-up in a cross-slot scheduling mode of operation, from the perspective of power saving. If the UE is actually scheduled, it can then transition to a same-slot scheduling mode of operation.
Although from a UE power saving perspective it is beneficial to wake up in the DRX ON period in a cross-slot scheduling mode of operation, the network may for some reason want the UE to wake up in a same-slot scheduling mode, or with different sets of cross-slot scheduling parameters. 
There are some proposals that a PS-PDCCH outside the active time can signal the cross-slot / same-slot scheduling parameters to use inside the active time. At this stage, it is FFS whether such proposals will be adopted and even if they are adopted, cross-slot scheduling operation should not rely on this separate “WUS” feature. Hence we cannot rely on a PS-PDCCH outside the active time indicating the cross-slot / same-slot scheduling parameters to use inside the active time.
Hence the gNB should be able to signal to the UE a default set of cross-slot scheduling parameters to apply when the UE wakes up at the start of a DRX_ON period.
Proposal 5: K0min and K2min values to be used by the UE at the start of the DRX_ON period are signaled to the UE by RRC. 

Summary of Proposals and Observations
This document has considered the following aspects of cross-slot scheduling for Release-16 NR power saving: the timing at which cross-slot scheduling parameters are applied, resilience of signaling to errors, implicit methods of changing cross-slot scheduling operation and the cross-slot scheduling parameters to apply at the start of the DRX_ON period.
The following observations are made:
Observation 1: The gNB should not schedule based on the updated K0min / K2min values until it has received a PUCCH or PUSCH response from the UE. 
Observation 2: Transitioning to same-slot scheduling on reception of a scheduling DCI minimizes signaling, but it reduces network flexibility and may impact achievable power saving gains. 
Observation 3: Updating K0min in response to an unexpectedly scheduled value of K0 minimises specification impact, but is inefficient in terms of PDCCH resource usage.

The following proposals are made:
Proposal 1:
For an active DL and an active UL BWP, when UE is indicated by L1-based signalling(s) in slot n to change the minimum applicable value(s) of K0 and/or K2, UE is not expected to apply the new indicated minimum applicable value(s) before slot  for K0, or slot  for K2, where 
· X is the minimum applicable K0 (respectively K2) value prior to the indicated change

Proposal 2: L1-based signaling that changes the K0min / K2min values should be acknowledged via PUCCH or PUSCH.
Proposal 3: When a PDCCH in slot n schedules PDSCH with K0 < K0min:
· The UE decodes the PDSCH in slot n + K0min
· The UE updates K0min with the signaled value of K0

Proposal 4: RAN1 further considers timer-based mechanisms to transfer between same-slot and cross-slot scheduling modes of operation.
Proposal 5: K0min and K2min values to be used by the UE at the start of the DRX_ON period are signaled to the UE by RRC. 
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